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à me servir de modèles. Ma reconnaissance s’adresse en particulier à Annie Cou-
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Introduction

While rational expectations are a cornerstone of modern economic theories,

the literature in psychology and behavioral economics has produced a large

amount of evidence that individuals’ beliefs deviate in systematic ways from

this paradigm. The distortions are usually classified in two categories. The

first category groups together mistakes that are inherent to the limitations of

our rationality: the use of heuristics that perform well in general but might de-

part substantially from the truth, the difficulties linked with the computation of

probabilities, the probability fallacies, etc. The second category takes a differ-

ent perspective and brings together the distortions that arise when people form

beliefs about objects that are intimately linked to their self or identity— in par-

ticular about their ability, their future behavior, or their future prospects. These

mistakes condition important decisions in various economic contexts: financial

investments, acquisition of human capital, insurance purchase, voting behavior,

etc.

This dissertation aims at contributing to a research effort that concentrates

on the second type of distortions, develops methods to detect them in the data

and tries to understand their economic implications. It is composed of three

self-contained chapters, each of which incorporates non-standard beliefs into a

model of individual or collective decision-making.

The first chapter considers prediction mistakes when individuals contemplate

their own behavior in the future, a phenomenon called “naiveté”. The literature

in behavioral industrial organization has shown that naive individuals incur—

potentially large—welfare losses in various domains (credit card market, task

planning, savings behavior, etc.). Naiveté with respect to future choices is there-

fore an important ingredient in the welfare analysis of firms’ practices or govern-

ment interventions. This essay analyzes the revealed preference implications of

naiveté regarding future behavior in situations where the individual makes time-

inconsistent decisions. The purpose of the analysis is twofold. First, by avoiding
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any reference to a parametric representation of preferences, the results pin down

the behavioral implications of naiveté that would be valid under any applied

model of time-inconsistency. Second, it provides a theoretical foundation for an

experimental method designed to measure naiveté at the individual level. For-

mally, I study the consistency between a decision-maker’s preferences over menus

in a first period, and stochastic choices inside menus at a later date. The com-

parison of commitment decisions and subsequent behavior reveals whether the

individual correctly anticipates future deviations from normative preferences: a

sophisticated individual chooses the right commitment options, whereas a naive

decision-maker overlooks some profitable opportunities. The chapter provides

absolute and comparative measures of naiveté and shows under which conditions

pessimistic menu choices can be attributed to the anticipation of decision costs.

Finally, I report the results of an experiment based on the axiomatic framework

that documents a high prevalence of (partial) naiveté at the individual level.

The second chapter, co-authored with Nina Hestermann, takes as a primitive

the well-documented fact that many individuals have unrealistic beliefs about

their ability in several dimensions (intelligence, job-specific skills, sociability,

etc.). We study the impact of this distortion on an individual’s behavior in

a dynamic framework. The common wisdom, both in academia and in popular

writings, tends to consider that overconfidence can be welfare-improving for the

agent by mitigating his procrastinating tendencies. Our analysis shows that this

conclusion should be qualified in dynamic settings. We consider an individual

who performs a repeated task. His outcomes depend on his intrinsic ability and

on the nature of his environment. We analyze the mistakes in inferences and ex-

perimentation decisions made by an agent who holds overconfident beliefs about

his ability. We show that the individual overestimates the importance of skills

in his environment after succeeding and underestimates it after failing. His dis-

torted beliefs lead him to drop out prematurely after failure and to switch too

easily from an environment to another. These results have implications in various

contexts: attribution of guilt and merit in teams, formation of preferences over

redistributive policies, influence of role models, and educational practices where

self-esteem management is well-regarded by many observers. Overall, our anal-

ysis uncovers a new set of mistakes associated with overconfidence in dynamic

decision problems.

The third chapter considers a collective decision-making problem in which

individuals selectively interpret the evidence in order to buttress their preferred
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political worldview. It develops a theory of disagreement over scientific issues

pertaining to political debates (climate change, economic issues, gun control

policies, etc.). Most existing theories postulate that some heterogeneity in pri-

vate information or in scientific education is at the root of the disagreement. I

argue that these theories do not capture the partisan divide which is at play for

most controversies, and that a theory of motivated reasoning can reconcile the

empirical observations with the experimental evidence on polarization. I consider

a framework in which the heterogeneity in political preferences produces a dis-

agreement over objective facts. A political decision involving both idiosyncratic

preferences and scientific knowledge is considered. Voters form motivated beliefs

in anticipation of the future political outcome. In equilibrium, they tend to deny

the scientific arguments that advocate the political orientations that run counter

to their interests. Paradoxically, public information can foster collective denial

and reduce welfare. The theory predicts that providing mixed evidence produces

a temporary polarization of beliefs, but that disclosing unequivocal information

asymptotically eliminates the disagreement.

Keywords: beliefs, cognition, learning, overconfidence, naiveté, motivated rea-

soning
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Chapter 1

A revealed-preference theory of

naiveté and sophistication

1.1 Introduction

The literature on time-inconsistent preferences distinguishes between two

types of individuals according to their beliefs regarding their own future behav-

ior. Sophisticated decision-makers correctly anticipate their future choices while

naive individuals underestimate their propensity to deviate from their long-term

goals. In the most widely used model of time-inconsistent preferences, the quasi-

hyperbolic (β, δ) setting (Laibson, 1997), decision-makers are characterized by

a standard discount factor δ, by a present-bias parameter β by which all future

payoffs are discounted, but also by their expectation β̂ of their future β: so-

phisticates hold correct expectations (β̂ = β), whereas naifs underestimate their

present bias (β̂ > β). This literature usually shows that present bias is not an

issue per se as soon as it is correctly forecast: a sophisticated individual can

compensate for future deviations by making appropriate decisions, for instance

signing optimal contracts or elaborating consistent long-term strategies. Detec-

tion and measurement of naiveté about future behavior is therefore an important

area of research to understand the welfare implications of time-inconsistencies in

a variety of economics settings.1

Most existing measurements of self-control and naiveté have estimated struc-

tural parameters of a (β, δ)-model and relied on aggregate tests to detect inac-

curate anticipations. This paper, in contrast, proposes an axiomatic framework

1See for instance Rabin and O’Donoghue (1999); Eliaz and Spiegler (2006); Heidhues and
Kőszegi (2010) and Kőszegi (2014) for a survey.
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in which the elicitation of naiveté is not tied to a specific functional form. The

results are used to design an experimental method that offers several advan-

tages with respect to existing measurements: it allows measurement of naiveté

at the individual level, and therefore provides information about the distribution

of naiveté in the population; it accounts for the decision-makers’ uncertainty

about their future behavior; it allows detection of partial naiveté, in addition to

complete sophistication and complete naiveté; it is nonparametric, and encom-

passes all existing models of time-inconsistency. The axiomatic method makes

few assumptions about the agent’s preference parameters. It therefore enables

understanding of the core behavioral principles linked to naiveté and sophisti-

cation that would be valid in any applied model of preference reversals. It also

allows an experimenter to measure the naiveté of a decision-maker without spec-

ifying a fully structured model of inter-temporal preferences. As an illustration,

I find in an experiment based on the theoretical framework that the majority

of participants display naive anticipations, and that partial naiveté is a more

realistic assumption than complete naiveté for most subjects.

The axiomatic framework takes as primitives the choices made by a decision-

maker at two successive periods. At a first stage, called ex ante, the decision-

maker chooses the set of options that will be available in the future, as in Kreps

(1979) and Dekel et al. (2001), according to a binary preference ≽ over menus.

For instance, the individual chooses a menu of dishes that will be available for

dinner at a future date. This choice is made when the decision-maker has certain

normative preferences in mind but anticipates possible deviations, for instance

because she might experience temptation at the time of actual choice. Her ex

ante preference relation ≽ is represented by a Random Strotz model (Dekel and

Lipman, 2012): under this interpretation, the agent has deterministic normative

preferences but is unsure about her future behavior and therefore prefers to

commit to smaller menus. The relation ≽ identifies the agent’s beliefs about her

future taste contingencies.

At a subsequent period, called ex post, the agent makes a stochastic choice

among the available options. This decision is not necessarily consistent with

the normative preferences: for instance, in the above example, the individual

might be tempted to consume an appetizing but unhealthy dish instead of a

healthier option. The analyst observes the random choice rule λ that determines

the decision-maker’s choice inside all possible menus. The ex post choice rule λ is

represented by a Random Expected Utility model (Gul and Pesendorfer, 2006):
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under this interpretation, the choice in the menu is driven by the realization of an

uncertain taste contingency, whose distribution is also uniquely identified from

the data.

The aim of the paper is to compare the ex ante anticipation of taste contingen-

cies suggested by ≽ with the actual realization of ex post preferences identified

from λ. As a first step, I provide precise definitions of sophistication and naiveté

in this framework. Sophisticated individuals have exactly the right model in

mind about their future choices. In contrast, naive decision-makers systemati-

cally underestimate the frequency of their future deviations. These definitions

generalize the conditions used in the quasi-hyperbolic model to the more general

Random Strotz interpretation of preferences.

The main result characterizes the behavioral content of sophistication and

naiveté under the form of dynamic conditions on the pair of preferences {≽,λ}.
The axioms distinguish naifs from sophisticates according to their willingness

to commit: sophisticates choose exactly the right commitment options, whereas

naifs mistakenly reject commitment opportunities that appear profitable in light

of their ex post behavior. The conditions rely on the decision-maker’s preference

between a menu {p, q} and a commitment device of the form {κp + (1 − κ)q},
where κ is an exogenous probability chosen by the experimenter. The singleton

{κp+(1−κ)q} can be interpreted as a lottery that delivers p with probability κ

and q with the complementary probability. Suppose that p is ex ante preferred to

q: for instance, p is a healthy dish, whereas q is a tempting and unhealthy alter-

native. If κ is lower than λ{p,q}(p), the actual probability with which the decision-

maker chooses the healthy option ex post, the commitment device {κp+(1−κ)q}
is objectively inferior to the whole menu {p, q} given the individual’s ex post be-

havior. A sophisticated agent therefore rejects this commitment opportunity.

This condition rules out pessimistic anticipations. The second axiom is sym-

metric and rules out optimistic expectations: if κ > λ{p,q}(p), a sophisticated

decision-maker accepts the commitment device. I show that extensions of these

axioms to larger menus characterize sophistication. In contrast, naive agents do

not commit to inferior lotteries but overlook some profitable opportunities.

Comparing commitment choices with ex post behavior allows an experimenter

to classify a subject as sophisticated or naive, but also, in the latter case, to

identify the degree to which her anticipations are incorrect. Her subjective ex-

pectation regarding λ{p,q}(p) can be identified as the threshold κ∗ that makes her

indifferent between {p, q} and {κ∗p + (1 − κ∗)q}, and the distance between κ∗
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and λ{p,q}(p) provides a good measure of her degree of naiveté. I generalize this

observation and define a local index of naiveté that measures, for each menu, the

discrepancy between the decision-maker’s anticipations and her actual behavior.

This index is intuitively related to properties of the joint representations and can

be used to define comparative measures of naiveté: fixing the ex post behavior,

a uniform increase in the index of naiveté is equivalent to a downward shift in

beliefs about the frequency of deviation, and, equivalently, to a lower demand

for commitment. Fixing the preferences over menus, a uniform increase in the

index of naiveté is equivalent to an upward shift in ex post realized deviations

and, equivalently, to a higher propensity to deviate from the normative goals.

The Random Strotz model is an arbitrary interpretation of commitment pref-

erences. Indeed, there exist other representations of menu choices that are con-

sistent with the same behavior but that suggest different beliefs over ex post

decisions. A misinterpretation of the commitment preferences could therefore

lead the analyst to reject the sophistication hypothesis by mistake. The paper

studies the robustness of the method to two departures from the Strotzian in-

terpretation. First, assuming that the decision-maker faces self-control costs ex

post, as in the Random Gul-Pesendorfer model (Stovall, 2010), might rationalize

decisions that would be classified as pessimistic in the Strotzian framework, but

not choices that would be considered as naive. Second, uncertainty regarding

the normative preferences reduces the willingness to commit, which is a possible

confound for the identification of naiveté. I describe in which situations this

concern might preclude the use of the method and discuss how the analysis can

be adapted to circumvent this issue.

Finally, I report the results of an experiment based on the theoretical anal-

ysis, in a setting where the normative preferences are unambiguous. While the

main application of the analysis relates to temptation and self-control issues,

the Random Strotz model is silent about the source of deviations from norma-

tive preferences. The experimental protocol relies on this property and studies

naiveté about future memory lapses.2 Participants have the opportunity to earn

a monetary prize every day within a ten day period if they remember to log in

to an experimental website during the day. They earn nothing if they forget to

do so. Prior to this ten sessions, their indifference threshold κ∗ between this pro-

cedure and a payment rule that delivers the prize with probability κ irrespective

2Memory issues are psychologically different from self-control problems, which merit specific
investigation. However, testing for sophistication with respect to future behavior can be done
irrespective of the force that generates deviations from normative goals.
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of their behavior is elicited. Comparing κ∗ with the actual probability of logon

over the ten day session provides a precise measure of the difference between

ex ante expectations and ex post behavior. I find that 56 percent of the par-

ticipants make naive choices, while 29 percent make sophisticated decisions and

only 15 percent display pessimistic expectations. The results show that naiveté

is not only present in the aggregate but also at the individual level for most

participants, and that a majority of them is partially aware of their memory

issues.

1.2 Related literature

The theoretical sections build on the literature on menu choices, started by

Kreps (1979) and pursued by Dekel et al. (2001). This field provides representa-

tions for preferences over menus that allow an observer to identify the decision-

maker’s anticipations of her future behavior. Applications usually include prefer-

ence for flexibility, reflected in a taste for larger menus, or the role of temptation,

which leads the agent to prefer smaller choice sets (Gul and Pesendorfer, 2001;

Dekel and Lipman, 2012; Lipman and Pesendorfer, 2013). This literature is silent

about the actual choice inside menus, which is usually unmodeled: the models

describe how a decision-maker would behave at the ex post stage under the so-

phistication hypothesis. This paper instead augments the choice data with the

actual ex post behavior and explicitly addresses the question of sophistication

and naiveté.

The first paper that provides tools to compare anticipations and realization

of tastes is the work by Ahn and Sarver (2013). They study the correspondence

between ex ante and ex post subjective tastes in the particular case where the

agent values flexibility and not commitment.3 The contribution of this paper

is to perform the same exercise under the assumption that the decision-maker

values commitment instead of flexibility, which is suited to the analysis of so-

phistication and naiveté in the context of preference reversals. Variants of Ahn

and Sarver (2013)’s main axioms are necessary but not sufficient in the Random

Strotz model, as explained in section 1.4. Finally, Ahn et al. (2015) study a

related setting in a recent paper conceived independently from this work. Some

of the issues studied are similar in both papers: in particular, the analysis of

sophistication and naiveté in the Random Strotz model, and the definition of

3Dean and McNeill (2015) provide an experiment based on their analysis.
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comparative measures of naiveté. To facilitate the comparison of both papers,

the differences are notified throughout the analysis. The main distinction is that

this paper focuses on providing an experimental method for measuring naiveté.

There are also some non-overlapping parts in both papers: Ahn et al. (2015)

discuss the deterministic case and some applied models, and analyze the wel-

fare effects of commitment opportunities, whereas the present work expands the

analysis to self-control preferences and contains an experimental application.

The experimental section contributes to the empirical literature that attempts

to detect sophistication and naiveté in the data. It also makes a methodolog-

ical contribution to the literature on stochastic choice: in contrast to existing

experiments that focus on group level probabilities, I elicit individual empirical

choice frequencies from repeated decisions, which allows estimation of the ran-

dom choice rule for all participants. The relevant work is discussed in sections

1.4 and 1.7.

The remainder of the paper is organized as follows. Section 1.3 introduces the

primitives of the analysis and the definitions of sophistication and naiveté. Sec-

tion 1.4 provides the main representation theorem and discusses how the analysis

can be used to measure naiveté in experimental settings. Section 1.5 discusses

the link between this paper and other decision-theoretic models, proposes ab-

solute and comparative measures of naiveté, and introduces a special class of

Random Strotz models in which the main axioms take a simpler form. Section

1.6 expands the analysis to preferences that include self-control costs. Section

1.7 describes the experimental design and results. Section 1.8 concludes.

1.3 Primitives

This section describes the primitives of the model and the representations of

the individual’s preferences.

1.3.1 Objects of choice

Consider a finite set of prizes Z, and ∆(Z) the set of all probability distri-

butions on Z, written p, q, ... and called lotteries. ∆(Z) is endowed with the

Euclidian topology, each element of ∆(Z) being identified with a vector of R|Z|.

X is the set of finite non-empty subsets of Z, and elements of X are written

x, y, ... and called menus. X is endowed with the Hausdorff topology.
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Let U be the set of all expected utilities on Z. An element of U can be

identified with a vector of R|Z|. Consider the subset W containing all elements

u of U that verify
∑

u(z) = 0 and
∑

u(z)2 = 1. Each nonconstant expected

utility can be identified with a unique element u of W .

The behavior of a decision-maker is observed in two periods. At the ex ante

stage, the agent has preferences over menus, as in Kreps (1979). A menu contains

the options that will be available in the future. This choice is described by a

preference relation ≽ defined on X , x ≽ y meaning that the agent prefers to

choose inside the menu x rather than in y at the later period. As usual, ≻
denotes the asymmetric part of ≽.

At the ex post stage, the agent picks one element in the set. Her choice

process is modeled as a random choice rule, i.e. as a function λ : X → ∆(∆(Z))

such that λx(x) = 1 for any menu x ∈ X . If y is a subset of a menu x, λx(y)

represents the probability with which an object in y is picked when the agent

chooses in x. To lighten the notation, λx({p}) is simply written λx(p).

The pair (≽,λ) is the primitive of the analysis. To define sophistication

and naiveté in this setting, the next step consists in adding some structure into

these objects in order to introduce beliefs at the ex ante stage and stochastic

preferences at the ex post stage. The remainder of this section describes the

representations chosen to model ≽ and λ.

1.3.2 Random Strotz

The preference relation ≽ is represented by a Random Strotz model (Dekel

and Lipman, 2012).

1.3.2.1 Definition

Definition 1.1. The preference relation ≽ admits a Random Strotz representa-

tion if there exists a pair (u, µ) where u ∈ W is a nontrivial expected utility and

µ is a nontrivial probability distribution on W such that ≽ is represented by

V (x) =

∫

W
µ(dw) max

p∈Mw(x)
u(p) (1.1)

where Mw(x) = {p ∈ x|∀q ∈ x, w(p) ≥ w(q)} is the set of maximizers of w in x.

To understand this representation, suppose first that the support of µ is a

singleton w, and that w has a single maximizer p in the menu x. The valuation
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of x at the ex ante stage equals u(p). This suggests that the agent has long-term

preferences given by u at the ex ante stage but anticipates that she will maximize

w instead of u. If w has several maximizers in x, equation 1.1 states that ties are

broken in favor of an option that maximizes u. The utility function u corresponds

to the individual’s normative preference, whereas the utility function w describes

her actual taste at the ex post stage. The decision-maker displays a preference for

commitment as soon as w differs from u, and does not value flexibility since the

normative utility u is deterministic. Her ex ante preference over menus reflects

the idea that she anticipates deviations from long-term goals.

The representation 1.1 adds some uncertainty about the future decision util-

ity, keeping the normative preference certain. The utility function u is referred

to as the commitment utility since it represents the preference over singleton

menus. Dekel and Lipman (2012) show that the pair (u, µ) that represents ≽
is unique. The measure µ identifies the decision-maker’s beliefs over her future

taste contingencies.

1.3.2.2 Decomposition

This paragraph provides a further description of the Random Strotz model.

It builds on Dekel and Lipman (2012) to define two notions that play a crucial

role in the analysis: the intensity and the direction of a deviation. The intensity

of an ex post utility function describes the frequency with which deviations from

long-term preferences occur. To motivate these definitions, this section first

introduces a ranking defined on W that compares how often two ex post utilities

deviate from the long-term preference u.

Definition 1.2. Define the order ≫u on W by

w1 ≫u w2 if u(p) > u(q), w2(p) ≥ w2(q) ⇒ w1(p) ≥ w1(q)

The relation w1 ≫u w2 (to be read as ”w1 is closer to u than w2”) means that

w1 prescribes the same choice as u among pairs of lotteries at least as often as

w2. Intuitively, it means that w2 represents a greater deviation from u than w1.

In that case, w2 deviates from u with a higher intensity than w1. As usual, >u

denotes the asymmetric part of ≫u.

The order ≫u is partial. The next result, due to Dekel and Lipman (2012),

characterizes the sets of utility functions that can be ordered by ≫u. Let

V := {v ∈ W , u.v = 0}. Basic linear algebra results show that any element of
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W \ {u,−u} can be written under the form au +
√
1− a2v, where v ∈ V and

a ∈ (−1, 1), and where a and v are unique.

Lemma 1.1. w1 ≫u w2 if and only if there exists v ∈ V and coefficients a1 ≥ a2

such that w1 = a1u+
√

1− a21v and w2 = a2u+
√

1− a22v.

Fixing v ∈ V , the set {au+
√
1− a2v, a ∈ [−1, 1])} can be completely ordered

according to ≫u, the ranking being given by the coefficients a. Conversely,

two elements of W can be ranked if and only if they belong to such a set. If

w = au +
√
1− a2v, v is defined as the direction of the temptation w, while a

measures its intensity (higher values of a correspond to a lower intensity).

Given these definitions, I assume two additional conditions on ≽: continuity

of the representation and finiteness of the set of relevant directions. Dekel and

Lipman (2012) show that these properties characterize the subclass of Random

Strotz models that satisfy Stovall (2010)’s axioms, in particular finiteness and

continuity. These conditions are innocuous and are likely to be satisfied in all

experimental settings.4

Given u, for any v ∈ V , let Cv := {au +
√
1− a2v, a ∈ (−1, 1)}, and

Cv := Cv ∪ {u,−u} be the closure of Cv. The set W can be written W =
⋃

v∈V Cv.

Each set Cv identifies the direction of temptation v, and can be considered as a

line parameterized by the intensity of temptation in that direction.

Definition 1.3. (u, µ) is a finite continuous-intensity Random Strotz represen-

tation if:

1. There exists a collection of lower semi-continuous densities {µv}v∈V defined

over [−1, 1] and a probability distribution µV defined on V such that for

any measurable E,

µ(E) =

∫

v∈V
µv({a ∈ [−1, 1] : au+

√
1− a2v ∈ E})µV(dv)

2. There exists a finite collection F ⊆ V such that µ(
⋃

v∈F Cv) = 1.

1.3.3 Random Expected Utility

This section introduces the representation of the random choice rule λ. The

stochastic choice made by the agent inside menus is modeled by a Random Ex-

pected Utility representation, as axiomatized by Gul and Pesendorfer (2006).

4The reader can refer to Dekel et al. (2001) for a discussion of these axioms.
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This representation allows the observer to identify a distribution of ex post taste

contingencies, ν, with which µ can be compared. Its intuitive definition is that

a particular utility function w is selected among the set W according to the

measure ν, and the agent’s choice maximizes w.

A well-known issue that arises in random utility models is that a particular

w might admit multiple maximizers in the choice set. In that case, the choice

prescribed by w is ambiguous. To overcome this issue, Gul and Pesendorfer

(2006) and Ahn and Sarver (2013) assume that indifference is resolved according

to a tie-breaking rule. The remainder of this subsection follows this procedure

and describes the corresponding representation; readers who wish to skip these

details might go directly to subsection 1.3.4.

Let BW be the Borel σ-algebra on W and consider ∆f (W) the set of finitely

additive measures over (W ,BW). A tie-breaking rule specifies, for each w ∈ W ,

how the choice is made in the case where w has multiple maximizers in the choice

set.

Definition 1.4. A tie-breaking rule is a function τ : W → ∆f (W) such that, for

all x ∈ A and p ∈ x :

τw({v ∈ W : ∀q ∈ x \ {p}, v(p) > v(q)}) = τw({v ∈ W : v(p) = max
q∈x

v(q)})

Among the set of maximizers of w in a menu x, a lottery p is chosen if the

tie-breaker τw chooses an expected utility function v ∈ W such that p maximizes

v among the maximizers of w. Hence, to be selected an element must survive

a two-stage procedure: first being a maximizer of w, second being a maximizer

of v among the remaining lotteries, v being chosen according to the distribution

τw. Definition 1.4 ensures that this second comparison resolves the indifference.

Definition 1.5. λ has a Random Expected Utility representation if there exists

a measure ν on W and a tie-breaking rule τ on W such that, for y ⊆ x,

λx(y) =

∫

w∈W
τw({v ∈ W : Mv(Mw(x)) ∈ y})dν(w)

The measure ν is defined over the set of expected utility functions W , and

λx(y) equals the probability with which the outcome of the two-stage process

described above belongs to y. This representation suggests that a utility function

w is drawn according to the measure ν, and that the agent’s choice maximizes

this realized preference. The measure ν identifies the realization of actual ex post
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contingencies, with which the agent’s expectation, given by µ, can be compared.

Since the Random Strotz representation implicitly assumes that ties are bro-

ken in favor of u, the paper restricts attention to Random Expected Utility

models that also satisfy this property: if p ∈ Mw(x) but p /∈ Mu(Mw(x)), p is

chosen with probability zero by the tie-breaking rule.

Assumption 1. ∀x ∈ A, ∀w ∈ W , τw({v : Mv(Mw(x)) ̸⊂ Mu(Mw(x))}) = 0.

An alternative possibility would be to include this property in the definition of

sophistication. This would introduce some cumbersome notation but the axioms

and the results would be unchanged. Assumption 1 is therefore maintained for

the sake of simplicity.

1.3.4 Sophistication and naiveté

Given those primitives, the aim of the paper is to compare the metacognitive

process of the agent, reflected in µ, with the actual realization of tastes, reflected

in ν. Defining sophistication is straightforward: a sophisticated agent has ex-

actly the right model in mind ex ante when she contemplates her future choices,

which is equivalent to the equality µ = ν. Defining naiveté, in contrast, requires

to capture the fact that the decision-maker systematically underestimates the

strength of her future deviations. To do so, the definition relies on the notion

of intensity of deviations introduced in subsection 1.3.2: a naive decision-maker

systematically overestimates, in a first-order stochastic sense, the extent to which

ex post choices agree with her long-term preference u.

Definition 1.6. Consider a Random Strotz representation (u, µ) and a Random

Expected Utility representation (ν, τ).

1. (u, µ, ν, τ) is sophisticated if µ = ν.

2. (u, µ, ν, τ) is naive if for any w ∈ W , µ({w̃ : w̃ ≫u w}) ≥ ν({w̃ : w̃ ≫u w})
with strict inequality for some w.

The aim of the paper is to provide behavioral characterizations of these def-

initions. Naiveté is a stronger requirement than µ ̸= ν: it means that the

decision-maker systematically underestimates the frequency of her deviations. A

notion of pessimism can be defined as the opposite of naiveté, that is, as the

condition µ({w̃ : w̃ ≫u w}) ≤ ν({w̃ : w̃ ≫u w}) for all w (with some strict

inequality). Notice that this characterization is coarse, and some individuals
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cannot be unambiguously classified.5 Since naiveté has received much more at-

tention than pessimism in the applied literature, the exposition focuses on naifs

and sophisticates, but the results can easily be adapted to elicit pessimism.

1.4 Naiveté in the Random Strotz model

This section studies behavioral characterizations of the definitions of sophisti-

cation and naiveté introduced earlier. The main axioms and representation result

are presented in subsection 1.4.1. The remainder of the section discusses the ap-

plication of the elicitation procedure suggested by the axiomatic framework to

measure naiveté in experimental work.

1.4.1 Representation result

Consider two lotteries p and q such that {p} ≻ {q}, i.e. p is preferred to q

from the ex ante point of view. How does the decision-maker value the complete

menu {p, q}? Given the Random Strotz representation, her valuation depends

on her subjective probability of choosing p versus q from the whole menu at the

ex post stage. This probability equals

α := µ({w : w(p) ≥ w(q)})

And therefore, by equation 1.1,

V ({p, q}) = αu(p) + (1− α)u(q) (1.2)

Consider now the singleton menu {κp + (1 − κ)q}, where κ ∈ [0, 1]. This

singleton can be understood as a two-stage lottery that delivers p with probability

κ and q with the complementary probability.6 Since the decision-maker has no

choice to make inside the menu, her corresponding valuation equals

V ({κp+ (1− κ)q}) = κu(p) + (1− κ)u(q) (1.3)

Suppose now that the decision-maker faces the choice between the whole

menu, {p, q}, and the commitment device {κp+(1−κ)q}. Comparing equations

5If µ({w̃ : w̃ ≫u w1}) > ν({w̃ : w̃ ≫u w1}) and µ({w̃ : w̃ ≫u w2}) < ν({w̃ : w̃ ≫u w2}) for
some utility functions w1, w2 the individual is neither naive nor pessimistic.

6See Dekel et al. (2001) for a discussion of this interpretation and of the underlying inde-
pendence axiom.
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1.2 and 1.3 shows that her choice depends on the relative position of α and κ:

she strictly prefers the commitment device if and only if κ > α, strictly prefers

the whole menu if and only if κ < α and is indifferent if κ = α. Varying the

exogenous probability κ hence allows an observer to identify α and to compare

this anticipation with the observed probability with which the decision-maker

chooses p, equal to λ{p,q}(p).

The first axiom exploits this idea to detect pessimistic forecasts, whereas the

second axiom elicits optimistic anticipations. Both are a direct extension of the

above procedure to larger menus.

Definition 1.7. The menu y is homogeneous if {p} ∼ {q} for any p, q ∈ y.

A homogeneous menu contains options which are all equivalent from a nor-

mative point of view.

Axiom 1.1. If y is homogeneous,

{p} ≻ y,κ < λy∪{p}(p) ⇒ {κp+ (1− κ)q} ≺ y ∪ {p} for all q ∈ y

The lottery κp + (1 − κ)q is an inferior lottery as soon as κ < λy∪{p}(p).

The term inferior refers to the comparison between the exogenous odds and the

observed ex post behavior of the agent. A rational decision-maker anticipates

that {κp + (1 − κ)q} yields a lower value than the expected valuation that she

derives from the whole menu, since κ is lower than her own probability of choos-

ing p. The fact that the decision-maker discards all inferior lotteries rules out

pessimistic expectations. This axiom is satisfied by sophisticated agents but also

by naive individuals who hold optimistic beliefs.

Axiom 1.2 complements axiom 1.1 and detects optimistic anticipations.

Axiom 1.2. If x is homogeneous,

x ≻ {q},κ > λx∪{q}(x) ⇒ {κp+ (1− κ)q} ≻ x ∪ {q} for all p ∈ x

The lottery κp+ (1− κ)q is a superior lottery as soon as κ > λx∪{q}(x). This

condition allows discriminating between sophisticated and naive agents. A naive

agent underestimates her propensity to self-indulge ex post and fails to accept

superior commitments, misguided by the wrong belief that her ex post choice

will outperform the proposed option.

The main representation result shows that axioms 1.1 and 1.2 allow detection

of sophistication and naiveté.7

7Pessimists satisfy axiom 1.2 and violate axiom 1.1: they always seize profitable commitment
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Theorem 1.1. Suppose that (u, µ) represents ≽ and that (ν, τ) represents λ.

Then

1. (u, µ, ν, τ) is sophisticated if and only if (≽,λ) satisfies axioms 1.1 and 1.2

2. (u, µ, ν, τ) is naive if and only if (≽,λ) satisfies axiom 1.1 and violates

axiom 1.2.

1.4.2 Experimental method

1.4.2.1 Procedure

Theorem 1.1 suggests an experimental procedure to detect sophistication and

naiveté. For instance, given two lotteries p and q satisfying {p} ≽ {p, q} ≽ {q}
with at least one strict inequality, the experimenter can: (i) elicit α, identified by

the indifference condition {αp + (1 − α)q} ∼ {p, q}, for instance by an adapted

Becker-DeGroot-Marschak mechanism or a multiple choice list; (ii) compare α

with λ{p,q}(p), the observed choice frequency; (iii) classify the decision-maker as

sophisticated if α = λ{p,q}(p), naive if α > λ{p,q}(p), and pessimistic otherwise.

This procedure is employed in section 1.7 and offers several advantages with

respect to existing methods. First, the elicitation relies on choice data only (with

real stakes) and not on hypothetical questionnaires. Second, it is not tied to a

particular functional form such as the quasi-hyperbolic model (Strotz, 1956; Laib-

son, 1997), which is encompassed as a special case (see section 1.5.3.3). Third,

the method takes into account the decision-maker’s uncertainty about her fu-

ture behavior. This feature allows measurement of partial naiveté, in addition

to perfect sophistication and complete naiveté. This contrast with most existing

methods and enables a researcher to measure the discrepancy between individ-

uals’ expectations and their own behavior, as well as to gain insight into the

heterogeneity of naiveté in the population. For instance, Bisin and Hyndman

(2015) and Mahajan and Tarozzi (2011) consider only perfectly sophisticated or

completely naive decision-makers, the former being identified by their having a

positive demand for commitment. The method proposed in this paper is differ-

ent. Decision-makers who do not value commitment are outside of the scope of

the paper. In contrast, individuals who choose commitment devices must satisfy

more stringent conditions to be classified as sophisticated. As an illustration,

the experimental results reported in section 1.7 document that a large fraction

options but also mistakenly commit to strictly inferior lotteries.
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of subjects who have a positive demand for commitment nonetheless have naive

anticipations.

The best evidence provided so far on naive anticipations come from data on

contract choice and actual attendance at gym clubs. Della Vigna and Malmendier

(2004) document that a large fraction of individuals who buy monthly or annual

memberships pay a price greater than what they would pay under a pay-per-visit

contract, and that this mistake has substantial economic costs. They propose a

set of possible interpretations and conclude that naiveté about future attendance

is the most likely psychological phenomenon. While their paper makes a clear

case for the existence and importance of naive anticipations, their estimation

relies on the assumption that individuals would attend the gym club with the

same frequency under both contracts. In a consistent planning approach, sophis-

ticated individuals might buy the memberships precisely to commit themselves

to come more often to the gym than under the pay-per-visit plan. The unob-

servable commitment benefit is a possible confound for the estimated value of

naiveté.8

1.4.2.2 Limitations

This paragraph discusses the main limitations of the method, the settings in

which its use might be problematic, and some possibilities to circumvent these

issues.

Non-instrumental concerns A first caveat is that the Random Strotz model

assumes that the decision-maker’s preferences over menus only reflect her prefer-

ences over final consumption goods. It therefore rules out other phenomena that

might influence her willingness to commit. First, individuals might have intrinsic

preferences over the decision process. People might value the ability to make a

decision themselves on top of their consequentialist interests, as documented by

Bartling et al. (2014) and Owens et al. (2014). In contrast, other authors postu-

late that making decisions is undesirable, because thinking is costly (Ortoleva,

2013; Ergin and Sarver, 2010) or because controlling one’s impulses requires an

effort (see Baumeister et al., 2007; Gul and Pesendorfer, 2001, and section 1.6).

8The authors consider this explanation and calibrate a (β, δ) model to see whether sophis-
tication is compatible with their data. They reject this hypothesis by observing that many
monthly members delay the cancellation of their plan, whereas it would be in their best in-
terest to do so early: as a consequence, correct anticipations of future attendance can be
rationalized only by assuming that people underestimate their tendency to procrastinate for
the cancellation.
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Similarly, common sense suggests that self-esteem and reputation manage-

ment might prevent people from choosing commitment options, since this deci-

sion reveals the existence of their self-control issues. However, one may also argue

that lapses at the ex post stage entail a large reputation cost, which might in-

crease the willingness to commit. For instance, Exley and Naecker (2015) report

the results of a field experiment in which the demand for commitment is higher

if the choice is made in public than if this decision is kept private, which suggests

that individuals signal something positive about themselves by restricting their

options. All in all, the influence of non-instrumental concerns on the willingness

to commit is equivocal and I leave these interesting questions for future research.

In general, however, an experimenter can avoid resorting to singleton menus in

the elicitation procedure, as described below.

Hidden preference for flexibility An important issue is that menu choices

might hide an underlying trade-off between commitment and flexibility. Sup-

pose, for instance, that the decision-maker has uncertain normative preferences.

In the subjective state s, which happens with probability θ, her normative utility

is written us and satisfies us(p) > us(q). In state s′, which occurs with proba-

bility 1 − θ, her normative preferences verify us′(q) > us′(p). Suppose that she

anticipates that in state s, she actually chooses p with probability α but self-

indulges and consumes q with the complementary probability. For simplicity,

assume that she chooses q with probability 1 in state s′. For instance, p and q

can refer to gym attendance: the decision-maker prefers to go to the gym (p)

rather than staying home (q) on a normal day (in state s), but might sometimes

lack the willpower to do so. At the same time, she also anticipates a state s′

where it is not desirable to exercise, both from the ex ante and the ex post point

of view, for instance because she is sick.

The decision-maker’s ex ante preferences reflect a trade-off between a prefer-

ence for flexibility (keeping the possibility to consume q in state s′) and a desire

to commit (avoid consuming q in state s). If the parameters are such that

θus(p) + (1− θ)us′(p) > θαus(p) + θ(1− α)us(q) + (1− θ)us′(q)

then {p} ≻ {p, q} ≻ {q}. In addition, writing u = θus + (1− θ)us′ the expected

utility over singletons,

V ({p, q}) = xu(p) + (1− x)u(q)

23



where

x = θα
us(p)− us(q)

θ(us(p)− us(q)) + (1− θ)(us′(p)− us′(q))

Therefore, at the ex ante stage, the decision-maker’s preferences are indistin-

guishable from a Random Strotz model with certain normative preference u and

where the probability of choosing p ex post equals x: the preference for flexibility

relative to the state s′ remains ”hidden” in the representation if this concern is

dominated by the desire to commit.

The impossibility to identify the trade-off between commitment and flexibil-

ity is problematic for the application of the method. Indeed, a sophisticated

individual correctly anticipates that she chooses p with probability θα, but since

x > θα her ex ante preferences verify {p, q} ≻ {θαp+(1−θα)q}: she (rationally)
strictly prefers the whole menu to the singleton that delivers her choices with the

same probabilities. The use of axioms 1.1 and 1.2 would, in that case, incorrectly

classify the decision-maker as naive.

This discussion suggests that the experimental method can be used in the way

described above only in settings where the normative preference is unambiguous.

This property cannot be identified by choice data such as ≽ and λ only. Instead,

the experimenter has to rely on her/his own judgment or to other type of data,

such as the preferences expressed by the subjects in a questionnaire. Section 1.7

provides an example in which the deviations from long-term preferences occur

because of memory lapses and, therefore, are arguably always undesirable. Other

potential applications include addictions if the subjects prefer to avoid consuming

the tempting good in all situations.

However, the axioms can be adapted to deal with situations where normative

uncertainty seems relevant. In some environments, the normative uncertainty

depends on events that are observable by the experimenter (e.g., whether the in-

dividual is sick in the above example, whether she experienced a negative shock

in a financial context, etc.), in which case the method can be applied conditional

on each event. If it is not the case, the normative uncertainty can sometimes

be expected to be realized prior to the decision uncertainty, which allows the

identification of the decision-maker’s beliefs over future deviations once the nor-

mative preferences are fixed.9 For instance, a dieter might value flexibility for her

next dinner because she is uncertain about her physical activity during the day.

Once she learns this information, her normative preferences become clear and the

9Stovall (2015) applies this idea to identify uncertain normative preferences and uncertain
decision utility in a setting where the individual makes menu choices at two subsequent dates.
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only residual uncertainty concerns her future temptations. If, in contrast, the

decision-maker values flexibility because she finds it acceptable to self-indulge

when the tempting dishes seem particularly tasty, the normative uncertainty re-

lies on unobservable contingencies and is realized simultaneously to the decision

uncertainty, which makes the above method inapplicable.

Finally, another possibility is to expand the domain of preferences and to

impose some additional assumptions to avoid the use of singleton menus in the

elicitation of preferences. For instance, suppose that the consumption goods are

pairs of the form (p, a), where p is a lottery in Z and a a monetary prize, and

that the decision-maker has additive preferences: her valuation of the singleton

{(p, a)} equals u(p) + m(a) where u is her normative utility over Z and m is

her utility function over money. Consider the choice between {(p, a), (q, 0)} and

{(p, 0), (q, b)}. The first menu offers a premium a for consuming p, whereas the

second menu offers a premium b for consuming q. Assume, also, that the mon-

etary prizes a and b are small enough to be irrelevant for the choices between p

and q, more precisely that (p, a) is chosen against (q, 0) exactly as often as (p, 0)

is chosen against (q, 0), and as often as (p, 0) is chosen against (q, b). Under

this assumption, combined with the separability of preferences, the individual’s

decision reflects only her preference between the lottery that delivers a with a

probability equal to her subjective probability of choosing p and the lottery that

delivers b with the complementary probability. This choice allows an observer to

identify the decision-maker’s anticipation and to compare it to her actual behav-

ior in order to detect naiveté. Notice that this procedure involves two important

and non-trivial assumptions (separability of preferences and irrelevance of small

monetary stakes to ex post choices) that can themselves be tested.

1.5 Measuring naiveté in the Random Strotz

model

This section discusses behavioral properties related to sophistication and

naiveté. It first defines notions of absolute and comparative measures of naiveté

that build on the tests described in section 1.4. It then introduces a special class

of Random Strotz models relevant for most applications in which axioms 1.1 and

1.2 take a simpler form. Section 1.6 expands the analysis to preferences includ-

ing decision costs. Readers who want to skip these additional decision-theoretic

results can go directly to the experimental results in section 1.7.
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1.5.1 Behavioral characterizations of naiveté

Ex ante realism vs optimism This paragraph shows how axioms 1.1 and 1.2

relate to more immediate but less easily testable behavioral definitions of naiveté

and sophistication.

Definition 1.8. {≽,λ} is:

1. realistic at x if x ∼ {
∑

p∈x λ
x(p)p}

2. optimistic at x if x ≽ {
∑

p∈x λ
x(p)p}

The lottery {
∑

p∈x λ
x(p)p} can be interpreted as an equivalent of the menu

x revealed by the actual choices made by the decision-maker from x. A realistic

agent is indifferent between a menu x and its equivalent lottery: she correctly

anticipates that both menus deliver the same distribution over lotteries at the

consumption stage. In contrast, an optimistic agent prefers a menu to its equiv-

alent since she believes that her choices from x will be better aligned with her

ex ante preference than they actually are.

Proposition 1.2 states that realism and optimism characterize, respectively,

sophistication and naiveté. Together with theorem 1.1, this result shows that

an experimenter can restrict attention to tests of the form given by axioms 1.1

and 1.2 to investigate the extent to which the decision-maker’s expectations are

optimistic.10

Proposition 1.2. Suppose that (u, µ) represents ≽ and that (ν, τ) represents λ.

Then

1. (u, µ, ν, τ) is sophisticated if and only if (≽,λ) is realistic at any menu

2. (u, µ, ν, τ) is naive if and only if (≽,λ) is optimistic at any menu (and

strictly optimistic for at least one menu)

Consequentialism Another intuitive behavioral property, consequentialism,

is implied by axioms 1.1 and 1.2. Suppose that λx∪{p}(p) = 0, i.e. that p is never

chosen ex post against options in x. Since the presence of p is irrelevant for the

ex post choices, a sophisticated individual is indifferent ex ante between adding

p to the menu x or not.

10Ahn et al. (2015) (independently) propose realism and optimism as their behavioral char-
acterization of sophistication in their analysis of the Random Strotz model. This paper also
shows the equivalence between realism and sophistication, but focuses on axioms 1.1 and 1.2
since these conditions are easier to test experimentally.
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Axiom 1.3. λx∪{p}(p) = 0 ⇒ x ∪ {p} ∼ x.

In contrast, naive decision-makers might violate consequentialism. For in-

stance, an individual might be willing to pay to add a superior option p to a

menu (e.g., a gym membership) even though she never chooses it ex post, in

which case axiom 1.3 is violated.11

Noor (2007) provides a recursive model of immediate consumption and menu

choice in which the individual becomes more tempted as the time of consumption

approaches. He rules out naiveté and assumes perfect sophistication which, in

his case, takes the form of an axiom akin to consequentialism: if {p} ≻ {p, q}
then C({p, q}) = p where C denotes the deterministic choice correspondence.

This property identifies sophistication in the deterministic setting, but stronger

conditions are needed in the stochastic case, as theorem 1.1 shows. Kopylov

(2012) relaxes the consequentialism hypothesis. He assumes that decision-makers

are willing to add a superior option to their choice set, even if they anticipate

that they never consume it ex post, due to their perfectionist impulses. In other

words, the joint conditions {p, q} ≻ {q} and λ{p,q}(p) = 0 are compatible with

sophistication in his framework. The main difference is that this paper augments

the data with an explicit model of ex post choice and provides a dynamic axiom

to elicit naiveté. In addition, the choice pattern that Kopylov (2012) interprets

as an intrinsic taste for keeping (but not using) the possibility of choosing a

worthy element is here considered as evidence of naiveté.

1.5.2 Absolute and relative measures of naiveté

This section introduces a cardinal index of naiveté that measures the gap

between expected and realized choices, and two related comparative measures of

naiveté. The first measures optimistic anticipations (for a given ex post behav-

ior), whereas the second measures the strength of deviations (for given ex ante

preferences). Throughout this section, only naive preferences are considered.

11Ahn and Sarver (2013) show that axiom 1.3 and the converse condition, that they label
Foreseen contingencies, are necessary and sufficient for the existence a sophisticated joint rep-
resentation in the case where the decision-maker values flexibility and not commitment. Their
framework is the Dekel et al. (2001) monotonic representation in which the individual antic-
ipates a stochastic taste contingency, but there is no conflict of preferences between ex ante
and ex post choices. The reason why weak axioms such as consequentialism are sufficient is
that the Dekel et al. (2001) representation of flexibility-loving preferences does not identify the
probabilities associated with the subjective states. In contrast, the Random Strotz model iden-
tifies the subjective probabilities, and the present paper shows that more stringent conditions
are needed to obtain a sophisticated representation.
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1.5.2.1 A local index of naiveté

Definition 1.9. Consider a menu x, and suppose that (≽,λ) is realistic or op-

timistic at x. Consider ∆(x) the set of lotteries defined over x, and the subset

of ∆(x) defined by

N≽,λ(x) = {κ ∈ ∆(x) : {
∑

p∈x
λx(p)p} ≺ {

∑

p∈x
κpp} ≺ x}

The index of naiveté of (≽,λ) at x is the (normalized) volume of N≽,λ(x):

N≽,λ(x) =
V– (N≽,λ(x))

V– (∆(x))

A lottery κ belongs to N≽,λ(x) if the agent should objectively commit to κ

instead of x but naively refuses to do so. N≽,λ(x) ∈ [0, 1] measures the stochastic

distance between ex ante and ex post probabilities of choice in x, and therefore

the disagreement between expectations and actual behavior. For instance, if

{p} ≻ {q}, the index at {p, q} equals α − λ{p,q}(p) and measures the difference

between the anticipated and the actual probability of choosing the normatively

superior option.

1.5.2.2 Comparative measures of naiveté

The first measure of naiveté compares pairs of agents who have the same λ

but whose commitment preferences ≽1 and ≽2 are different. Agent 1 is more

naive than agent 2 if agent 1 is less willing to commit than agent 2, reflecting the

fact that individual 2 has a greater awareness of her tendency to being tempted.

Definition 1.10. (≽1,λ) is more naive than (≽2,λ) if

{p} ≻1 x ⇒ {p} ≻2 x

This definition is equivalent to Dekel and Lipman (2012)’s definition of agent

2 being more temptation-averse than agent 1. A higher aversion to tempta-

tion is naturally interpreted as a greater degree of sophistication in the present

case, since naiveté is precisely characterized by the unwillingness to commit.

Proposition 1.3 characterizes how this notion is reflected for the Random Strotz

representations (u1, µ1) and (u2, µ2) associated with ≽1 and ≽2. A first imme-

diate observation is that ≽1 and ≽2 have the same preference over singletons,
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which implies that u1 = u2. Moreover, as Dekel and Lipman (2012) show, agent

1’s lower demand for commitment is equivalent to the fact that agent 1 under-

estimates the intensity of deviations compared to agent 2.

These two equivalent properties can also be related to the absolute measure

of naiveté defined in 1.9. If agent 1 is more naive than agent 2, the local indexes

of naiveté are ranked similarly. The reverse implication also holds under the

assumption u1 = u2.

Proposition 1.3. The following statements are equivalent:

1. (≽1,λ) is more naive than (≽2,λ)

2. u1 = u2, and µ1({w̃ ∈ W : w̃ ≫u w}) ≥ µ2({w̃ ∈ W : w̃ ≫u w} for any

w ∈ W.

In addition, assuming that u1 = u2, 1 and 2 are equivalent to:

3. For any menu x, N≽1,λ(x) ≥ N≽2,λ(x)

The second measure of naiveté considers pairs of agents who have the same

ex ante preference ≽, and therefore the same beliefs about their future behavior,

but whose ex post choices might differ. Agent 1 is more naive than agent 2

if agent 1 chooses the tempting options as least as often as agent 2 does, the

definition of a tempting object being given by the common preference ≽.

Definition 1.11. (≽,λ1) is more naive than (≽,λ2) if

{p} ≻ {q} for all p ∈ x, q ∈ y ⇒ λx∪y
1 (x) ≤ λx∪y

2 (y)

Proposition 1.4 mirrors proposition 1.3. Agent 1 is more naive if and only if

she has greater tendency to deviate from the common long-term preference, which

translates into a first-order stochastic dominance of the distribution of realized

tastes ν1 over ν2 on the intensity scale, in each direction. These two properties

are also equivalent to the uniform ranking of N1 and N2 over all menus.12

Proposition 1.4. The following statements are equivalent:

12Ahn et al. (2015) propose a unique comparative measure of naiveté that encompasses both
above definitions: they posit that, if two agents have the same normative preferences, one is
more naive than the other if she is both more optimistic ex ante and more likely to deviate
ex post. Their definition is therefore more general, whereas the two definitions introduced
above disentangle whether an individual is more naive than another due to her more optimistic
forecasts or to her lesser propensity to behave according to her long-term plans.
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1. (≽,λ1) is more naive than (≽,λ2)

2. ν1({w̃ ∈ W : w̃ ≫u w}) ≤ ν2({w̃ ∈ W : w̃ ≫u w} for any w ∈ W

3. For any menu x, N≽,λ1(x) ≥ N≽,λ2(x)

1.5.3 One-dimensional Random Strotz models

This section introduces a particular subclass of Random Strotz models in

which axioms 1.1 and 1.2 take a simpler form. The following results show that,

in most settings, the observer can restrict attention to comparisons between {p, q}
and {κp + (1 − κ)q} instead of considering larger menus, as in axioms 1.1 and

1.2 under their most general form. This property of most Random Strotz models

facilitates the application of the method to experimental settings.

The models belonging to this class are called one-dimensional, and are char-

acterized by the fact that the support of µ admits a unique direction. This refers

to a situation where the agent knows the (unique) nature of her temptation but

might be uncertain about its intensity. As is shown by theorem 1.2, this class

admits a natural characterization and encompasses most experimental settings.

In addition, weaker versions of axioms 1.1 and 1.2 are sufficient to detect sophis-

tication and naiveté in this subclass.

1.5.3.1 Definition

Definition 1.12. A Random Strotz representation (u, µ) is one-dimensional if

there exists v ∈ V such that µ(Cv) = 1.

Intuitively, a representation is one-dimensional if the direction of the tempta-

tion (given by v) is unique, the only ex ante uncertainty concerning the intensity

of the deviation in that direction. Theorem 1.2, whose proof is given in appendix

1.B, states that axiom 1.4 characterizes one-dimensional models in the Random

Strotz class.

Axiom 1.4. If {p} ≻ {q1} ∼ {q2} for any p ∈ x ∪ y, then

x ∪ {q1} ≻ x ∪ {q2} ⇒ y ∪ {q1} ≽ y ∪ {q2}

Theorem 1.2. Suppose that (u, µ) represents ≽. Then (u, µ) is one-dimensional

if and only if ≽ satisfies axiom 1.4.
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Axiom 1.4 means that if q2 is more tempting than q1 with respect to the

menu x, q2 is also (weakly) more tempting than q1 with respect to any other

menu y. Intuitively, it means that a total order can be defined on tempting

options according to their ex post desirability. This is the case if all temptations

are appealing ex post for the same reason, which is likely to be the case in most

experimental settings.

The following example shows when axiom 1.4 might be violated. Suppose

that a decision-maker has the opportunity to commit to a schedule for her next

working day, splitting her time into three activities: working, exercising and

leisure. She anticipates two subjective states: one in which she is lazy to work

(but enjoys exercising), and one in which she is lazy to exercise (but enjoys

working). Let us write (a, b) for the option that consists in working a hours and

exercising during b hours.

• According to the long-term preference, (9, 1) ∼ (5, 2) ≻ (5, 0) ∼ (0, 1).

• In state 1, (5, 2) ≻ (0, 1) ≻ (9, 1) ≻ (5, 0): the agent enjoys exercising but

dislikes working.

• In state 2, (9, 1) ≻ (5, 0) ≻ (5, 2) ≻ (0, 1): the agent enjoys working but

dislikes exercising.

Her preferences satisfy {(9, 1)} ≻ {(9, 1), (0, 1)} but {(9, 1)} ∼ {(9, 1), (5, 0)}
since (5, 0) is never chosen against (9, 1). Similarly, {(5, 2)} ≻ {(5, 2), (5, 0)} but

{(5, 2)} ∼ {(5, 2), (0, 1)}. These conditions together violate axiom 1.4. Intu-

itively, (5, 0) is tempting with respect to (5, 2) because of the laziness to exercise

in state 2, while (0, 1) is tempting with respect to (9, 1) because of the laziness

to work in state 1.

1.5.3.2 Sophistication and naiveté in a one-dimensional model

This paragraph explains why the tests required to characterize sophistication

and naiveté are easier in a one-dimensional setting than in the general framework.

The proof of theorem 1.1 in appendix 1.A shows that attention can be restricted

to homogeneous menus of size K in axioms 1.1 and 1.2, where K is the number of

relevant directions in the support of µ. Therefore, in a one-dimensional setting, a

weaker version of axioms 1.1 and 1.2 where the homogeneous menus are singletons

is sufficient to obtain the representation result. For instance, axioms 1.1 and

1.2 can be summarized by axiom 1.5, which provides a necessary and sufficient

condition for sophistication:
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Axiom 1.5. If {p} ≻ {q}, κ < λ{p,q}(p) ⇔ {κp+ (1− κ)q} ≺ {p, q}

In the one-dimensional setting, this property means that an experimenter

can restrict attention to commitment choices between pairs of lotteries instead

of considering larger menus, which facilitates the elicitation of sophistication.

1.5.3.3 Quasi-hyperbolic discounting

A particular example of a one-dimensional setting is given by the (β, δ)

framework (Laibson, 1997). Consider the case where the prizes are consump-

tion streams over an infinite horizon {0, 1, · · · , t, · · · }. A prize c is characterized

by an infinite sequence {c0, · · · , ct, · · · } of consumption levels. Suppose that

the preference over singletons u can be represented by the standard discounted-

utility model, and each ex post taste contingency belongs to the quasi-hyperbolic

discounting class, as axiomatized by Olea and Strzalecki (2014):

• There exists δ ∈ [0, 1] and a function w : R → R such that

u(c) =
+∞∑

t=1

δt−1w(ct)

• There exists a measure µ : [0, 1] → R such that

V (x) =

∫ 1

β=0

µ(β) max
c∈Mvβ (x)

u(c)dβ

where vβ(c) = w(c1) + β
+∞∑

t=1

δt−1w(ct).

• There exists a measure ν : [0, 1] → R and a tie-breaker τ such that

∀y ⊆ x,λx(y) =

∫ 1

β=0

τβ({β̃ ∈ [0, 1]|Mvβ̃
(Mvβ(x)) ∈ y})dν(β)

This framework is a particular case of a one-dimensional setting in which β

parameterizes the intensity of temptation. The definitions and results provided

above admit the following forms:

(i) Sophistication is equivalent to the identity µ = ν. A naive joint represen-

tation is such that µ strictly dominates ν at the first-order. For instance,
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if µ and ν are Dirac distributions respectively on β̂ and β, sophistication is

equivalent to β̂ = β, while naiveté is equivalent to β̂ > β.

(ii) If ≽1 is represented by µ1 and ≽2 by µ2, (≽1,λ) is more naive than (≽2,λ)

if µ1 dominates µ2. If λ1 is represented by ν1 and λ2 by ν2, (≽,λ1) is more

naive than (≽,λ2) if ν2 dominates ν1.

(iii) If {c} ≻ {c, c′}, the index of naiveté at the set {c, c′} equals µ([β∗, 1])− ν([β∗, 1]),

where β∗ is defined by vβ∗(c) = vβ∗(c′). Thus, the index of naiveté at a pair

measures the distance between the cumulative distribution functions over

β measured at the switching point between the two elements of the pair.

1.6 Naiveté in the Random Gul-Pesendorfer

model

The Random Strotz model provides a possible interpretation of the behavior

of a decision-maker who values smaller menus. Nevertheless, other representa-

tions of the desire for commitment are conceivable: Dekel and Lipman (2012)

show that a Random Strotz model of preferences over menus is indistinguishable

from a Random Gul-Pesendorfer representation that includes menu-specific de-

cision costs, based on ex ante decisions only. This section therefore expands the

analysis of section 1.4 to account for the modeler’s uncertainty about the right

interpretation of commitment choices. Results that are robust to both specifica-

tions are useful since they do not require to take a stand on which model is the

most accurate representation of behavior.

This section first introduces the Random Gul-Pesendorfer representation (Gul

and Pesendorfer, 2001; Stovall, 2010) and provides definitions of sophistication

and naiveté in this setting. Theorem 1.3 then shows that choices that are clas-

sified as naive under the Random Strotz interpretation of preferences are also

naive under any Random Gul-Pesendorfer model: axiom 1.2 is also necessary

with preferences that include self-control costs. Then, proposition 1.5 proceeds

to show that choices that are classified as pessimistic under the Random Strotz

interpretation might be rationalized by an appropriate Random Gul-Pesendorfer

model under a condition weaker than axiom 1.1: almost any pessimistic forecast

can be attributed to the anticipation of (unobservable) self-control costs.
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1.6.1 Random Gul-Pesendorfer model

Definition 1.13. The preference relation ≽ admits a Random Gul-Pesendorfer

representation (Stovall, 2010) if there exists a nontrivial expected utility u, and

a nontrivial measure η on U such that ≽ is represented by the functional

V (x) =

∫

w∈U
[max
p∈x

(u(p) + w(p))−max
q∈x

w(q)]η(dw) (1.4)

If η is a degenerate lottery, this definition comes down to the Gul-Pesendorfer

model of temptation-driven preferences (Gul and Pesendorfer, 2001). In the sub-

jective state w, the decision-maker trades off her long-term preference u against

her short-term temptation w, choosing the element that maximizes u + w in x,

and incurring a self-control cost equal to maxq∈x w(q). In contrast to the Random

Strotz model, a tempting option can lower the ex ante valuation of a menu even

if it is never chosen, provided that its presence in the menu inflicts a self-control

cost to the decision-maker. Equation 1.4 adds some uncertainty by considering

that temptations are drawn according to a measure η (Stovall, 2010). The func-

tional 1.4 does not identify ex ante beliefs: several measures η can rationalize the

same preference (see Dekel and Lipman, 2012). Notice that definition 1.4 does

not impose any normalization condition on the expected utility functions.

1.6.2 Naiveté

Defining naiveté in the Random Gul-Pesendorfer model requires a more ro-

bust definition than in section 1.4 to deal with the non-uniqueness of the repre-

sentation. A set of equivalent Random Gul-Pesendorfer representations is clas-

sified as naive with respect to some ex post preference if all the representations

belonging to this set are naive.

Definition 1.14. Consider a Random Gul-Pesendorfer representation (u, η) and

a Random Expected Utility representation (ν, τ). (u, η, ν, τ) is naive if for any

w ∈ U , η({w̃ : (u + w̃) ≫u w}) ≥ ν({w̃ : w̃ ≫u w}). Consider a set E of

equivalent Random Gul-Pesendorfer models. (E , ν, τ) is naive if for any (u, η)

belonging to E , (u, η, ν, τ) is naive.

Theorem 1.3 is adapted from Dekel and Lipman (2012) and states that the

Random Strotz representation of a preference ≽ is less pessimistic about the in-

tensity of future temptations than any of its equivalent Random Gul-Pesendorfer

representations.
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Theorem 1.3. Suppose that the preference ≽ admits a Random Strotz represen-

tation (u, µ) and a Random Gul-Pesendorfer (u, η). For any w ∈ U ,

µ({w̃ : w̃ ≫u w}) ≤ η({w̃ : (u+ w̃) ≫u w})

As a consequence, if (u, µ, ν, τ) is naive then the set of Random-Gul Pesendorfer

models E associated with ≽ is such that (E , ν, τ) is naive. The same conclusion

holds if (u, µ, ν, τ) is sophisticated and ≽ is temptation-averse.

An immediate implication is that the degree of naiveté of a naive Random

Strotz model is a lower bound of the degree of naiveté of all corresponding Ran-

dom Gul-Pesendorfer models. Intuitively, anticipating self-control costs ex ante

reinforces the desire to commit; therefore commitment choices that appear too

optimistic in light of ex post choices cannot be rationalized by assuming that the

decison-maker was expecting decision costs. If the behavior of a decision-maker

satisfies axiom 1.1 and violates axiom 1.2, theorem 1.3 shows that this finding

is sufficient to conclude that all Random Gul-Pesendorfer representations of her

behavior are also identified as naive. In that case, the Random Strotz interpre-

tation of behavior is the conservative hypothesis regarding the degree of naiveté

attributed to the agent’s behavior. In addition, Dekel and Lipman (2012) show

that, except in the trivial case where temptation is not a concern, the Random

Strotz model prescribes choices that are strictly more aligned with the long-term

preference than any of its equivalent Random Gul-Pesendorfer models. There-

fore, a pattern of choice that is sophisticated under the Random Strotz model

cannot be rationalized by a Random Gul-Pesendorfer representation.

1.6.3 Sophistication

Suppose now that the observed choices satisfy axiom 1.2 and violate 1.1, in

which case the Random Strotz representation is classified as pessimistic. This

subsection studies under which conditions it is possible to rationalize the joint

preferences by a Random Gul-Pesendorfer model of commitment preferences con-

sistent with the hypothesis of sophistication. For the sake of simplicity, this sec-

tion restricts attention to the simplest possible setting with only two goods and

to the case where η and ν have finite supports13 written {vs}s∈S and {w′
s}s′∈S′ .

Since only two subjective states are possible, ν is simply characterized by two

values ν({u}) and ν({−u}) and two tie-breakers τu and τ−u.

13These properties are axiomatized in Stovall (2010) and Ahn and Sarver (2013) respectively.
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The definition of sophistication must be adapted to take into account the lack

of normalization in equation 1.4: a sophisticated joint representation associates

every ex ante subjective state with a unique ex post taste contingency that

represents the same preference and occurs with the same probability.

Definition 1.15. If (u, {ηs, vs}s∈S) is a finite Random Gul-Pesendorfer represen-

tation and {νs′ , ws′ , τs′}s′∈S′ is a finite Random Expected Utility representation,

the pair ((u, {ηs, vs}), {νs′ , ws′ , τs′}) is sophisticated if there exists a bijection

φ : S → S ′ such that for any s, ηs = νφ(s) and u + vs and wφ(s) represent the

same preference.

As discussed above, consequentialism is not implied by sophistication, but

an asymmetric version of this axiom is necessary. Axiom 1.6 states that options

that are normatively preferred and chosen with positive probability are valued

at the ex ante stage. It rules out the extreme pessimism of a decision-maker who

incorrectly believes that she never chooses the normatively superior option ex

post.

Axiom 1.6. If {p} ≻ {q}, λ{p,q}(p) > 0 ⇒ {p, q} ≻ {q}.

Provided that (≽,λ) satisfies axiom 1.2, axioms 1.6 is the only revealed pref-

erence implication of sophistication. Proposition 1.5 states that any intermediate

level of ex ante pessimism can be attributed to the presence of self-control costs

that are not observed ex post.

Proposition 1.5. Suppose that |Z| = 2, that ≽ admits a finite Random Gul-

Pesendorfer representation and that λ admits a finite Random Expected Utility.

(≽,λ) admits a sophisticated Random Strotz or Random Gul-Pesendorfer repre-

sentation if and only if (≽,λ) satisfies axioms 1.2 and 1.6.

Consider a simple experiment with two goods p and q. Suppose that the

experimenter elicits the indifference threshold α{p,q}(p) defined by the condition

{p, q} ∼ {α{p,q}(p)p+ α{p,q}(q)q} and the actual choice probability λ{p,q}(p) of a

subject. As figure 1.1 shows, four cases arise: (i) if α{p,q}(p) = λ{p,q}(p), the joint

behavior is rationalizable by a Random Strotz model; (ii) if α{p,q}(p) > λ{p,q}(p),

the choices are naive under any interpretation; (iii) if 0 < α{p,q}(p) < λ{p,q}(p),

the joint preferences can be rationalized by a Random Gul-Pesendorfer inter-

pretation; (iv) if α{p,q}(p) = 0 and λ{p,q}(p) > 0, every interpretation concludes

that the subject has pessimistic beliefs. In general, pessimism is therefore almost

impossible to detect, and a representation that includes unobservable self-control
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costs can rationalize virtually any pattern of choice that would be considered as

pessimistic under the consequentialist interpretation of commitment choices.

t

α{p,q}(p)λ{p,q}(p)

Rationalizable
Random Gul-Pesendorfer

NaivePessimistic Sophisticated
Random Strotz

Figure 1.1 – Classification of behavior in the two-goods case

1.7 Experiment

This section describes an experimental design that builds on the theoretical

analysis to elicit naiveté at the individual level. The experimental procedure

involves a task where deviations are not due to self-control issues but to memory

lapses. While both phenomena are distinct from a psychological point of view,

their underlying structures are similar. Overconfident individuals either over-

estimate their future self-control or their future efficiency at remembering the

task; in both cases, they underestimate their probability of deviating from their

long-term preference, and the accuracy of their expectations can be measured by

the method discussed in section 1.4.

1.7.1 Experimental procedure

1.7.1.1 Task

Participants have the choice between earning a monetary prize p = ”X dollars”

or earning nothing, q = ”0 dollars”. Deviations from long-term preferences do

not arise because subjects value p and q differently at different points in time,

since it is reasonable to expect them to always rank p above q. However, the ex

post choice between p and q is made in the future and participants receive the

prize p if they make an active choice at a given date, otherwise they receive the

default q. A subject who forgets to claim the monetary prize p does not express

preferences, but she behaves as if she ranked q above p at the time of the choice.

At the initial stage of the experiment, subjects are offered the choice between

the whole choice set {p, q} or a commitment device of the form {κp+ (1− κ)q},
where κ takes values from 0 to 1. It is reasonable to expect participants to exhibit
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the following preferences:

{p} ≽ {p, q} ≽ {q} (1.5)

The commitment device {p} always delivers the monetary prize, while the sin-

gleton {q} delivers zero dollars with certainty. In between, the decision-maker’s

valuation of the choice set {p, q} depends on her subjective probability of re-

membering to claim p in the future. Equation 1.5 shows that, while self-control

problems and memory issues correspond to different psychological phenomena,

the Random Strotz interpretation of behavior is equally suitable to both situa-

tions.

The experimental test consists in eliciting for each participant the value κ∗

such that {p, q} and {κ∗p + (1 − κ∗)q} are valued equally at the initial stage,

which is interpreted as the participant’s subjective probability of remembering

to claim the prize p at the ex post stage. Comparing κ∗ with λ{p,q}(p), the

participant’s actual probability of remembering to choose the monetary reward,

identifies whether the subject behaves in a sophisticated, naive or pessimistic

manner.

Naiveté about future prospective memory is also studied by Ericson (2011)

who elicits subjects’ preferences between: (i) a $20 prize contingent on sending

an e-mail during a specific slot a few months later; (ii) a sure (but lesser) prize.

Assuming risk-neutrality, he shows that participants’ ex ante choice implies that

they anticipate to remember to send the e-mail with probability 76%, but the

actual claim rate is only 53%. The present protocol relies on a similar task and

also documents overconfidence, although the time horizon is much shorter in this

one (a few days versus a few months). The contribution of this experimental sec-

tion with respect to Ericson (2011)’s framework is the observation of individuals’

stochastic choice at the ex post stage, which enables measurement of naiveté at

the individual level. This feature of the experimental design allows measurement

of the heterogeneity in overconfidence levels. This allows the observer to deter-

mine, for instance, whether the aggregate bias is mostly due to a few subjects

being extremely optimistic, or to everyone being slightly overconfident.

1.7.1.2 Recruitment and instructions

Subjects were recruited on Mechanical Turk, an online labor platform where

individuals perform Human Intelligence Tasks on their personal computer in

exchange of monetary rewards. Firms or institutions can propose tasks with

a fixed payment and award bonuses depending on the quality of the worker’s
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answers. The identity of the workers is entirely anonymous. They are identified

with a personal and anonymous ID given by the website.

The lack of control over the conditions in which the subjects answer the ques-

tions might be problematic to interpret the data. For this reason, participants

were asked two questions aimed at verifying their understanding of the protocol.

Correctly answering both questions was necessary to receive the baseline partici-

pation fee and to be allowed to proceed with the experiment. Overall, 95 percent

of the participants correctly answered both questions, suggesting that under-

standing issues represent a minor problem. Recent research using Mechanical

Turk has shown that the quality of answers gathered on online labor markets is

not significantly different from traditional laboratory experiments (Horton et al.,

2011).

The task was described to the workers as an economics experiment on inter-

temporal decision-making. Workers who chose to participate received a link

to an external website containing the experimental instructions and the answer

forms. Participants were identified by means of their Mechanical Turk ID and

received a personal code randomly generated to validate their participation on

the Mechanical Turk platform. All payments were made on the platform by the

intermediary of Amazon services. The complete experimental instructions are

provided in appendix 1.C.

Initial session After providing informed consent, participants were informed

that they would have the opportunity to earn a monetary reward every day

during 10 consecutive days. Each session consisted in a 24 hour-slot during

which subjects could earn a prize by simply signing in the experimental website

with their Mechanical Turk identifier. Participants were informed that they

would not receive any reminder from the experimenter and were invited to set

an artificial reminder themselves. Participants were invited to write down the

URL of the website. They also had the possibility to contact the experimenter

at any moment through the Mechanical Turk platform to ask for the URL.

Commitment choices Subjects were offered the ooportunity to modify the

payment rules for one of the ten sessions, the other nine sessions remaining un-

changed. They were asked to report their preference between: (i) choosing later,

that is, receiving the prize only conditional on visiting the website; (ii) being

paid with probability κ, irrespective of their behavior that day. The parameter

κ took 21 values for all the multiples of 5 from 0 to 100 percent. For each of
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these values, the participant had to choose between options (i) and (ii). One

of these rows was randomly selected and the corresponding choice was imple-

mented, thereby ensuring the incentive-compatibility of the elicitation method

(Azrieli et al., 2015).

The date at which the commitment choice was relevant was selected randomly

among the 10 possible session dates, and participants did not learn which date

had been chosen until the end of the experiment. This procedure eliminates the

effect of any private information that subjects might have regarding the evolution

of their probability of remembering over time. For instance, a sophisticated

participant who always remembers to log in to the website on the first day, but

who always forgets to do so after that, would strictly prefer {p, q} to {0.95p +
0.05q} if this choice were implemented on the first day, even though her actual

frequency of logon across all sessions only equals 10 percent. Implementing the

payment rule at a random date makes sure that the participants should report

their subjective probability of remembering to choose p averaged across the 10

sessions, which is the value that is estimated from their subsequent behavior.14

Notice that since participants do not learn the outcome of their commitment

choice before choosing the option, the Random Gul-Pesendorfer interpretation

featuring decision costs is irrelevant in this situation, which allows detection of

pessimistic anticipations.

Attention questions and simple checks Before submitting their choices,

participants were required to answer two basic questions to verify that they

read and understood the instructions. The questions were based on hypothetical

scenarios: participants were asked how much they would earn depending on the

row selected, their choice between the two menus, and their behavior that day.

Subjects were informed that any wrong or missing answer would exclude them

immediately and irrevocably from the experiment. In contrast, subjects who

provided correct answers received the baseline participation fee and were allowed

to proceed with the 10 regular sessions.

A simple test of understanding and rationality can also be performed by

observing the commitment choices: as κ goes down, each participant should have

14To see this, let Ωt = {0, 1} be the possible events at date t ∈ {1, · · · , 10}, where Ωt = 1
stands for ”remembering” and Ωt = 0 for ”forgetting”. Consider T ∈ {1, · · · , 10} a uniform
random variable over the 10 possible dates. The decision-maker’s subjective probability of
remembering the task at date T equals

∑10
t=1 P(T = t)P(Ωt = 1) = 1/10

∑10
t=1 P(Ωt = 1), which

is compared with the actual empirical frequency 1/10
∑10

t=1 Ωt. Notice that this derivation does
not make any assumption on the intertemporal correlations between the Ωt.
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at most one switching point from {κp+(1−κ)q} to {p, q}. For each subject who

satisfies this criterion, the values (κ,κ) that satisfy

{κp+ (1− κ)q} ≽ {p, q} ≽ {κp+ (1− κ)q}

are recorded: the subjective belief of the participant is partially identified in

[κ,κ].

Regular sessions The 10 regular sessions took place on the 10 days that

followed the initial stage. If a participant logged in to the website during a

session, the webpage displayed: a confirmation message that the visit had been

registered; the history of the participant so far (dates of the sessions in which she

participated, dates of the missed sessions); the dates of the remaining sessions.

For each of the 10 sessions, a dummy variable records the agent’s behavior, and

takes value 1 if she logged in during the session and 0 otherwise. The sum of these

10 variables λ∗ yields the actual frequency with which the subject remembered

to participate in the session.15

Payment The baseline participation fee of $1 was paid in the 12 hours that

followed the initial session. The monetary prize was equal to $0.4. These values

might appear very small, but they yield approximate hourly wages of respec-

tively $20 dollars ($5 for 15 minutes of participation in total) for a subject who

would pass the initial test and log in to the website every day. This amount is

substantially higher than wages usually observed on the platform ($1.38 per hour

as reported by Mason and Suri, 2012).

The earnings corresponding to the 10 regular sessions were paid the day after

the last session under the form of a bonus on the Mechanical Turk platform.

Daily payments were not provided on a regular basis because participants who

15Collecting observations on stochastic choice at the individual level has been done in several
experiments. In one strand of this literature, researchers ask the same question multiple times,
with decoys in between (Tversky, 1969), and observe that a large fraction of subjects gives
different answers. More recent work documents that participants deliberately choose random-
ization devices (Dwenger et al., 2014) or give different answers to the same question asked
multiple times in a row (Agranov and Ortoleva, 2015). This suggests that the stochasticity
does not necessarily arise by mistake or through variations in true preferences, but that people
have an intrinsic taste for randomization. This setting rules out such phenomena. In addition,
the measurement of stochastic choice at the individual level allows comparison of anticipa-
tions with actual behavior for every subject. This contrasts with Dean and McNeill (2015)’s
method of estimating stochastic choice at the group level with only one choice observation per
individual.
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had forgotten about a session would have received a payment if their commitment

choice had been successful, which would have played the role of a reminder for

the remaining sessions.

1.7.2 Results

1.7.2.1 Sample

A total of 189 subjects participated in the initial stage of the experiment in

September 2015. 13 participants failed the attention tests and were not allowed

to proceed. In addition, 5 participants provided multiple switch points and are

excluded from the analysis. The final sample includes 171 participants. Average

earnings amount to $3.29 per person including the participation fee.

1.7.2.2 Raw data

This subsection provides some preliminary data comparing commitment choices

with frequencies of logon.

Aggregate level The average anticipated probability of remembering to visit

the website lies in the range 0.82-0.86 (std=0.24), compared with an average

frequency of visit of 0.58 (std=0.43) averaged across participants and sessions.

The distributions of ex ante and ex post probabilities are displayed in figure 1.2.
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Figure 1.2 – Distributions of anticipated and actual probabilities of visit
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Individual level Each participant is characterized by a set of admissible ex

ante beliefs [κ,κ] and a frequency of visit λ∗. A subject’s choices are classified as:

naive if κ > λ∗; pessimistic if κ < λ∗; sophisticated otherwise. Table 1.1 reports

the number and the fraction of participants in each category as a function of

the payment. Overall, 56 percent of the subjects made naive choices, 29 percent

made sophisticated decisions while 15 percent only chose inferior commitment

devices. Among the subjects who made sophisticated choices, all but one (49

out of 50) exhibited extreme values of λ∗ (λ∗ = 0 or λ∗ = 1) and correctly

anticipated this. Among the subjects who missed at least one session (λ∗ < 1),

the prevalence of naive anticipations is substantially higher: 95 participants out

of 110 (86%) had optimistic anticipations.

Naive choices Sophisticated
choices

Pessimistic
choices

Total

95 50 26
171

(0.56) (0.29) (0.15)

Table 1.1 – Number of choices per category (in parentheses, the fraction per category)

Measure of naiveté The individual index of naiveté equals κ − λ∗ if the

individual is naive. The average index among agents who made naive choices

equals 0.51 (std=0.32), which means that these subjects on average overestimated

by 51 percentage points their probability of visiting the website.

1.7.2.3 Statistical procedure

This section briefly discusses the estimation of participants’ random choice

rule from their empirical frequency.

Independent events A first possibility is to assume that participants view

their behavior during the 10 sessions as independent variables drawn from the

same distribution: they believe that their probability of visiting the website at

any given day is independent of the day and of their behavior so far. In that

case, the 10 dummy variables are independent realizations of a Bernoulli random

variable, and the empirical frequency can be used as an estimate of the parameter

of the Bernoulli random variable.

If the individual made a naive choice, the null hypothesis is that her prob-

ability of logon at any given date equals κ. A one-tailed binomial test consists
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H0 rejected
(naiveté)

H0 not rejected H0 rejected
(pessimism)

Total

60 110 1
171

(0.35) (0.64) (0.01)

Table 1.2 – Test at the individual level (in parentheses, the fraction per category)

in computing the probability with which, under this null hypothesis of sophisti-

cation, the decision-maker’s frequency of choosing p is smaller than or equal to

λ∗. Similarly, for an individual who made a pessimistic choice, the test consists

in computing the probability with which, under the null hypothesis of correct

beliefs equal to κ, the individual visits the website with a frequency greater than

or equal to λ∗.

The results of the test are reported in table 1.2. Overall, the data rules out

sophistication for a large fraction of agents: at the 1 percent significance level,

the hypothesis is rejected for 60 optimistic agents (35 percent of the sample).16

Correlated events A possible drawback of the above test is that the 10 ses-

sions might not appear independent to the participants. For instance, a subject

might believe that she will either participate in all sessions or forget entirely

about the experiment, both events happening with the same probability. In that

case, her ex ante subjective probability of visiting the website at a random date

equals 0.5, but she would half of the time exhibit λ∗ = 0 and be classified as naive

in the above procedure. This issue is not particular to this setting: estimating

individual choice probabilities requires to observe a subject making repeated

decisions, and autocorrelation prevents the experimenter from considering the

different choices as independent observations. The 10 observations correspond-

ing to this individual correspond, indeed, to a unique realization of her subjective

uncertainty.

If the hypothesis of independent events is relaxed, nothing can be said at the

individual level except for extreme values of (κ,κ) and λ∗: for instance, choices

given by {p} ∼ {p, q} and λ∗ < 1 indicate naive anticipations, but this pattern

of choice only represents 20 participants (12 percent of the sample). However,

an aggregate test can be performed at the population level by observing the pro-

portion of agents who made naive choices. For instance, the individual described

16The number of observations (10 per individual) is relatively low. However, increasing the
number of observations to gain econometric power might foster the development of habits,
which makes the estimation of choice probabilities difficult (see below).
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above would be classified as naive with 50% chance, and as pessimist with 50%

chance. If the realizations of the subjective uncertainty are independent between

individuals, it is therefore possible to rule out the sophistication hypothesis by

observing that a large number of subjects made a naive choice.

To obtain a conservative estimate for the proportion of naive subjects, I re-

strict attention to the 95 individuals who made a naive choice, and I assume

that all other subjects are not naive. The 20 participants characterized by

{p} ∼ {p, q} and λ∗ < 1 are considered naive. The behavior of the remain-

ing 75 subjects can be rationalized by an autocorrelated beliefs structure. For

each of these individuals, I find the beliefs structure that rationalizes her joint be-

havior and that maximizes the probability with which she makes a naive choice.

According to this procedure, each subject is characterized by a probability of

making naive, sophisticated or pessimistic choices: for instance, the individual

described above exhibits λ∗ = 0 half of the time (naive choice) and λ∗ = 1 half

of the time (pessimistic choice). More precisely, for each individual such that

λ∗ < κ, I assume that her ex ante beliefs are given by

P(λ = 1) =
κ− λ∗

1− λ∗ and P(λ = λ∗) =
1− κ

1− λ∗

This beliefs structure rationalize the individual’s behavior, since the actual

empirical frequency λ∗ is obtained with positive probability. In addition, this

decision-maker anticipates a probability of log on equal to κ across the 10 sessions.

It also suggests that the individual makes a pessimistic choice with probability

(κ− λ∗)/(1− λ∗) and a naive choice with probability (1− κ)/(1− λ∗).

Under the hypothesis of sophistication, each individual is characterized by a

probability of displaying a naive behavior. The number of naive choices in the

population follows a Poisson-Binomial distribution whose vector of parameters

is given by the individual probabilities. The proposed hypothesis is that ”N

individuals are naive”, for a given N . To test this hypothesis, I remove from

the sample the N individuals whose probability of making a naive choice is the

lowest, in order to obtain a conservative estimate. The statistical tests consists

in computing, given the remaining individual probabilities, the likelihood of ob-

taining a number of naive choices equal or greater to the number of naive choices

observed in the data. I find that all hypotheses of the form ”x percent of the pop-

ulation is naive” are rejected at the 1% significance level for any x lower than 47.

These results suggest a high prevalence of naive anticipations in the population.
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1.8 Conclusion

This paper analyzes a model of commitment decisions, augmented with ex

post stochastic choice, to study naiveté and sophistication with respect to fu-

ture behavior. Its main contribution is to introduce nonparametric measures of

absolute and comparative naiveté that highlight the behavioral content of these

phenomena while making little assumptions about the structure of preferences.

An experimental design based on the axiomatic framework reveals that a large

fraction of subjects are naive with respect to their future memory lapses, and

that partial naiveté is a better assumption than complete naiveté or complete so-

phistication for most participants. The method can be used to understand how

naiveté is influenced by various parameters (experience with the task, stakes,

contextual factors, etc.).

The main limitation of this approach is the possible confound created by a hid-

den taste for flexibility, which creates some challenges for a robust identification

of naiveté. Accounting for normative preference uncertainty and disentangling

the flexibility-loving from the commitment-loving part of the preferences would

be useful to generalize the measurement of naiveté to other important settings.
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Appendix

1.A Proofs of sections 1.4, 1.5 and 1.6

Notation In the following, let := (1/|Z|, · · · , 1/|Z|) be the (scaled) unit vector.

For any subset (a, b) of [−1, 1] and any v ∈ V , let

Cv(a, b) := {cu+
√

1− c2v|a < c < b}

and

Cv(a, b) := {cu+
√

1− c2v|a ≤ c ≤ b}

We also write C(a, b) :=
⋃

v∈V Cv(a, b) and C(a, b) :=
⋃

v∈V Cv(a, b).

In all this section, ≽ has a finite continuous Random Strotz representation (u, µ)

and λ has a Random Expected Utility representation (ν, τ). In addition, assumption

1 is satisfied.

1.A.1 Proof of theorem 1.1

1.A.1.1 Preliminary results

Lemma 1.6. (≽,λ) satisfies axiom 1.1 iff µ({w̃ : w̃ ≫u w}) ≥ ν({w̃ : w̃ ≫u w}) for

any w ∈ W.

Proof. Let us start with the “i” part. Take p and a homogeneous menu y such that

{p} ≻ {q} for all q ∈ y.

Let

a(v) := sup{a ∈ [−1, 1] | au(p) +
√

1− a2v(p) ≥ max
q∈y

au(q) +
√

1− a2v(q)}

for v ∈ V, and w(v) := a(v)u +
√

1− a(v)2v. If w = au +
√
1− a2v, the condition

w(p) ≥ maxq∈y w(q) is equivalent to a ≥ a(v), i.e. to w ≫u w(v). Thus,

V (y ∪ {p}) = u(p)

∫

v∈V
µ({w̃ : w̃ ≫u w(v)})dv + u(q)

∫

v∈V
µ({w̃ : w(v) ≫u w̃})dv
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where q is any element of y, while

λy∪{p}(p) =

∫

v∈V
ν({w̃ : w̃ ≫u w(v)})dv ≤

∫

v∈V
µ({w̃ : w̃ ≫u w(v)})dv

and hence V ({y ∪ {p}}) ≥ λy∪{p}(p)u(p) + λy∪{p}(y)u(q)

For κ < λy∪{p}(p), we obtain

{κp+ (1− κ)q}) ≺ {λy∪{p}(p)p+ λy∪{p}(y)q} ≼ y ∪ {p}

and therefore axiom 1.1 is satisfied.

We now prove the“only if”part by contradiction. Suppose that there exists w ∈ W
such that µ({w̃ : w̃ ≫u w}) < ν({w̃ : w̃ ≫u w}). Write w = au +

√
1− a2v, where

a ∈ [−1, 1]. This condition is equivalent to µ[Cv(a, 1)] < ν[Cv(a, 1)]. Therefore, by the

continuity of µ and by theorem 10.2 of Billingsley (2012) there exists a∗ ∈ (a, 1) such

that µ[Cv(a, 1)] + µ[C(a∗, 1)] < ν[Cv(a, 1)].

Consider α > 0, β > 0 and φ > 0. Take w̃ ∈ V \ {v}. Since v ̸= w̃, by the

Cauchy-Schwarz inequality we have |v.w̃| < 1, thus it is possible to find γw̃ such that

β > γw̃v.w̃, and βv.w̃ < γw̃.

Define now: (i) p := +φ(αu+βv); (ii) qv := +φγvv where γv is chosen to satisfy

au(p) +
√
1− a2v(p) = au(qv) +

√
1− a2v(qv); (iii) for all w̃ ∈ V such that µ(Cw̃) > 0

and w̃ ̸= v, qw̃ = + φγw̃w̃. Consider finally the menu y = {qv} ∪
⋃

w̃ ̸=v{qw̃}. y is

finite since µ has a finite number of directions. Notice that u(qw̃) = u(qv) = 0 for all

w̃, and that u(p) > 0.

We have w(p) = w(qv) by definition of γv. Moreover,

⎧
⎨

⎩
w(p) = φ(αa+

√
1− a2β)

w(qw̃) = φ
√
1− a2γw̃v.w̃ for w̃ ̸= v

Since β > γw̃v.w̃, it is possible to pick α low enough to ensure that w(p) ≥ w(qw̃).

In that case, on the set Cv, p is chosen in the set y ∪ {p} if and only if the intensity of

temptation lies in [a, 1].17 Therefore λy∪{p}(p) ≥ ν(Cv(a, 1)).

Finally, suppose that ŵ = âu+
√

1− (â)2w̃, where w̃ ̸= v. We have

⎧
⎨

⎩
ŵ(p) = φ(αâ+

√
1− (â)2βv.w̃)

ŵ(qw̃) = φ
√

1− (â)2γw̃

Since βv.w̃ < γw̃, it is possible to pick α low enough to obtain ŵ(p) < ŵ(qw̃) as

soon as â < a∗. This proves that p is chosen in y ∪ {p} at most on Cv(a, 1) ∪ C(a∗, 1).
17Remember that λ picks a maximizer of u in case of indifference, and p is the unique

maximizer of u in y ∪ {p}.
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Therefore

V (y ∪ {p}) ≤
[
µ[Cv(a, 1)] + µ[C(a∗, 1)]

]
u(p) +

[
1− µ[Cv(a, 1)]− µ[C(a∗, 1)]

]
u(q)

< ν[Cv(a, 1)]u(p) +
(
1− ν[Cv(a, 1)]

)
u(q)

≤ λy∪{p}(p)u(p) + λy∪{p}(y)u(q)

It is sufficient to take κ ∈
(
µ[Cv(a, 1)]+µ[C(a∗, 1)], ν[Cv(a, 1)]

)
to obtain a violation

of axiom 1.1.

Lemma 1.7. (≽,λ) satisfies axiom 1.2 iff µ({w̃ : w >u w̃}) ≥ ν({w̃ : w >u w̃}) for

any w ∈ W.

Proof. The proof is skipped. The arguments are similar to the proof of lemma 1.6.

1.A.1.2 Proof of necessity

Suppose that (u, µ, ν, τ) is sophisticated, i.e. that µ = ν. The conditions of lemmas

1.6 and 1.7 are trivially true. Therefore, axioms 1.1 and 1.2 are satisfied.

Suppose now that (u, µ, ν, τ) is naive. The condition of lemma 1.6 is satisfied,

therefore axiom 1.1 is valid. In addition, the continuity of ≽ yields ν({u}) = 0.

Suppose that (u, µ, ν, τ) is strictly naive, i.e. that there exists w ∈ W such that

µ({w̃ : w̃ ≫u w}) > ν({w̃ : w̃ ≫u w}) (1.6)

The next step is to show that this particular w satisfies

µ({w̃ : w >u w̃}) < ν({w̃ ∈ W|w >u w̃})

and to use lemma 1.7 to conclude that axiom 1.2 is violated.

Suppose, in contrast, that

µ({w̃ ∈ W|w >u w̃}) ≥ ν({w̃ ∈ W|w >u w̃}) (1.7)

Summing 1.6 and 1.7 yields

µ(Cv) > ν({−u}) + ν(Cv) (1.8)

Take w̃ ∈ V \{v}. Since (u, µ, ν, τ) is naive, µ[Cw̃(b, 1)] ≥ ν[Cw̃(b, 1)] for all b > −1.

Taking the limit when b tends to −1 shows that

µ(Cw̃) ≥ ν(Cw̃) (1.9)
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Integrating 1.9 and summing with 1.8 yields

∫

ŵ∈W
dµ(ŵ) = µ(Cv) +

∫

w̃∈V\{v}
µ(Cw̃)dw̃

> ν({−u}) + ν(Cv) +
∫

w̃∈V\{v}
ν(Cw̃)dw̃ =

∫

ŵ∈W
dν(ŵ)

which is impossible since
∫
ŵ∈W dµ(ŵ) =

∫
ŵ∈W dν(ŵ) = 1.

1.A.1.3 Proof of sufficiency

Suppose that (≽,λ) satisfies axioms 1.1 and 1.2. For any w ∈ W we have

µ({w̃ : w̃ ≫u w}) ≥ ν({w̃ : w̃ ≫u w}) and µ({w̃ : w >u w̃}) ≥ µ({w̃ : w >u w̃}) by lem-

mas 1.6 and 1.7. We further obtain µ({w̃ : w̃ ≫u w}) = ν({w̃ : w̃ ≫u w}) using the

same argument as in the proof of necessity above. Hence, µ and ν coincide on all

sets that are closed and closed by ≽u. Dekel and Lipman (2012) show that this is a

sufficient condition for the measures µ and ν to coincide on all Borel sets (see their

proof of theorem 1). This proves that µ = ν.

Suppose now that (≽,λ) satisfies axiom 1.1 but violates axiom 1.2. We have

µ({w̃ : w̃ ≫u w}) ≥ ν({w̃ : w̃ ≫u w}) for every w. If this holds with equality for

every w, this implies µ = ν, which contradicts the fact that (≽,λ) violates axiom 1.2.

Therefore there exists w such that the inequality is strict, and the representation is

naive.

1.A.2 Proofs of section 1.5

1.A.2.1 Proof of proposition 1.2

We prove part 1, part 2 being proved by similar arguments. Suppose first that

{≽,λ) is realistic. Take a homogeneous menu y, q ∈ y, p such that {p} ≻ {q} and

κ < λy∪{p}. We have

V (y ∪ {p}) = V ({λy∪{p}(p)p+
∑

q̃∈y
λy∪{p}(q̃)q̃}) since (≽,λ) is realistic at y ∪ {p}

= λy∪{p}(p)u(p) + λy∪{p}(y)u(q) since y is homogenous

> κu(p) + (1− κ)q = V ({κp+ (1− κ)q})

Hence, {≽,λ} satisfies axiom 1.1. A similar proof shows that {≽,λ} satisfies axiom

1.2. By theorem 1.1, {≻,λ} is sophisticated.

Suppose now that {≽,λ} is sophisticated, and consider a finite menu x. x can

be decomposed in k disjoint non-empty equivalence classes Ei, i = 1, · · · , k such that

p ∈ Ei, q ∈ Ej imply u(p) > u(q) if and only if i < j, and u(p) = u(q) if i = j. It
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is therefore possible to define αx(Ei) = µ({w : Mu(Mw(x)) ∈ Ei}) the anticipated

probability attached to the class Ei.18 Since µ = ν and both measures break ties in

favor of u, it is easy to see that αx(Ei) = λx(Ei) for any i. Writing pi for any element

of the class Ei, we obtain

V (x) =
k∑

i=1

αx(Ei)u(pi) =
k∑

i=1

λx(Ei)u(pi) = V ({
∑

x∈p
λx(p)p})

which proves that x ∼ {
∑

p∈x λ
x(p)p}. Hence, {≽,λ} is realistic.

1.A.2.2 Proof of proposition 1.3

1 ⇔ 2 This result is proved by Dekel and Lipman (2012) in their Theorem 4, p.

1284.

1 ⇒ 3 Consider a menu x and a lottery κ ∈ ∆(x). Since (≽1,λ) is more naive than

(≽2,λ),

{
∑

p∈x
κpp} ≺1 x ⇒ {

∑

p∈x
κpp} ≺2 x

Therefore N≽2,λ(x) ⊆ N≽1,λ(x), which implies N≽2,λ(x) ≤ N≽1,λ(x).

3 ⇒ 1 For i = 1, 2, let us write Vi for the functional associated with ≽i and u the

(common) normative utility function. Consider a menu x. A lottery κ on ∆(x) belongs

to N≽i,λ(x) if and only if

∑

p∈x
λx(p)u(p) <

∑

p∈x
κpu(p) < Vi(x)

Hence, from N≽1,λ(x) ≥ N≽2,λ(x) we obtain V1(x) ≥ V2(x). Now, for any lottery

p we have

{p} ≻1 x ⇔ u(p) > V1(x) ⇒ u(p) > V2(x) ⇔ {p} ≻2 x

which proves that (≽1,λ) is more naive than (≽2,λ).

1.A.2.3 Proof of proposition 1.4

The proof is skipped. It relies on the same arguments as proposition 1.3.

18The representation does not specify how the choice is made inside a class Ei between two
options that are equally valued at the ex post stage, but this choice is irrelevant here.
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1.A.3 Proofs of section 1.6

1.A.3.1 Proof of theorem 1.3

The proof is given by Dekel and Lipman (2012) (see their theorem 5 p. 1286).

1.A.3.2 Proof of proposition 1.5

In the two goods case, only two generic utilities u ∈ W exist: u = (
√
2/2,−

√
2/2)

and −u. Therefore each subjective utility can be written vs = αsu where αs /∈ {0, 1}.
A Random Gul-Pesendorfer representation is simply written

V (x) =
∑

s∈S
ηs[max

p∈x
(1 + αs)u(p)−max

q∈x
αsu(q)] (1.10)

The decision utility (1 + αs)u coincides with u if and only if αs > −1. A Random

Expected Utility model ν simply specifies the weights νu and ν−u attached to the states

u and −u respectively.

Proof of necessity If(≽,λ) admits a sophisticated Random Strotz representation,

necessity of axioms 1.2 and 1.6 are established in section 1.4. Suppose that (≽,λ)

admits a sophisticated Random Gul-Pesendorfer representation, i.e. that there exists

a representation 1.10 of ≽ such that
∑

s∈S,αs>−1

ηs = νu. Equation 1.10 yields

V ({p, q}) =
∑

αs>0

ηsu(p) +
∑

−1<αs<0

ηs[u(p) + αs(u(p)− u(q))] +
∑

αs<−1

ηsu(q) (1.11)

If there exists p, q such that {p} ≻ {q} and λ{p,q}(p) > 0 then νu > 0. Therefore∑

s∈S,αs>−1

ηs > 0, and by equation 1.11, V ({p, q}) > V ({q}), which proves that (≽,λ)

satisfies axiom 1.6.

In addition, since u(p) + αs(u(p)− u(q)) < u(p) when αs < 0, equation 1.11 yields

V ({p, q}) ≤
∑

s∈S,αs>−1

ηsu(p) +
∑

s∈S,αs<−1

ηsu(q)

≤ νuu(p) + ν−uu(q) = V ({λ{p,q}(p)p+ λ{p,q}(q)q})

which proves that axiom 1.2 holds.

Proof of sufficiency Suppose first that νu = 0. In that case, for any p, q such that

{p} ≻ {q} we have λ{p,q}(p) = 0, which by axiom 1.2 implies {p, q} ∼ {q}. This iden-

tifies the Random Strotz representation associated with ≽, given by V = minu. This
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function attaches a weight equal to 1 to the state −u, therefore the joint representation

is sophisticated.

If νu > 0, let us define

ηu :=
∑

s∈S,αs>0

ηs +
∑

s∈S,0<αs<1

ηsαs

and rewrite equation 1.11 under the form

V (x) = ηumax
p∈x

u(p) + (1− ηu)min
q∈x

u(q)

Axiom 1.6 yields ηu > 0. If axiom 1.1 is satisfied, a direct adaptation of theorem 1.1

proves the existence of a sophisticated joint representation under the Random Strotz

interpretation. If axiom 1.1 is violated, we obtain ηu < νu. It is therefore possible to

rewrite

V (x) = νu[max
p∈x

ηu
νu

u(p)−max
q∈x

(
ηu
νu

− 1)u(q)] + ν−umin
q∈x

u(q) (1.12)

Equation 1.12 defines a sophisticated representation of ≽, since the function V attaches

weights equal to (νu, ν−u) to the states (u,−u) respectively.

1.B One-dimensional Random Strotz models

This appendix proves theorem 1.2 and provides another characterization of one-

dimensional Random Strotz representations. Unlike the rest of the paper, this part

does not assume any conditions on µ except non-triviality: continuity and finiteness

are not required. The preference ≽ is here defined over compact menus, as in Dekel

and Lipman (2012).

1.B.1 Proof of theorem 1.2

1.B.1.1 Necessity of axiom 1.4

Lemma 1.8. Suppose that ≽ has a one-dimensional Random Strotz representation

(u, µ) with direction v ∈ V such that µ(Cv) > 0. Consider two lotteries q1 and q2 such

that {q1} ∼ {q2}, and suppose that {z} ≻ {q1} ∼ {q2} for some lottery z. Then the

following statements are equivalent:

1. There exists a menu x such that x ∪ {q1} ≻ x ∪ {q2} and {p} ≻ {q1} ∼ {q2} for

any p ∈ x

2. v(q1) < v(q2)
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Proof. Let us prove 1 ⇒ 2 by contrapositive. {q1} ∼ {q2} implies u(q1) = u(q2).

Suppose that v(q1) ≥ v(q2), and take any x such that u(p) > u(q1). If w ∈ Cv, we can

write w = au+
√
1− a2v, where |a| ≤ 1, and obtain

w(q1) = au(q1) +
√

1− a2v(q1) ≥ au(q2) +
√

1− a2v(q2) = w(q2)

Since the support of µ is included in Cv, q1 dominates q2 on all the possible subjective

states. For i = 1, 2, we write

Ωx∪{qi}(qi) := {w ∈ Cv|w(qi) > max
p∈x

w(p)}

the list of subjective states on which qi is chosen. The observation above yields

Ωx∪{q2}(q2) ⊆ Ωx∪{q1}(q1), and hence

V (x ∪ {q1}) = µ[Ωx∪{q1}(q1)]u(q1) +

∫

w/∈Ωx∪{q1}(q1)
max

p∈Mw(x)
u(p)µ(dw)

≤ µ[Ωx∪{q2}(q2)]u(q2) +

∫

w/∈Ωx∪{q2}(q2)
max

p∈Mw(x)
u(p)µ(dw)

≤ V (x ∪ {q2})

This proves that x ∪ {q2} ≽ x ∪ {q1}.

To prove 2⇒ 1, suppose that u(q1) = u(q2) and v(q1) < v(q2). Consider an increas-

ing sequence 0 < an < 1 of limit 1, and the increasing sequence of sets Cv(−an, an).

This sequence has limit Cv which has positive measure, therefore by theorem 10.2 of

Billingsley (2012) we have µ[Cv(−an, an)] > 0 for n large enough. Define a := an.

Consider now a number γ such that 0 < γ <
√
1− a2[v(q2) − v(q1)]/(2a). Such

a number exists since a ∈ (0, 1) and v(q2) > v(q1). Suppose first that we can find γ

small enough to ensure that p = q1/2 + q2/2 + γu is a legitimate lottery. Notice that

u(p) > u(q1), u(q2) and that

au(p) +
√

1− a2v(p) = aγ + au(q2) +
√

1− a2[
1

2
v(q1) +

1

2
v(q2)]

< au(q2) +
√

1− a2v(q2)

Therefore q2 dominates p over the set Cv(−1, a). Similarly,

−au(p) +
√

1− a2v(p) = −aγ − au(q1) +
√

1− a2[
1

2
v(q1) +

1

2
v(q2)]

> −au(q1) +
√

1− a2v(q1)

And hence p dominates q1 over the set Cv(−a, 1).

Thus we obtain Ω{p,q1}(q1) ⊂ Ω{p,q2}(q2), and Cv(−a, a) ⊆ Ω{p,q2}(q2) \ Ω{p,q1}(q1).
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Since µ[Cv(−a, a)] > 0, this yields µ[Ω{p,q1}(q1)] < µ[Ω{p,q2}(q2)].

Hence

V ({p, q1}) = µ[Ω{p,q1}(q1)]u(q1) +
(
1− µ[Ω{p,q1}(q1)]

)
u(p)

> µ[Ω{p,q2}(q2)]u(q2) +
(
1− µ[Ω{p,q2}(q2)]

)
u(p) = V ({p, q2})

Therefore the triple (x = {p}, q1, q2) satisfies x ∪ {q1} ≻ x ∪ {q2}.
If q1/2+q2/2+γu is not a lottery for any γ > 0, since q1/2+q2/2 is not a maximizer

of u among ∆(Z), a standard separation argument shows that it is possible to find

ũ ∈ W that satisfies u.ũ > 0 and such that q1/2 + q2/2 + γũ is a lottery. The same

construction holds with a large enough to satisfy au.ũ >
√
1− a2 and γ such that

0 < γ[au.ũ+−
√

1− a2] <

√
1− a2

2
[v(q2)− v(q1)]

To prove the necessity of axiom 1.4, consider a one-dimensional Random Strotz

(u, µ) with direction v. If µ(Cv) = 0, then µ({u,−u}) = 1, thus for any (x, q1, q2) such

that {p} ≻ {q1} ∼ {q2} for all p ∈ x, we have x ∪ {q1} ∼ x ∪ {q2}, and the condition

of axiom 1.4 is trivially satisfied.

Suppose now that µ(Cv) > 0 and take (x, y, q1, q2) such that {p} ≻ {q1} ∼ {q2} for

all p ∈ x and x ∪ {q1} ≻ x ∪ {q2}. Since q1 and q2 do not maximize u on ∆(Z), the

implication 1 ⇒ 2 of lemma 1.8 yields v(q1) < v(q2), thus y ∪ {q1} ≽ y ∪ {q2}. This

completes the proof of necessity.

1.B.1.2 Sufficiency of axiom 1.4

Suppose that the representation (u, µ) of ≽ is not one-dimensional. It is clear that

µ[C(−1, 1)] > 0, otherwise we would have µ[{u,−u}] = 1 and therefore µ[Cv] = 1 for

any v ∈ V .

Claim 1.1. There exists ξ < 1 such that µ(Cv) < µ[C(−ξ, ξ)] for all v ∈ V .

Proof. If this is not the case, there exists an increasing sequence 0 < an < 1 of limit

1, and a sequence vn ∈ V such that

µ(Cvn) ≥ µ[C(−an, an)] (1.13)

Take m sufficiently large to guarantee µ[C(−am, am)] > µ[C(−1, 1)]/2. This is

possible since C(−am, am) is an increasing sequence of limit C(−1, 1), which has positive

measure. Suppose that vn is not constant for n ≥ m. We can find v1 ̸= v2 such that

µ(Cv1) > µ[C(−1, 1)]/2 and µ(Cv2) > µ[C(−1, 1)]/2, thus µ[Cv1 ∪ Cv2 ] > µ[C(−1, 1)].

This is a contradiction, since Cv1 ∪ Cv2 ⊆ C(−1, 1). Hence, vn is constant for n large
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enough. Denote v∗ its limit, and take the limit in 1.13. We obtain µ(Cv) ≥ µ[C(−1, 1)],

which further implies

µ(Cv) = µ({u,−u}) + µ(Cv)

≥ µ({u,−u}) + µ(C(−1, 1)) = 1

And hence, µ(Cv) = 1. This is a contradiction, since (u, µ) is not one-dimensional.

For each v ∈ V , we define B(v, ϵ) := {w ∈ V|∥w− v∥ < ϵ} the open ball of radius ϵ

and center v, restricted to utilities which are orthogonal to u. We also define

A(v, ϵ) :=
⋃

w∈B(v,ϵ)

Cw = {au+
√

1− a2w|− 1 < a < 1, w ∈ V , ∥w − v∥ < ϵ}

A(v, ϵ) contains the utilities whose direction lies in the ball of center v and radius ϵ.

Claim 1.2. For any ϵ > 0 low enough, there exists two expected utilities vϵ1 and vϵ2 such

that µ[A(vϵ1, ϵ)] > 0, µ[A(vϵ2, ϵ)] > 0 and ∥vϵ1 − vϵ2∥ > 7ϵ.

Proof. Consider ξ defined by claim 1.1. ξ can be chosen high enough to guarantee that

µ[C(−ξ, ξ)] > 0. The set C(−ξ, ξ) = {au+
√
1− a2w,w ∈ V , |a| ≤ ξ} is compact since it

is closed and bounded. Moreover, it is covered by the union of the open sets A(v, ϵ) for

all v ∈ V . By the Borel-Lebesgue theorem, there exists a finite family F ⊂ V such that

{A(v, ϵ)}v∈F covers C(−ξ, ξ). An immediate implication is that
∑

v∈F µ[A(v, ϵ)] > 0.

Let us show that, if ϵ is low enough, this subcovering contains at least two sets

of positive measure that can be separated as stated in the claim. Let us proceed

by contradiction. Suppose that for any η > 0, there exists ϵ < η, a finite subset

Fϵ such that {A(v, ϵ)}v∈F covers C(−ξ, ξ), and vϵ ∈ Fϵ such that for any v ∈ Fϵ,

µ[A(v, ϵ)] > 0 ⇒ ∥v − vϵ∥ < 7ϵ. Notice that
⋃

v∈B(vϵ,7ϵ)A(v, ϵ) ⊆ A(vϵ, 8ϵ). Hence,

since
∑

v∈Fϵ∩B(vϵ,7ϵ) µ[A(v, ϵ)] ≥ µ[C(−ξ, ξ)], we obtain µ[A(vϵ, 8ϵ)] ≥ µ[C(−ξ, ξ)].
Consider a decreasing sequence ϵn with limit 0. By the Bolzano-Weierstrass the-

orem, the sequence vn = vϵn defined over the compact V admits a convergent subse-

quence. To simplify the notation, let us assume that vn is itself convergent to a value

v∗. For any n, we have µ[A(vn, 8ϵn)] ≥ µ[C(−ξ, ξ)]. The next step is to show that we

can take the limit in this inequality and obtain µ[Cv∗ ] ≥ µ[C(−ξ, ξ)].
Notice that

µ[A(v∗, 8ϵn)]− µ[A(vn, 8ϵn)] = µ
[ ⋃

w∈B(v∗,8ϵn)\B(vn,8ϵn)

Cw
]
− µ

[ ⋃

w∈B(vn,8ϵn)\B(v∗,8ϵn)

Cw
]

(1.14)
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Consider the sequence of sets

Gn =
+∞⋃

m=n

⋃

w∈B(v∗,8ϵm)\B(vm,8ϵm)

Cw

Gm is decreasing and has for limit ∅. Thus, limn→+∞ µ(Gn) = 0.

Since
⋃

w∈B(v∗,8ϵn)\B(vn,8ϵn)

Cw ⊆ Gn, we obtain

lim
n→+∞

µ
[ ⋃

w∈B(v∗,8ϵn)\B(vn,8ϵn)

Cw
]
= 0

A similar argument proves that

lim
n→+∞

µ
[ ⋃

w∈B(vn,8ϵn)\B(v∗,8ϵn)

Cw
]
= 0

Moreover, the sequence of sets {A(v∗, 8ϵn)} is decreasing and converges to Cv∗ when
n → +∞. Thus, taking the limit in equation 1.14 shows that µ(A(vn, 8ϵn)) → µ(Cv∗),
which implies µ(Cv∗) ≥ µ[C(−ξ, ξ)]. This latter inequality contradicts the statement in

claim 1.1. This completes the proof of claim 1.2.

If v ∈ V , we write Aϵ
v(−1, a∗) := {au +

√
1− a2w|− 1 < a < a∗, w ∈ V ∩ B(v, ϵ)}.

This set contains the utilities whose direction lies in the open ball of center v and

radius ϵ, and whose intensity lies strictly between −1 and by a∗.

Claim 1.3. For any ϵ > 0 small enough, there exists v1, v2 ∈ V and a∗ < 1 such that

∥v1 − v2∥ > 7ϵ and

min
[
µ[Aϵ

v1(−1, a∗)], µ[Aϵ
v2(−1, a∗)]

]
> µ[C(−1,−a∗)]

Proof. Take v1 and v2 given by claim 1.2. The proof stems immediately from the fact

that µ[Aϵ
v1(−1, a∗)] and µ[Aϵ

v2(−1, a∗)] converge to positive values when a∗ → 1, while

µ[C(−1,−a∗)] tends to zero.

Claim 1.4. For any ϵ small enough, there exists three numbers α,β, γ such that α > 0,

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

α > β

α sup
w∈B(v2,3ϵ)

w.v1 < β inf
w∈B(v2,3ϵ)

w.v2

α sup
w∈B(v1,3ϵ)

w.v2 < β inf
w∈B(v1,3ϵ)

w.v1

and
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⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

α < γ

α inf
w∈B(v1,ϵ)

w.v1 > γ sup
w∈B(v1,ϵ)

w.v2

α inf
w∈B(v2,ϵ)

w.v2 > γ sup
w∈B(v2,ϵ)

w.v1

Proof. Suppose that w ∈ B(v1, ϵ). We have

w.v1 =
1

2
(∥w∥2 + ∥v1∥2 − ∥w − v1∥2)

= 1− 1

2
∥w − v1∥2

> 1− 1

2
ϵ2

And since ∥w − v2∥ ≥ ∥v1 − v2∥ − ∥w − v1∥ ≥ 6ϵ, we also obtain w.v2 < 1 − (6ϵ)2/2.

Similarly, infw∈B(v2,ϵ)w.v2 > 1−ϵ2/2, and supw∈B(v2,ϵ)w.v1 < 1−(6ϵ)2/2. Hence, if ϵ is

small enough for the denominators to be positive, the ratios supw∈B(v2,ϵ)w.v1/ infw∈B(v2,ϵ) v.w2

and supw∈B(v1,ϵ)w.v2/ infw∈B(v1,ϵ)w.v1 are bounded above away from 1. It is thus easy

to find α and γ that satisfy the conditions, and β by a similar reasoning.

To complete the proof, take φ > 0, ϵ low enough to ensure that w.v1 > 0 as soon

as w1 ∈ B(v1, 3ϵ), and w.v2 > 0 as soon as w2 ∈ B(v2, 3ϵ), and take a∗, v1, v2,α,β, γ

defined by claims 1.3 and 1.4. Define p1 = + ϵ(φu + γv1), p2 = + ϵ(φu + βv2),

r1 = + ϵ(φu + βv1) and r2 = + ϵ(φu + γv2), and for any w ∈ V such that

w /∈ B(v1, 3ϵ) ∪ B(v2, 3ϵ) , zw = + ϵ(φu + αw). u is indifferent between all these

elements, with valuation ϵφ. Consider the menu x containing p1, p2 and all the zw, and

the menu y containing r1, r2 and all the zw.

Define now q1 = + ϵαv1 and q2 = + ϵαv2. We have u(q1) = u(q2) = 0 < ϵφ,

hence q1 and q2 are normatively inferior to all elements of x and y. The next step is

to show that q1 is more tempting than q2 with respect to the menu y, while q2 is more

tempting than q1 with respect to the menu y.

Consider the ex post choice in x∪ {q1}. It is clear that q1 is chosen by −u and not

chosen by u. Consider w /∈ {u,−u}, and write w = au+
√
1− a2w, where −a∗ ≤ a ≤ 1.

We have

w(q1) = ϵ
√
1− a2αw.v1 (1.15)

Suppose first, that w ∈ B(v1, 3ϵ). We have

w(p1) = aϵφ+ ϵ
√

1− a2γw.v1 (1.16)

Compare 1.15 with 1.16. Since γ > α and a∗ < 1 one can pick φ low enough to impose
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the inequality w(p1) > w(q1) for all values of a ≥ a∗. Given this choice, p1 dominates

q1 if w ∈ B(v1, 3ϵ) and a ≥ −a∗.

Suppose now that w ∈ B(v2, 3ϵ). We have

w(p2) = aϵφ+ ϵ
√
1− a2βw.v2 (1.17)

Compare 1.15 with 1.17, and notice that β inf w.v2 > α supw.v1 by claim 1.4. Hence,

again, if φ is low enough, p2 dominates q1 if w ∈ B(v2, 3ϵ) and a ≥ −a∗.

Finally, suppose that w /∈ B(v1, 3ϵ) ∪ B(v2, 3ϵ). Notice that

w(zw) = aϵφ+ ϵ
√

1− a2α (1.18)

Compare 1.15 and 1.18. v1.w is uniformly bounded away from 1 since ∥w − v1∥ ≥ 3ϵ.

Hence, by the same argument as above, if φ is small enough, q1 is dominated by zw if

w /∈ B(v1, 3ϵ) ∪ B(v2, 3ϵ) and a ≥ −a∗.

To sum up, if φ is low enough, q1 is never chosen in x ∪ {q1} by a state whose

intensity of temptation is stronger than −a∗. Therefore, writing

αx∪{q1} := µ({w : w(q1) > max
p∈x

w(p)})

the ex ante probability of choosing q1 we have

αx∪{q1}(q1) ≤ µ({−u}) + µ[C(−1, a∗)] (1.19)

Consider now the anticipated choice in the set y ∪ {q1} in a state of the form

w = au+
√
1− a2w where a < a∗ and w ∈ B(v1, ϵ). Notice that

w(r1) = aϵφ+ ϵ
√

1− a2βw.v1 (1.20)

Since α > β, v1.w > 0 and a < a∗ < 1, by equations 1.15and 1.20 it is possible to take

φ low enough to ensure that w(r1) < w(q1). Observe now that

w(r2) = aϵφ+ ϵ
√

1− a2γw.v2 (1.21)

But by claim 1.4, we have α inf w.v1 > γ supw.v2. Hence we can choose φ low enough

to ensure that w(r2) < w(q1).

Finally, for any ŵ /∈ B(v1, 3ϵ)∪B(v2, 3ϵ) it is easy to show that ŵ.w < w.v1. Thus,

since w(zŵ) = aϵφ + ϵα
√
1− a2ŵ.w, we obtain w(zŵ) < w(q1) for any ŵ as soon as

a < a∗, if φ is chosen small enough.

To sum up, q1 is the single maximizer y ∪ {q1} at least on the utilities of the form

au +
√
1− a2w, where w ∈ B(v1, ϵ) and a < a∗, which means that the probability of
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choosing it verifies

αy∪{q1}(q1) ≥ µ[{−u}] + µ[Aϵ
v1(−1, a∗)] (1.22)

The same arguments prove that the choice of q2 in x or y satisfies

αx∪{q2}(q2) ≥ µ[{−u}] + µ[Aϵ
v2(−1, a∗)] (1.23)

and

αy∪{q2}(q2) ≤ µ[{−u}] + µ[C(−1,−a∗)] (1.24)

Compare equations 1.19 and 1.23. By claim 1.3, we obtain αx∪{q1}(q1) < αx∪{q2}(q2),

which implies x∪ {q1} ≻ x∪ {q2}. By contrast, αy∪{q1}(q1) > αy∪{q2}(q2) by equations

1.22 and 1.24, which implies y∪{q1} ≺ y∪{q2}. These two properties together violate

axiom 1.4.

1.B.2 An alternative characterization

1.B.2.1 Representation theorem

This section shows that one-dimensional Random Strotz representations are char-

acterized by another intuitive behavioral property.

Axiom 1.7. If {p} ≻ {q} for any p ∈ x ∪ y, then

x ≻ x ∪ {q}, y ≻ y ∪ {q} ⇒ x ∪ y ≻ x ∪ y ∪ {q}

Axiom 1.7 also characterizes one-dimensional models, with one caveat: if the sup-

port of µ cannot be bounded away from −u, the consequent x ∪ y ≻ x ∪ y ∪ {q} is

always true because all inferior options are tempting. Axiom 1.7 has no content in that

case. To overcome this issue, it is possible to impose another property that guarantees

the existence of a higher bound on the intensity of the temptation.

Axiom 1.8. ∃x ∈ A, q ∈ ∆(Z) such that x ∼ x ∪ {q} and p ≻ {q} for any p ∈ x

Axiom 1.8 is a richness condition: it simply states that some options in the choice

set are not tempting. This condition is innocuous, since it is satisfied if an option that

appears extremely undesirable both ex ante and ex post is added to the set of prizes.

The proof will first show that axiom 1.8 is equivalent to the existence of a a neighbor-

hood of {−u} of measure zero; and then proceed to show that, among the Random

Strotz models that satisfy axiom 1.8, one-dimensional models are characterized by

axiom 1.7.

Lemma 1.9. Suppose that ≽ has a Random Strotz representation (u, µ). The following

statements are equivalent:
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1. ≽ satisfies axiom 1.8

2. There exists a > −1 such that µ[C(−1, a)] = 0

Proof. To prove that 2 implies 1, suppose that µ satisfies part 2 for some a > −1.

Consider a pair (ϵ, γ) such that ϵ > 0 and aϵ +
√
1− a2γ > 0. Define q = and

pv = + φ(ϵu+ γv) for v ∈ V, where φ > 0 is taken sufficiently small for pv to be an

interior lottery for all v. We have u(pv) = φϵ > u(q) = 0 for all v, and

au(pv) +
√

1− a2v(pv) = φ(aϵ+
√

1− a2γ) > 0 = au(q) +
√

1− a2v(q)

This shows that αx∪{q}(q) ≤ µ[C(−1, a)] = 0, and and hence x ∼ x ∪ {q}.
To prove that 1 implies 2, suppose that 2 does not hold, i.e. that for any a > −1,

we have µ[C(−1, a)] > 0.

Consider now x and q such that u(p) > u(q) for any p ∈ x. Consider the function

a : V × x ⇒ (−1, 1) defined by the equation

a(v, p)√
1− a(v, p)2

=
v(q)− v(p)

u(p)− u(q)
(1.25)

Equation 1.25 uniquely defines a value a(v, p) such that a(v, p) > −1. Moreover,

a is continuous in the product topology. By Tychonoff’s theorem, V × x is compact

since V and x are compact. Thus, infV×x a(v, p) > −1. Take any (v, p) ∈ V × x and

any a such that −1 < a < infV×x a(v′, p′). By equation 1.25 we have

au(p) +
√

1− a2v(p) < au(q) +
√

1− a2v(q)

Hence, Ωx∪{q} ⊇ C(−1, a), which yields µ(Ωx∪{q}) > 0, and finally x ∪ {q} ≺ x. Since

this result is obtained for any pair (x, q), the preference ≽ does not satisfy axiom

1.8.

Theorem 1.4. Suppose that ≽ has a Random Strotz representation (u, µ), and that

≽ satisfies axiom 1.8. (u, µ) is one-dimensional if and only if ≽ satisfies axiom 1.7.

1.B.2.2 Necessity of axiom 1.7

Suppose that ≽ has a one-dimensional Random Strotz representation (u, µ) of

direction v. Take a triple (x, y, q) such that {p} ≻ {q} for any p ∈ x ∪ y, x ≻ x ∪ {q}
and y ≻ y ∪ {q}. The same arguments used to find a in the proof of lemma 1.9 can be

used to obtain

ax = sup {a ∈ [−1, 1] | au(q) +
√

1− a2v(q) ≥ sup
p∈x

au(p) +
√

1− a2v(p)}
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and ay similarly by substituting y for x. x ≻ x ∪ {q} and y ≻ y ∪ {q} imply that

µ[{−u}] + µ[Cv(−1, ax)] > 0 and µ[{−u}] + µ[{−u}] + µ[Cv(−1, ay)] > 0. Define

a := min(ax, ay). It is easy to see that q is chosen in the menu x ∪ y ∪ {q} by −u and

by all the utilities of the form ãu+
√
1− ã2v where −1 < ã < a, and that this set has

positive measure. As a consequence, x ∪ y ≻ x ∪ y ∪ {q}.

1.B.2.3 Sufficiency of axiom 1.7

Let us prove the sufficiency of the axiom by contrapositive. Suppose that the

Random Strotz representation (u, µ) of ≽ is not one-dimensional, and that ≻ satisfies

axiom 1.8.

Claim 1.5. For any ϵ > 0 low enough, there exists v1, v2 ∈ V and a∗ ∈ (0, 1) such that

µ[Aϵ
v1(−1, a∗)] > 0, µ[Aϵ

v2(−1, a∗)] > 0, ∥v1 − v2∥ > 7ϵ and µ[C(−1,−a∗))] = 0.

Proof. The first three parts come from claims 1.2 and 1.3 in the proof of theorem 1.2.

Part (iv) comes from lemma 1.9.

Take α,φ > 0 and q := . For any ŵ /∈ B(v1, 3ϵ), let pŵ := +φu+α(ŵ− v1). For

any ŵ /∈ B(v2, 3ϵ), let rŵ := +φu+α(ŵ− v2). α and φ can be taken small enough to

make sure that these elements are well-defined lotteries. Define also x = {pŵ}ŵ /∈B(v1,3ϵ)

and y = {rŵ}ŵ /∈B(v2,3ϵ). We observe that u equals φ > u(q) = 0 on any element of

x ∪ y.

Consider the choice made in x ∪ {q}. Take w ∈ W , written w = au +
√
1− a2w.

Suppose that w ∈ B(v1, ϵ). We have w(q) = 0, and for any ŵ /∈ B(v1, 3ϵ),

w(pŵ) = aφ+
√

1− a2α(ŵ.w − v1.w)

In addition, we have

ŵ.w =
1

2
(∥ŵ∥2 + ∥w∥2 − ∥w − ŵ∥2)

= 1− 1

2
∥w − ŵ∥2

≤ 1− 2ϵ2

since ∥w − ŵ∥ ≥ ∥ŵ − v1∥ − ∥w − v1∥ ≥ 2ϵ.

A similar argument shows that v1.w ≥ 1 − ϵ2/2. This inequality implies that

ŵ.w − v1.w < −3ϵ2/2 < 0. Thus we can choose φ small enough such that w(pŵ) < 0

provided that a < a∗. We obtain Ωx∪{q}(q) ⊇ Aϵ
v1(−1, a∗), hence αx∪{q}(q) > 0 and

x ∪ {q} ≺ x. Similarly, we choose φ small enough to obtain y ∪ {q} ≺ y.
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Suppose now that w /∈ B(v1, 3ϵ). We have

w(pw) = aφ+
√

1− a2α(1− v1.w)

And since ∥v1 −w∥ ≥ 3ϵ, v1.w < 1− 9ϵ2/2. Therefore we can choose φ low enough to

ensure that w(pw) > 0 is satisfied as soon as a ≥ −a∗. Similarly, if φ is small enough

and w /∈ B(v2, 3ϵ), the inequality w(rw) > 0 is satisfied if a ≥ −a∗. Since ∥v1−v2∥ > 7ϵ,

(W \B(v1, 3ϵ))∪ (W \B(v2, 3ϵ)) = W. This proves that, if a ≥ −a∗, in every direction

w, q is dominated by an element of x∪ y. Therefore αx∪y∪{q}(q) ≤ µ[C(−1,−a∗)] = 0,

and thus x ∪ y ∪ {q} ∼ x ∪ y. The triple (x, y, q) violates axiom 1.7.

1.C Experimental instructions

1.C.1 Initial session

Page 1

Welcome! Thank you for participating in this decision-making experiment. Please

read carefully the explanations below.

Rules You are invited to participate in an experiment on intertemporal decision-

making. Participation is voluntary, and you are free to leave the experiment at any

moment.

Risks and benefits There is no risk to participating in this study. You will be

compensated for your time according to the quality of your answers.

Procedure The experiment will be run on your personal computer. Detailed in-

structions will be given on the next page.

Contact information If you have any questions about this research, you can

contact the protocol director, Yves Le Yaouanq, through Mechanical Turk or at the

following e-mail address: yves.le-yaouanq@m4x.org. This research is supported and

approved by the Toulouse School of Economics, a European research institution.

Confidentiality No personal information will be recorded except your Mechanical

Turk Worker ID, which allows us to proceed with the payment on the Mechanical Turk
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platform. This information will not be used otherwise and will be removed from our

data as soon as the experiment is over.

If you consent to participating, please check the box below and click on ”Submit”

to go further.

I have read and understood these explanations, and I consent to participating in the

experiment described. !
Submit

Page 2

Participation fee Please read carefully these instructions. Some questions will be

asked on the next page to verify that you read and understood these explanations. If

your answers are correct, your participation will be validated and you will receive $1

(1 dollar) as a participation fee within the next 24 hours.

Additional earnings This experiment gives you the possibility to participate in

10 experimental sessions. You will be able to earn $0.40 (forty cents) for each session,

which means up to $4 in total, in addition to the $1 participation fee.

Task The task is very simple. It consists in remembering to log in to the experimental

website with your Mechanical Turk ID. The sessions will take place every day starting

tomorrow during 10 days, from Sunday 31st of May to Tuesday 9th of June included.

At each of these dates, you will earn $0.40 if you log in to the website within the

session, and $0 if you forget. The beginning and the end of the sessions are set on

midnight according to the US Eastern Time Zone, the time zone of New York City.

Your earnings will be paid as a bonus on the Mechanical Turk platform on Wednesday

10th of June.

You will not receive any reminder from us during the whole experiment. You are

free to set a reminder yourself if you wish.

Website The URL of the experimental website is **********. You need to enter

your Mechanical Turk ID to log in to the website. A confirmation message will be

displayed and will inform you of your earnings so far and of the dates of the remaining

sessions. Once you have carefully read and understood these instructions, please click

on ”Next” below.

Next
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Page 3

Instructions Please read carefully the instructions below. Some questions will be

asked at the bottom of this page. If you answer them correctly, you will receive

$1 as a baseline participation fee within the next 24 hours; in addition, you will be

allowed to participate in the future experimental sessions. If you provide any wrong

or missing answer, your participation will not be validated and the experiment will be

over immediately.

Payment rule To complete this initial session, we give you the possibility to modify

the payment rule for one of the 10 experimental sessions. This session will be chosen

randomly with equal probabilities among the 10 dates, and the payment rule for the 9

other dates will be unchanged. You will not learn today which date has been chosen,

but you will be informed of this at the end of the experiment.

Principle For each of the following 21 rows, you are asked to indicate the option

that you prefer among the two columns, left and right. The left column (”$0.40 if you

log in”) is similar to the rule used for the 9 other dates: if you choose this option, you

will receive $0.40 for the session if you visit the website during the day, and $0 if you

forget.

In contrast, if you choose the right column, you receive $0.40 with some probability,

no matter if you visit the website or not. This option allows you to earn a chance of

receiving $0.40 even if you forget to sign in. As you proceed down the rows, the chance

of receiving $0.40 decreases. For instance, at row 1, the right column means that you

receive $0.40 for sure. At row 10, it means that you receive $0.40 with probability

50%. At row 21, it means that you never receive $0.40. This payment is computed by

the server and does not depend on whether you visit the website during the session or

not.

For each of the 21 rows, you are asked to indicate your preference between the two

columns. One of these rows will be selected randomly (with equal probabilities) and

your choice will be recorded and implemented, so it is in your best interest to choose

what you truly prefer between both options, for each row.

Remember that this choice will be used only for 1 of the 10 days, so it is in your

best interest to try to remember the task and to log in everyday. In addition, recall

that you won’t receive any reminder from us during the experiment.

Your choice Please indicate your preferred option for each of the following 21 rows.
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Left: you earn... Right: you earn...

! $0.40 if you log in, $0 otherwise ! $0.40 with 100% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 95% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 90% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 85% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 80% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 75% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 70% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 65% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 60% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 55% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 50% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 45% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 40% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 35% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 30% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 25% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 20% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 15% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 10% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 5% chance, $0 otherwise

! $0.40 if you log in, $0 otherwise ! $0.40 with 0% chance, $0 otherwise

Final questions To verify that you read and understood the above instructions,

you are now asked to answer two attention questions. Providing a correct answer to

both questions is required to receive your $1 participation fee and to be allowed to

participate in the future sessions. Otherwise, the experiment will be over immediately

and your participation will not be validated.

Suppose that row 3 is chosen, and that you chose the left column. If you remember

to visit the website within the session, how much will you earn for this session?

! $0.40 for sure ! $0.40 with probability 90%

Suppose that row 3 is chosen, and that you chose the right column. If you forget to

visit the website within the session, how much will you earn for this session?

! $0.40 for sure ! $0.40 with probability 90%
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Submit

Page 4

Thank you for your answers. Your answers are correct. You are allowed to proceed

with the experimental sessions. Your participation will be validated. Please copy and

paste the following personal code in the Mechanical Turk online form to receive your $1

participation fee in the next 24 hours: *********. The initial experimental session is

over. You can now close the window or log in to the website again to review the schedule

of your future sessions by clicking on this link. Thank you for your participation.

1.C.2 Regular session (example)

Welcome! Today is Wednesday 3rd of June. There is an experimental session today.

You will earn $0.40 for your participation today.

Your history 4 sessions have been run until now. You participated in 1 session so

far, on Wednesday 3rd of June.

You missed 3 sessions so far, at the dates listed below: Sunday 31st of May Monday

1st of June Tuesday 2nd of June

Your schedule The future sessions will take place on: Thursday 4th of June Friday

5th of June Saturday 6th of June Sunday 7th of June Monday 8th of June Tuesday

9th of June

Remember that your total earnings will be paid on the Mechanical Turk platform

on Wednesday 10th of June. Good luck!
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Chapter 2

It’s not my fault! Ego, excuses

and perseverance

“The search for a scapegoat is the easiest of all hunting expeditions.” (Dwight

D. Eisenhower)

2.1 Introduction

Individuals usually have imperfect knowledge about their ability to succeed

in their projects. Since most people tend to think too highly of their intrinsic

characteristics on important dimensions (intelligence, beauty, talent), the psy-

chology and economics literature has generally concluded that most individuals

are too optimistic regarding their future outcomes. In environments where effort

and ability are complements in the production function, overconfident beliefs

are commonly regarded as a source of motivation to invest effort, take risks and

engage in competition.

The purpose of this paper is to qualify this conclusion. We introduce a

simple observation in an otherwise standard repeated decision model: in many

situations, the outcome of an agent’s endeavor not only depends on his intrinsic

ability but also on some characteristics of his environment which he initially

knows imperfectly. Since his intrinsic ability and the nature of the environment

jointly condition the results of his effort, his overconfidence distorts the process

by which he learns about exogenous payoff-relevant variables. For instance, a

student who initially holds confident expectations about his intelligence but who

repeatedly receives disappointing grades might revise his beliefs about his ability

but also conclude that the teacher’s method is ineffective, that the exams are
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poorly designed, or that the academic system does not reward individual merit.

This pessimistic inference, in turn, conditions his future decisions, such as how

much time to dedicate to preparing the next exam, or even whether to drop out

completely.

We study the dynamic experimentation problem of an agent whose outcomes

are determined by three uncertain variables: his intrinsic ability θ, an extrinsic

parameter λ, and a temporary random shock. The variable λ describes the na-

ture of the task or of the environment in which the agent operates. Even though

λ and θ are independent from each other, Bayesian updating creates some ex

post correlation: the inferences made by the individual over λ depend on his

prior beliefs over θ. Our theory delivers several testable predictions, some of

which are supported by the experimental literature. Individuals who hold over-

confident beliefs about their ability θ tend to underestimate the role of external

factors relative to skills after succeeding and to overestimate it after failing. In

a dynamic setting, unsuccessful individuals resign themselves to the fact that

personal merit is unimportant, which compromises their willingness to perse-

vere: a high self-confidence fosters motivation in the short-run but might deplete

perseverance after failing. Finally, overoptimism vanishes asymptotically and in-

dividuals accurately forecast their outcomes in the long-run if they operate in a

stable environment, but overconfidence might persist.

Section 2.3 describes our model. An agent is engaged in a repeated task

over an infinite horizon and reaps a binary outcome—success or failure—at each

period. At date t his probability of succeeding p(λ, θ) is an increasing function of

his—fixed—intrinsic ability θ and of an exogenous parameter λ. The parameter

λ can describe either the nature of the task or that of the environment in which

the agent operates at date t. The two parameters λ and θ are unknown ex

ante and the agent learns about both by experimenting the activity. Our main

assumption is that the agent has unrealistic prior beliefs about θ.

We first abstract away from endogenous experimentation decisions and ana-

lyze the agent’s passive inferences given an exogenous information set. In section

2.4 we focus on the asymptotic properties of the beliefs updating process. Analyz-

ing whether learning opportunities ultimately eliminate the initial misperception

is of obvious practical importance. If the agent experiments the task in a stable

environment, he receives an infinite number of signals and accumulates knowl-

edge about the data-generating process in this environment. Under standard

regularity conditions, his posterior beliefs about his future rewards converge al-
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most surely to a point mass at the true value. However, the two parameters θ

and λ are not separately identifiable and the agent maintains incorrect beliefs

about both variables at the limit: he overestimates θ and underestimates λ, ra-

tionalizing his disappointing empirical success rate by forming overly pessimistic

beliefs about his environment. The model therefore predicts that overoptimism—

about p(λ, θ)—vanishes asymptotically in stable environments, leading the agent

to make correct decisions in that environment at the limit. By contrast, overcon-

fident beliefs—about θ—can persist indefinitely, being rationalized by imputing

a low success rate to extrinsic characteristics of the task. An overconfident indi-

vidual transferred into a new environment—e.g. a worker transferred into a new

unit, a student who enrolls at a new university—therefore becomes overoptimistic

again about his future outcomes. We contrast this result to the situation where

the agent operates in a different environment at each period: since blaming the

environment is not a credible excuse for the poor performance, the individual

asymptotically learns the truth about his ability.

In section 2.5 we proceed to analyze how overconfidence affects the agent’s

inferences on the trajectory. We show that an overconfident individual is prone

to a self-serving attribution bias when he forms his beliefs about λ: a successful

individual overestimates the importance of skills in his environment whereas a

less successful agent holds external contingencies responsible for his failures and

underestimates the degree to which people deserve their outcomes. Whether this

distortion leads the decision-maker to perceive the task as more difficult or eas-

ier than it truly is depends on the degree of complementarity between the type

of the individual and that of the environment. We first study the case where

ability is more important as a production factor under higher values of λ, reflect-

ing the fact that skilled individuals benefit more from a favorable environment

than their low-skilled peers. Under this assumption, a high achiever perceives

the task as easier than it is whereas a disappointed individual overestimates its

difficulty—and therefore underestimates its informativeness. The positive link

between overconfidence and optimism at play in static models is reinforced if the

agent succeeds but can be reversed after a sequence of failures since the indi-

vidual loses faith too quickly in his environment: he might therefore be induced

to drop out prematurely from tasks in which he should persevere. We provide

conditions under which this is the case and discuss how our results are modified

if individual ability is a substitute to the quality of the environment.

In section 2.6 we make the information sets endogenous by analyzing the ac-
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tive learning decisions of the agent. We study an infinite-horizon experimentation

problem introduced by Banks and Sundaram (1992). At each period, the agent

chooses to continue performing the task in his current environment or to drop out

and replace it by another environment whose value is randomly drawn. The agent

is patient and faces a trade-off between exploration—acquiring knowledge about

his current environment—and exploitation—maximizing his immediate expected

reward. This model might for instance describe the following decisions: whether

a manager should hire new workers or not, whether a worker should stay with his

current employer or look for a position elsewhere, whether a student should per-

severe in his field or re-orient his academic career, whether an individual should

stay with his current partner or look for a new one, etc. This framework allows

us to identify the type of mistakes associated with overconfidence in experimen-

tation decisions. We show that an overconfident individual tends to be too easily

dissatisfied with his environments and to—sometimes wrongly—expect higher

rewards elsewhere. As a consequence, he tends to switch too early from an envi-

ronment to another and to experiment too much relative to a non-overconfident

peer. We also show that his search process ends in finite time if and only if his

initial expectations are not too high relative to his true ability.

For the sake of methodological discipline, we maintain the assumption that

individuals correctly perform Bayesian updating, the only distortion being their

initial overconfidence. The model also admits an alternative interpretation in

which the agent has correct prior beliefs but updates asymmetrically after good

and bad news, as documented in Eil and Rao (2011) and Möbius et al. (2011).

Under this interpretation, individuals who receive a disappointing outcome find

a scapegoat or other external factors to blame in order to protect their self-view,

thereby generating an ex post distortion in their inferences.

We conclude in section 2.7 by describing some applications of our model. The

parameter λ can be understood differently depending on the context: intrinsic

difficulty of the task, contribution of co-workers engaged in a collective project,

fairness of the inter-generational mobility system, structure of the feedback in-

formation received, etc. We discuss our results in these cases and derive some

testable predictions of our theory. We then proceed to analyze the learning pro-

cess of an individual who observes the outcomes of some peers who operate in

the same environment, with a particular emphasis on the effect of role models.

Finally, we show that incorporating ex ante cognitive distortions into our frame-

work can account for self- and others-handicapping, a type of behavior often
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observed in the educational context.

2.2 Related literature

Overconfidence A large literature in psychology and economics suggests that

individuals hold unrealistic self-views over important dimensions (e.g., intelli-

gence, beauty, sociability). People often report exaggeratedly optimistic beliefs

about their relative position inside a group (such as in the “better-than-average

effect”, see for instance Svenson, 1981; Thaler, 2000), or about the likelihood of

experiencing desirable life events in the future, all the more so as these events

are controllable (Weinstein, 1980). The introduction of monetary incentives for

accuracy does not eliminate the bias (Camerer and Lovallo, 1999; Hoelzl and Rus-

tichini, 2005; Grossman and Owens, 2012), suggesting that individuals’ economic

behavior is affected, at least to some extent, by their optimism.1

The literature in economics has focused on the costs and benefits of holding

overconfident beliefs. Besides their psychic benefits, overconfident expectations

also play a functional role and therefore affect material payoffs. A usual starting

point of this analysis is that effort and ability are considered as complementary

inputs in the production function, which gives self-confidence a motivational

role (Gilbert and Cooper, 1985). Bénabou and Tirole (2002) build on this idea

to show that overconfidence can be beneficial to the individual by mitigating his

procrastinating tendencies, but might also lead him to exert too much effort with

little chances of succeeding.2 In the financial sector, Barber and Odean (2001)

1Some researchers have argued that the better-than-average effect needs not result from
distortions in the cognitive process and is compatible with Bayes’ rule. For instance, Van den
Steen (2004) shows that heterogeneous prior beliefs about the likelihood of success of different
actions endogenously leads to overconfidence, since people self-select in the actions that they
estimate more successful. Santos-Pinto and Sobel (2005) propose a model in which people
invest in their skills and have different beliefs about the mapping from their vector of skills to
their general ability, yielding the same phenomenon. Benôıt and Dubra (2011) show that half
of the population can rate herself above the median after a correct use of Bayes’ rule. Zabojnik
(2004) and Köszegi (2006) propose a model where people stop experimenting when they are
confident enough in their ability, thereby generating ex post overconfidence. Conversely, Eil and
Rao (2011) and Möbius et al. (2011) document that subjects depart from Bayes’ rule when they
update their beliefs over a self-relevant dimension (intelligence and beauty), in that good news
receive more weight in the posterior beliefs than bad news. This finding corroborates recent
evidence in neuroscience about brain activity and information processing about self-relevant
characteristics (Sharot, 2011).

2Other benefits of overconfidence have been proposed. Compte and Postlewaite (2004)
directly incorporate beliefs in the production function, assuming that a higher self-confidence
reduces anxiety and improves performance. In a strategic setting, Hvide (2002) shows that
holding distorted beliefs might be beneficial in strategic interactions if this distortion is known

75



link overconfidence to excessive trading and show that men, who are known for

being more overconfident, trade 45% more than women - and incur important

losses from it. Camerer and Lovallo (1999) document that overconfident subjects

ignore selection effects in tournaments and overestimate their chance of winning:

as a consequence, they compete too much. In the experiment by Baumeister et al.

(1993), participants who hold an unrealistically high self-view set goals that are

too difficult and are exposed to a high probability of failure. Our theory highlights

another potential cost associated with overconfident beliefs in experimentation

decisions. In particular, it shows that the correlation between self-confidence and

optimism with respect to future rewards can be negative in a dynamic setting.

This effect is mentioned by Bénabou and Tirole (2003) (section 3.3) who offer

an example on which our analysis generalizes.

Many educational practices or self-help strategies aim at boosting individuals’

self-esteem to improve their motivation. However, this strategy has perverse long-

run effects (Mueller and Dweck, 1998; Kamins and Dweck, 1999; Henderlong

and Lepper, 2002; Dweck, 2007): children whose self-confidence is exogenously

inflated prior to starting a task are usually more motivated to start the activity,

but they also display a lower perseverance after a negative feedback. Our theory

proposes an explanation for these findings: highly self-confident children who fail

at a task make pessimistic inferences about the task or the environment, which

reduces their perceived productivity of effort.

Attribution bias Our model highlights the link between overconfident expec-

tations and the tendency, observed among most individuals, to attribute their

achievements to their own merits and their failures to external factors. This fact

is observed in many contexts: academic outcomes (Arkin and Maruyama, 1979),

car accidents (Stewart, 2005), collective or individual performance in sport (Lau

and Russell, 1980), outcome of joint projects, for instance among couples (Ross

and Sicoly, 1979).3 Grossman and Owens (2012) provide noisy feedback informa-

tion to the subjects, and show that participants overestimate the role of bad luck

after receiving disappointing outcomes; in addition, they show that this result is

to other players. At the group level, Gervais and Goldstein (2007) argue that overconfidence
alleviates the free-rider problem by fostering individual incentives to provide effort.

3An important question is whether this phenomenon is driven by purely cognitive factors,
such as the availability bias (Miller and Ross, 1975), or indicates motivated reasoning (Kunda,
1990) arising from ego-protective concerns. Our model shows that an individual who applies
Bayes’ rule to his incorrect prior beliefs forms inferences that would appear biased to an external
observer.
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due to overconfident prior beliefs, most participants following Bayes’ rule quite

accurately.

To our knowledge, the only literature in economics that has explored the

consequences of attribution biases has focused on financial applications.4 Gervais

and Odean (2001) model traders who become overconfident by taking too much

credit for successes; they show that the attribution bias leads them to make

mistakes and therefore incur losses in the long-run. Billett and Qian (2008)

present empirical results consistent with self-serving attributions. Libby and

Rennekamp (2012) verify experimentally that overconfident beliefs due to self-

serving attributions influence financial decisions. In all these papers, biased

attributions are the channel by which people become overconfident and have no

direct effect on decisions. By contrast, in the present work both distortions (on

λ and on θ) influence the agent’s behavior.

Learning biases Our model is also related to recent theoretical efforts in mod-

eling biases in learning. A first group of papers focuses on learning over a mul-

tidimensional parameter. Acemoglu et al. (2016) show that two Bayesian agents

can disagree in the long-run when they have different initial beliefs about the in-

terpretation of signals. Our analysis of asymptotic passive learning can be seen

as an application of their framework since it relies on the fact that the agent’s

prior self-confidence influences his subsequent interpretations. The additional

structure of our model also allows us to study disagreement on the path. An-

dreoni and Mylovanov (2012) propose a model of learning over a two-dimensional

parameter and show that a temporary polarization of beliefs can result from an

initial disagreement, but that beliefs finally converge to a common value. In con-

trast to these papers, we incorporate the beliefs distortion in a decision-theoretic

model where the agent’s observations depend (partly) on his choices.

In our model the agent has a distorted view of reality, which relates the the-

ory to the literature on misspecified learning. Starting with Berk (1966), this

4The expression attribution bias has been used to describe several phenomena, some of which
are distinct from the issues studied in this paper. Haggag and Pope (2016) provide evidence
that people misinterpret how transient contingencies (e.g., the weather, or their thirst) affect
their experienced utility (e.g., from a visit to a park, or from drinking a beverage) and review
the corresponding literature in psychology. In another context, people are prone to explaining
the behavior of others by intrinsic dispositions rather than external circumstances, a mistake
coined as the “fundamental attribution error” (Ross and Nisbett, 2011). In these experiments,
a subject typically has to write an essay advocating a controversial opinion, and observers
fail to account for this constraint when asked to infer the subject’s genuine political attitude
(Jones and Harris, 1967). Our model focuses instead on attributions of objective outcomes of
a pass-fail nature.
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literature relaxes the assumption that the observer initially attaches a positive

probability to the true parameter of the data-generating process. Berk (1966)

and Bunke and Milhaud (1998) study the asymptotic behavior of Bayesian pos-

teriors, thereby extending standard convergence results in the case where the

model is correctly specified. Esponda and Pouzo (2016) and Fudenberg et al.

(2016) build on this literature to study the interaction between beliefs and de-

cisions in misspecified settings. Esponda and Pouzo (2016) propose a general

equilibrium framework for situations where players assign zero probability to the

true mapping between actions and consequences. They postulate that players’

beliefs are concentrated on subjective models that minimize the Kullback-Leibler

distance relative to the true model—and provide a learning foundation for this

assumption, a property that also arises through Bayesian learning in our frame-

work. Fudenberg et al. (2016) consider a continuous-time model of active but

misspecified experimentation and characterize the set of possible asymptotic be-

liefs and actions. Our model assumes a special form of misspecification, which

allows us to characterize the learning and experimentation mistakes that over-

confident agents are prone to. In addition, the misspecification that we consider

is related to but conceptually distinct from the notion used in this literature.

In particular, while the agent assigns zero prior probability to his true average

reward, he might attach a positive prior probability to his true success rate inside

a given environment, which makes his learning process correctly specified if he

operates forever inside this environment. As a consequence (see section 2.6), he

might ultimately form correct predictions and therefore stop being surprised by

his outcomes. In this situation the agent will not have the opportunity to realize

that his model is wrong, which circumvents the standard criticism addressed to

theories of misspecified learning according to which the decision-maker should

reconsider his prior after a sufficiently long history.

The effect of overconfident beliefs on learning about exogenous variables was

also simultaneously and independently explored by Heidhues et al. (2015). While

some of the insights are similar in both papers, in particular the link between

overconfidence and lack of perseverance, the models are distinct and their im-

plications differ in some interesting ways. On a technical note, Heidhues et al.

(2015) consider a continuous action space and continuous outcomes, rule out

learning on ability and assume parametric forms that make learning motives

irrelevant for the agent’s decision. Conversely, we restrict attention to binary

actions and outcomes but make no parametric restrictions. In sections 2.4 and
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2.5 we also allow the agents to learn about both parameters. Importantly, we

show that the agent is not always too pessimistic regarding his environment, and

that the direction of the attribution bias depends upon the complementarity be-

tween ability and the quality of the environment. Finally, the papers focus on

different aspects of the learning process. In particular, Heidhues et al. (2015)

characterize the vicious circle associated with the joint evolution of beliefs and

behavior, whereas the results linked to the exogenous or endogenous (in)stability

of the environment are specific to this paper.

2.3 Environment

An individual is engaged in a repeated task over an infinite horizon indexed

by t ∈ {1, 2, · · · }. At each date t he receives a binary outcome πt: a success is

written πt = 1, whereas a failure is written πt = 0. The agent’s outcome at date

t depends on three variables. The first variable is his intrinsic ability at the task,

written θ and drawn on the support Θ = [θ, θ̄] according to the continuous pdf

f0. The second variable is a task-specific parameter λ that is exogenous to the

agent and conditions his outcomes. The variable λ is distributed according to

the continuous full-support pdf g0 on Λ = [λ, λ̄]. The third variable is a random

shock ωt. Importantly, λ describes some permanent features of the task about

which the agent learns by experimenting, whereas ωt is temporary. The variables

λ, θ and ωt are mutually independent, and the shocks ωt are independently and

identically distributed across periods. Given a pair (λ, θ), the agent’s probability

of succeeding at the task is therefore stationary and written p(λ, θ). The function

p is of class C2 and bounded away from 0 and 1.

We write pλ and pθ for the partial derivatives of p.

Assumption 2.1. pλ > 0, pθ > 0

The agent’s ability is therefore measured by θ, whereas λ summarizes the

easiness of the task or the extent to which the environment is favorable to the

agent’s prospects. We will refer to λ as the quality of the environment. As a

primitive we will assume that the agent is overconfident about θ and we will

draw the consequences of this assumption for his beliefs over λ and p(λ, θ). Since

underconfidence concerns a smaller but non-negligible fraction of the population,

we will also mention how our results are modified if the agent has unrealistically

low expectations over θ.
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We assume that θ is fixed. Whether λ remains constant or vary will depend

upon the application considered. In some contexts it is reasonable to assume that

the production function remains fairly stable, for instance if a worker performs

the same task in the same production unit for a long time. In other contexts

the environment or the nature of the task might change for exogenous reasons

(a reorganization of the firm, the beginning of a new academic year with other

instructors at the university, etc.). We study these situations in section 2.4 and

2.5 by considering the agent’s inferences given an exogenous data set. We also

emphasize some immediate behavioral implications of overconfidence in simple

decision problems. Finally, in some other applications the stability of the envi-

ronment is an endogenous feature of the model if the agent has the opportunity

to self-select into a new environment or task if he is dissatisfied with the current

one. In section 2.6 we make the experimentation outcomes endogenous to the

agent’s decisions and analyze the resulting interaction between self-esteem and

learning behavior.

2.4 Asymptotic learning

We start by analyzing the agent’s long-run beliefs in passive learning situ-

ations. The results of this section will be useful to study the experimentation

problem of section 2.6. They are also of independent interest for the applications

where the environment is exogenously imposed to the agent.

2.4.1 Learning in stable environment

We first assume that λ remains constant over an infinite horizon and study

under which conditions the agent’s self-view converges to the true value. We

write (λ0, θ0) for the true parameters of the data-generating process, initially

unknown to the agent, and we assume that both are interior: λ0 ∈ (λ, λ̄) and

θ0 ∈ (θ, θ̄). Since we are interested in studying whether the individual learns the

true values of the parameters, our notions of convergence are to be understood in

an objective sense and not relative to the agent’s own expectations. Throughout

section 2.4 we assume that the agent is initially overconfident in absolute terms.

∫ θ̄

θ0

f0(θ)dθ = 1
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Consider the set

Ω(λ0, θ0) = {(λ, θ) ∈ Λ×Θ | p(λ, θ) = p(λ0, θ0)}

that contains all the pairs (λ, θ) that predict the true success rate.

We assume that there exists (λ, θ) ∈ Ω(λ0, θ0) such that f0(θ) > 0.5 This

assumption ensures that the learning process is correctly specified, in the sense

that the agent’s prior beliefs regarding his probability of success attribute a

positive probability to any open neighborhood of the true value p(λ0, θ0).

We write µt for the measure that describes the agent’s posterior beliefs re-

garding the two-dimensional parameter (λ, θ), and ft for the posterior pdf over

θ at date t. We are interested in the asymptotic properties of µt and ft.

The agent receives an infinite sequence of informative signals. At the limit,

Bayesian updating leads him to form an accurate perception of the true probabil-

ity of success p(λ0, θ0), approximated by his actual empirical success rate. Stan-

dard statistical learning theorems prove that the sequence of posterior beliefs is

consistent: almost surely, the agent’s beliefs asymptotically attach a probability

1 to any open neighborhood of the set Ω(λ0, θ0).

Nevertheless, the information observed by the agent is not sufficient to ex-

tract the true values of λ and θ individually: since several pairs (λ, θ) predict the

same success rate, each parameter is not identifiable separately. Since the agent

initially—and at each point in time—overestimates the value of θ, he must ulti-

mately become over-pessimistic about λ for his theory to be consistent with the

observed outcomes. An overconfident agent successfully predicts his frequency

of success at the limit, but since he keeps an unrealistically high self-esteem he

blames external factors to rationalize his observations.

Proposition 2.1. 1. For every open neighborhood U of Ω(λ0, θ0),

limt→+∞ µt(U) = 1 almost surely.

2. For all ϵ > 0, limt→+∞ µt([λ,λ0 + ϵ)× [θ0, θ̄]) = 1 almost surely.

Overconfidence is transmitted by Bayes’ rule from the prior beliefs to all

posterior expectations. However, it is worth emphasizing that the agent finally

forms a theory that is consistent with his observations. At the limit, he therefore

correctly predicts his future success rate and his decisions in this environment

(e.g., effort provision) are based on accurate forecasts. This feature makes the

5Recall that g has full support, thereby ensuring that g0(λ) > 0.
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theory distinct from a misspecified model in which learning is impaired by the

fact that the agent’s prior beliefs initially assign a probability zero to the true

parameter of the data-generating-process (Fudenberg et al., 2016; Esponda and

Pouzo, 2016).

To further understand the link between overconfidence and asymptotic attri-

butions, corollary 2.1 relates the limit beliefs of two individuals who differ only

in their initial prior self-confidence levels f0,1 and f0,2. Individual 1 is more con-

fident than individual 2 in the sense that the support of f0,1 is (uniformly) above

the support of f0,2. Since both agents correctly predict p(λ0, θ0) at the limit,

individual 1’s assessment of λ is (uniformly) more pessimistic than individual

2’s assessment. In this corollary we also assume that both models are correctly

specified in the sense that there exists (λi, θi) ∈ Ω(λ0, θ0) (for i = 1, 2) such that

f0,i(θi) > 0.

Corollary 2.1. Consider two pdfs such that inf(supp(f0,1)) > sup(supp(f0,2)).

There exist two sets Λ1,Λ2 ⊆ [0, 1] such that sup(Λ1) < inf(Λ2) and

limt→+∞ µt,i(Λi ×Θ) = 1 almost surely for i = 1, 2.

2.4.2 Learning in unstable environments

We now analyze the agent’s learning behavior in the situation where he per-

forms the task in infinitely many different environments, or where he performs

infinitely many different tasks that rely on the same skills. Suppose that a

new value of λ is drawn at each period according to the prior g0 and indepen-

dently from past realizations. The empirical long-run success rate now equals
∫
Λ p(λ, θ0)g0(λ)dλ, which identifies θ0. In a correctly specified model (i.e. if

f0(θ0) > 0), overconfidence vanishes asymptotically.

Proposition 2.2. If a new value of λ is drawn at each period from an iid process,

and if f0(θ0) > 0, then for every ϵ > 0

lim
t→+∞

∫ θ0+ϵ

θ0

ft(θ)dθ = 1

almost surely.

Propositions 2.1 and 2.2 establish some predictions of the model linking the

stability of the environment to the evolution of beliefs. These predictions are

testable in controlled experiments or in contexts where changes in exogenous
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payoff-relevant characteristics of the task (teachers, co-workers, etc.) occur nat-

urally. This result has straightforward behavioral implications. An agent who

operates in a stable environment forms correct limiting beliefs about his future

outcomes in this environment. All the behavioral distortions associated with

his initial overconfidence (e.g., excessive effort investment) therefore disappear

asymptotically and the individual’s decisions are based on accurate beliefs. How-

ever, if a new value of λ is drawn, his overconfidence is no longer mitigated by his

pessimism regarding the quality of the environment, which leads him to overesti-

mate his future outcomes and to fall prey to the associated behavioral mistakes.

Finally, the individual learns his true ability if he experiments the task with in-

finitely many different types of environments. For instance, a worker ultimately

forms accurate beliefs about the outcomes of his teams’ collective effort, but

holds his co-workers responsible for the disappointing success rate and remains

overconfident about his own skills. Transferred into a new team, he becomes

overoptimistic again about the collective performance. This bias disappears it-

self over time, and his overconfidence vanishes if he collaborates with a large

number of different teams.

2.5 Learning on the trajectory

In this section we analyze the effect of initial self-confidence on the inferences

made by the agent after a finite number of observations. We assume that the

agent operates in an environment m whose type λ is fixed. Our exercise consists

in comparing two agents who share the same prior distribution over λ, given

by the pdf g0, but who hold different initial beliefs about their ability. Agent i

(i = 1, 2) starts the game with a prior self-confidence represented by the pdf f0,i.

Both functions are linked by a monotone likelihood ratio property that intro-

duces a notion of comparative self-confidence. Alternatively, this exercise can be

interpreted as comparing an overconfident agent’s actual beliefs and behavior to

the benchmark case in which he has the correct prior distribution in mind. We

write ≽MLR for the monotone likelihood ordering: if u and v are two functions of

a real variable x defined on the same interval, u ≽MLR v means that the function

x → u(x)/v(x) is well-defined and nondecreasing.

Assumption 2.2. f0,1 ≽MLR f0,2

At date t, the number of successes obtained so far is a sufficient statistic for

the agents’ beliefs. We therefore write Hm
t = n for a history composed of n
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successes out of t trials in the environment m and we drop the superscript m

when it is not confusing. We write with a subscript (t, n, i) the posterior beliefs

formed by individual i conditional on the history Ht = n. For instance, ft,n,i is

the posterior pdf formed by agent i over his ability.

We first observe that the monotone likelihood ratio order is preserved by

Bayes’ rule. As a consequence, agent 1 remains more confident than agent 2

after any common sequence of observations.

Claim 2.1.

For any (t, n), ft,n,1 ≽MLR ft,n,2

The results of this section will make clear that assumption 2.1 is not sufficient

to make predictions about the nature of the agent’s distorted inferences. The

latter depends on the degree of complementarity between the individual’s ability

and the quality of the environment. We first study the case where λ and θ are

complements to each other. The case where λ and θ are substitutes is discussed

in subsection 2.5.3. The complementarity between λ and θ is reflected by a

monotone likelihood ratio property.

Assumption 2.3. The function p is strictly log-supermodular:

pλθp > pλpθ

Assumption 2.3 implies that the likelihood ratio p(λ, θ1)/p(λ, θ2) is increasing

in λ for any θ1 > θ2. The parameter λ measures the extent to which the agent’s

intrinsic ability matters relative to luck or other external factors. The higher λ

is, the more individual skills are important to succeed. As a consequence, the

outcome π conveys more information about θ under higher values of λ, and vice

versa.

Combined with assumption 2.1, assumption 2.3 describes situations where

more favorable environments are more informative about the agent’s ability. It

is an appropriate assumption in contexts where a failure in an unfavorable envi-

ronment does not convey much information about the agent’s type because even

skilled individuals are unlikely to succeed; by contrast, the outcome of the agent’s

effort in a favorable environment is a better indicator of his ability. An increase

in λ has therefore two effects on the agent’s prospects. First, it increases his suc-

cess rate. Second, it magnifies the rewards to talent: more talented individuals

benefit more from an increase in the quality of the environment.6

6Assumption 2.3 implies that pθ/p is increasing in λ. In a context where skills can be
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2.5.1 Attribution bias

We first study the link between the agent’s initial self-confidence and his

inferences over the type λ of his current environment. Proposition 2.3 establishes

the link between overconfidence and biased attributions. We write gt,n,i for the

posterior pdf formed over λ by agent i following the history Ht = n.

Proposition 2.3. If assumption 2.3 holds there exists α0, β0 ∈ (0, 1) such that:

1. If n ≥ α0t, then gt,n,1 ≽MLR gt,n,2.

2. If n ≤ β0t, then gt,n,1 ≼MLR gt,n,2.

This result does not require any correlation between θ and λ from the ex

ante perspective. Under assumption 2.3, an overconfident individual tends to

over-infer from his outcomes. After a successful history, agent 1 overestimates

λ: since individual characteristics are more important under high values of λ, he

underestimates the contribution of transient external contingencies (e.g., luck)

to his successes. Conversely, he has a greater tendency to indict external factors

after a sequence of failures. If f0,2 is interpreted as the correct prior distribu-

tion, the result states that agent 1 is prone to an attribution bias in line with

experimental findings: he overestimates the value of λ relative to the objective

value after succeeding and underestimates it otherwise. Notice that this pat-

tern of attributions results from Bayes’ rule applied to incorrect prior beliefs, as

documented in the experiment by Grossman and Owens (2012).

The model also predicts an inverse attribution bias for individuals starting

from an unrealistically low self-esteem. This finding resonates with casual evi-

dence on the imposter syndrome, whereby high achievers understate the value

of their accomplishments and exaggerate the role of luck. Consistently with

the model, this mindset if found more often among women or minority groups

(Clance and Imes, 1978; Sonnak and Towell, 2001) who are also known for dis-

playing lower-than-average self-confidence levels.

This result has a variety of implications. The direction of the distortion in-

forms us about the type of behavioral mistakes associated with overconfidence

in subsequent decisions, supposing that only immediate outcomes are payoff-

relevant (e.g., if the agent is myopic). First, the agent misperceives the produc-

tivity of individual talent in his environment. To formalize this result, suppose

acquired through investment in human capital, λ measures both the immediate productivity
of effort and the extent to which educational investment pays off in the long-run.
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that the agent tries to estimate, based on his own outcomes, the difference in

productivity between an individual of type θL and an individual of type θH > θL

in the environment m. Formally, the agent estimates

ϑt,n,i = P[π = 1 | m,Hm
t = n, θH ]− P[π = 1 | m,Hm

t = n, θL]

This parameter governs important decisions, such as how much to invest in one’s

(or one’s children’s) human capital. Given assumption 2.3, ϑt,n,i is increasing

in the agent’s perceived λ. Proposition 2.3 implies the following result: after a

successful history (respectively a disappointing history), the agent overestimates

(respectively underestimates) the extent to which people obtain their just deserts.

Proposition 2.4. If assumption 2.3 holds there exists α1, β1 ∈ (0, 1) such that:

1. If n ≥ α1t, then ϑt,n,1 ≥ ϑt,n,2.

2. If n ≤ β1t, then ϑt,n,1 ≤ ϑt,n,2.

Second, the agent misperceives the quality of his environment relative to the

average λ: he is too easily disappointed after a sequence of failures and too

optimistic about his environment after a sequence of successes. Suppose that at

date t the agent contemplates the opportunity to replace the environment m by

another environment m′ whose type λ is randomly drawn according to the prior

g0. Formally, he estimates

ϵt,n,i = P[π = 1 | m′, Hm
t = n]− P[π = 1 | m,Hm

t = n]

The parameter ϵt,n,i also governs important decisions, such as changing profes-

sion, hiring new workers, divorcing, etc. Proposition 2.5 implies that a successful

individual is inclined to make escalating commitments in environments in which

he has succeeded, while a disappointed individual tends to see the grass too green

elsewhere.

Proposition 2.5. If assumption 2.3 holds there exists α2, β2 ∈ (0, 1) such that:

1. If n ≥ α2t, then ϵt,n,1 ≤ ϵt,n,2.

2. If n ≤ β2t, then ϵt,n,1 ≥ ϵt,n,2.

86



2.5.2 Optimism

In this subsection we study how the agent’s self-confidence affects his beliefs

regarding his future outcomes in m. Let

ht,n,i = P[πt+1 = 1 | m,Hm
t = n]

denote agent i’s subjective probability of succeeding at his next trial in m fol-

lowing the history Hm
t = n. The variable ht,n,i measures the decision-maker’s

optimism regarding his future (immediate) outcome. If the agent is myopic,

this parameter determines his binary decision between persevering at the task or

selecting a known outside option.

Initial self-confidence has two effects. First, a more confident individual in-

trinsically tends to perceive a higher probability of success. Second, miscalibrated

beliefs over θ also influence the decision-maker’s inferences about λ, as propo-

sition 2.3 shows. An overconfident high-achiever overestimates both θ and λ,

which makes him too optimistic about his probability of success.

In contrast, a less successful individual overestimates θ but underestimates

λ. The two effects go in opposite directions and the overall impact on optimism

depends on which of these effects dominates. If the attribution effect is greater,

self-confidence causally undermines perseverance after failure in this dynamic

setting, an effect that runs counter to common wisdom. As Bénabou and Tirole

(2003) point out: praising a child after a failure can make him desperate about

his environment, whereas criticizing him (“You failed even though the task was

easy”) lowers his self-esteem but might promote his faith in the returns to effort.

We show that the attribution effect can dominate the self-confidence effect

and make the decision-maker overly pessimistic. Proposition 2.6 delivers a condi-

tion under which this property holds after a sufficiently large number of failures.

The condition states that the return to ability equals zero for small values of λ.

In other words, the individual believes that the lowest-quality environments do

not reward individual merit at all.7

Assumption 2.4. There exists ϵ > 0 such that

∀(λ, θ) ∈ [λ,λ+ ϵ]×Θ, pθ(λ, θ) = 0
7Under assumption 2.4, the function p is log-supermodular but not strictly so on the domain

[λ,λ+ ϵ]×Θ. We assume strict log-supermodularity of p only on [λ+ ϵ, λ̄]×Θ.
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Under assumption 2.4, individual 1 becomes desperate about his environment

faster than individual 2, and his initial overconfidence has no impact for the low

values of λ on which the agents’ beliefs are asymptotically concentrated. As

a result, overconfidence generates over-optimism after successful histories and

over-pessimism after a sufficiently large number of failures.

Proposition 2.6. Suppose that assumption 2.3 holds.

1. There exists α3 ∈ (0, 1) such that ht,n,1 ≥ ht,n,2 if n ≥ α3t.

2. Suppose that assumption 2.4 holds. Then, for all n ∈ N, there exists t̄(n) ∈
N such that ht,n,1 ≤ ht,n,2 whenever t ≥ t̄(n).

Before analyzing the complete experimentation decisions in section 2.6, we

highlight some behavioral implications of proposition 2.6 in contexts where the

agent cares only about immediate outcomes, thereby neglecting the value of in-

formation associated with his decisions. After successful histories the agent’s

decisions are based on an unrealistically high perception of his chances of suc-

cess. He falls prey to the same distortions that arise in theories of overconfidence

in which λ is known (Bénabou and Tirole, 2002): in particular, excessive ef-

fort investment if ability and effort are complements (Bénabou and Tirole, 2002;

Baumeister et al., 1993), insufficient effort provision if effort and ability are sub-

stitutes (Bénabou and Tirole, 2002), risk-taking (Barber and Odean, 2001) and

competitive behavior (Camerer and Lovallo, 1999). In addition, he is inclined

to making escalating commitments in environments in which he has succeeded

at the cost of missing profitable outside opportunities that might appear along

his trajectory. Conversely, after unsuccessful outcomes the agent perceives un-

realistically low chances of success and falls victim to the opposite mistakes. In

particular, he tends to quit the task too early after failures while persevering

would potentially make him better off, to invest too little in his human capital

and to switch tasks or environments too frequently.8

2.5.3 Substitutes

We now briefly discuss how our results are modified if ability is a substitute

rather than a complement to the quality of the environment. This assumption

8The link between ego and lack of perseverance is exemplified by the increasing preoccu-
pation, among American employers, regarding the lack of grit exhibited by the so-called Y
generation. Interestingly, this phenomenon coincides with the propagation, both at school and
among households, of self-development theories that promote self-confidence as a key asset for
succeeding in life.
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describes cases where the rewards to individual talent are greater in difficult tasks,

for instance because everyone is likely to succeed at an easy task. In the appendix

we show that the appropriate assumption is the strict log-supermodularity of 1−
p, which together with assumption 2.1 implies that p is strictly log-submodular,

i.e. that the likelihood ratio p(λ, θ1)/p(λ, θ2) is decreasing in λ for any θ1 > θ2.9

Proposition 2.7 shows that the direction of the attribution bias is opposite to the

case where λ and θ are complements.

Assumption 2.5. The function 1− p is strictly log-supermodular.

Proposition 2.7. If assumption 2.5 holds there exists α4, β4 ∈ (0, 1) such that

1. If n ≥ α4t, then gt,n,1 ≼MLR gt,n,2.

2. If n ≤ β4t, then gt,n,1 ≽MLR gt,n,2.

Since the nature of the environment is less important when the agent is more

skilled, an overconfident individual tends to infer too little from his outcomes,

which contrasts with proposition 2.3. After a sequence of successes he minimizes

the role played by his environment and attributes too much merit to himself.

After a sequence of failures he blames the temporary shocks and is too slow at

inferring that he faces a difficult task. The behavioral distortions are therefore

distinct from the case where λ and θ are complements: the agent tends to per-

severe too long in tasks that are too difficult, while he fails to acknowledge the

contribution of his environment to a successful history.

Although the direction of the bias is different, propositions 2.3 and 2.7 have

a common meaning. In both cases an overconfident individual overestimates

the role of ability relative to external factors after a successful history while he

underestimates the importance of skills after failing. In particular, the result of

proposition 2.4 remains true in identical terms if 1−p is strictly log-supermodular.

Whether this distortion leads the individual to perceive the task as easier or more

difficult than it is depends on whether the informativeness of the outcomes about

the agent’s ability varies positively or negatively with the difficulty of the task.

9In the proof of proposition 2.3 we use the fact that 1− p is strictly log-submodular, which
is implied by assumptions 2.1 and 2.3.
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2.6 Active learning

2.6.1 Decision problem

In this section we make the information sets endogenous by analyzing the

agent’s experimentation decisions. We incorporate our model into a class of

infinite-horizon bandit problems introduced and analyzed in Banks and Sun-

daram (1992). The agent faces an infinite and countable number of different

environments (firms, workers, partners, tasks, etc.) written 1, · · · ,m, · · · . Each

environment is described by a type j ∈ {1, · · · , J}. Ex ante all environments

look similar to the agent: the probability that an environment is of type j is

equal to ν(j) > 0. If the environment is of type j its quality equals λj and

the probability of success in that environment for an agent of ability θ equals

p(λj, θ). We assume that λ1 > · · · > λJ , i.e. that the best types have the lowest

indices. Unless otherwise specified, we make no assumptions on p other than

those described in section 2.3.

At each date t the agent chooses an environment (an “arm”) m ∈ N and

receives his outcome πt. The agent can either select a new environment that he

has never tried or persevere in an environment in which he has already performed

the task.10 We will say that the agent experiments if he decides to switch from

his current environment.

We assume that the agent has no uncertainty regarding his ability: his prior

beliefs put a probability 1 on some value θ ∈ Θ. This assumption ensures that

the arms of the bandit problem are independent from each other: the knowledge

gained by the agent in one environment does not provide any information about

his rewards in other environments. Allowing for two-dimensional experimenta-

tion would certainly be desirable but this class of problems is very complex to

analyze, not least because the standard tools from the bandit literature such

as the dynamic allocation indices (Jones and Gittins, 1972) do not apply for

correlated bandit problems.

After witnessing his outcome πt in the environment m the agent updates his

beliefs about the type of m and proceeds with the game. He faces a trade-off be-

tween exploitation—maximizing his immediate expected reward—and exploration—

acquiring knowledge about his current environment. The agent is an exponential

discounter with a factor δ ∈ [0, 1). A date t-history describes the identity of the

10The agent is allowed to opt in again into an environment that he has previously tried and
discarded, although Banks and Sundaram (1992) show that there exists an optimal policy that
does not make use of this possibility.
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environment selected at each date s ≤ t and the outcome obtained. A policy

σ is a sequence of functions σt : Ht → N where Ht is the set of possible date

t-histories. Given a history Ht, σt(Ht) specifies which environment the agent

selects at date t. The objective of agent i is to find a policy σ that maximizes

his expected discounted gain:

V (θi) = max
σ

+∞∑

t=1

δtE[πt | σ]

Banks and Sundaram (1992) analyze the optimal policy in that class of sit-

uations under the assumption that the agent has a correctly specified model.

Our aim is to understand how overconfidence affects the behavior of the agent

in this framework. We therefore consider two individuals. Agent 2 has correct

beliefs about his ability θ2 and the results of Banks and Sundaram (1992) apply

for this individual: in particular, almost surely agent 2 stops experimenting in

finite time, i.e. he uses only a finite number of environments. Agent 1 has over-

confident beliefs θ1 > θ2 while his true ability is θ2. Both individuals have the

same prior ν over the types of environments. Comparing their behaviors informs

us about the type of mistakes associated with overconfidence in experimentation

decisions. Let pj = p(λj, θ2) be the true expected reward in an environment of

type j.

We proceed as follows. We first provide a complete characterization of exper-

imentation decisions when J = 2, i.e. when only two types of environment are

possible. In that case we show that agent 1 experiments more than agent 2 in the

following sense: for any common history Hm
t = n witnessed in an environment,

agent 1 cannot decide to persevere in this environment if agent 2 decides to drop

out. We then generalize this result for J ≥ 2 by providing conditions under which

the set of types for which agent 1 stops experimenting with a positive probability

is smaller than the corresponding set for agent 2, suggesting that agent 1 is less

easily satisfied with an environment than agent 2 and experiments more. We

finally investigate under which conditions agent 1’s overconfidence leads him to

experiment forever. We show that this is the case if and only his initial overcon-

fidence is sufficiently large in the sense that the highest possible success rate does

not approach the minimum asymptotic success rate that he initially expects.
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2.6.2 Monotonicity results

Binary case We first analyze the case where J = 2. This assumption simpli-

fies the analysis and allows us to characterize the effect of overconfidence since

it implies that the policy that maximizes the immediate reward is an optimal

policy (Banks and Sundaram, 1992). The agent therefore stays in his current

environment m if he expects a higher probability of success in m compared to

an untried environment m′, and switches to an untried environment otherwise.

Equivalently, the individual persists in an environment m as long as the weight

that he attaches to m being of type 1 is greater than his prior belief.

Proposition 2.8 states that agent 1 experiments more than agent 2: if agent 1

decides to stay in the environment m after witnessing the history Hm
t = n, agent

2 finds it optimal to stay as well. In other words, agent 1 decides to switch too

early relative to the payoff-maximizing strategy.11

Proposition 2.8. If agent 1 stays in m after history Hm
t = n, agent 2 also finds

it optimal to stay after Hm
t = n. As a result, the expected number of environments

tried by agent 1 is greater than the expected number of environments tried by agent

2.

Asymptotic result We now drop the assumption n = 2 and we provide an

asymptotic result on the agent’s experimentation decisions. Let us write T (θi) ⊆
{1, · · · , J} for the set of possible types j that satisfy the following property: if

agent i selects an environment m whose true type is equal to j, agent i has

a positive probability of staying in the environment m forever. Thus, T (θi) is

the set of types that might induce agent i to stop experimenting. Banks and

Sundaram (1992) show that T (θ2) is nonempty and of the form {1, · · · , τ(θ2)}
for some threshold τ(θ2). We are interested in comparing T (θ1) and T (θ2).

For this result, we restrict attention to the case where the distributions of

p(., θ1) and p(., θ2) coincide except at the extreme parts.

Assumption 2.6. p(λj, θ1) = pj−1 for all j = 2, · · · , J

This assumption facilitates the analysis for two reasons. First, it ensures that

for all j ∈ {1, · · · , J −1}, if agent 1 stays in an environment of type j forever his

11This result does not assume any complementarity between λ and θ as in proposition 2.3.
It is weaker than proposition 2.3 in the sense that it does not compare the agents’ expectations
of λ: it states that, after any sequence of outcomes that makes agent 2 less optimistic about λ
relative to the (common) prior, agent 1 is less optimistic as well.
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beliefs about his future reward converge to the true value pj. This property elimi-

nates the complications and incongruities linked to the misspecification of beliefs

in a stable environment, which could lead agent 1 to stay forever in an envi-

ronment while having forever over-optimistic beliefs regarding his future success

rate. Second, it allows us to derive a monotonicity property on the value function

of the dynamic programming problem. We also assume for simplicity that the

prior ν is uniform on {1, · · · , J}, which guarantees that for all j ∈ {1, · · · , J−1}
both agents envision the success rate pj with the same prior probability.

Given these assumptions we prove that T (θ1) ⊆ T (θ2), i.e. that agent 1

stops experimenting less easily than agent 2. The proof relies on the following

two steps. We first show that V (θ1) > V (θ2), where V (θi) is the (perceived)

value of the dynamic programming problem for agent i. In other words, agent 1

is more optimistic ex ante regarding the expected utility that he will reap from

the game.12 After staying for a sufficiently long time in a stable environment,

both agents agree on the future expected reward in this environment. But since

V (θ1) > V (θ2), agent 1 perceives greater rewards from trying a new environment

than agent 2, which induces him to leave more willingly. The set of environ-

ments that agent 1 might find to his liking is therefore too small due to his

overconfidence.

Proposition 2.9. T (θ1) ⊆ T (θ2)

Proposition 2.9 is also true if θ1 is the correct parameter value, i.e. if agent

1 has realistic expectations whereas agent 2 is underconfident. Underconfident

agents therefore make the opposite mistakes: they experiment too little and

might settle in environments of poor quality.

2.6.3 Misspecified learning

Banks and Sundaram (1992) show that an agent with a correctly specified

model stops experimenting in finite time almost surely. We now investigate the

conditions under which this property holds for an overconfident decision-maker.13

In this subsection we make no assumptions on p other than those described in

12Alternatively, this property means that agent 1’s overconfidence fosters his motivation to
enter the game initially if he has an outside option. This is not true without further assumptions
on p: in particular the monotonicity of p is not sufficient to imply that V (θ1) > V (θ2). See
Berry and Fristedt (1985) for counter-examples.

13By proposition 2.9, it is straightforward to see that T (θ2) is not empty if θ1 is the correct
parameter value: in other words, underconfident agents also stop their experimentation efforts
in finite time almost surely.
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section 2.3. Let us write T̃ (θ1) ⊆ {1, · · · , J} for the set of possible types j that

satisfy the following property: if the agent’s true ability is equal to θ1 and if

agent 1 selects an environment m whose true type is equal to j, agent 1 has

a positive probability of staying in the environment m forever. Thus, T̃ (θ1) is

the set of types that might induce agent 1 to stop experimenting if agent 1’s

true type were equal to θ1. T̃ (θ1) contains the types j such that agent 1 would

agree on committing to stay in an environment forever if he were certain that this

environment is of type j. To avoid discussing singular cases we assume that there

exists no j ∈ {1, · · · , J} such that the agent is indifferent between experimenting

a new arm and selecting an arm of known expected reward p(λj, θ1). We write

τ̃1 = sup{T̃ (θ1)}. The success rate p(λτ̃1 , θ1) is the minimum asymptotic success

rate that agent 1 expects to receive.

We show that agent 1’s experimentation efforts stop in finite time if and only

if the maximum expected reward p1 obtained under the true data-generating-

process exceeds his expectation p(λτ̃1 , θ1) or approaches it sufficiently closely. If

the agent’s expectations are too unrealistic, he will ultimately be dissatisfied

by any type of environment, believing that he can receive better rewards if he

switches to a new one. If p, q ∈ (0, 1) we write R[p | q] for the Kullback-Leibler

divergence of the probability distribution (p, 1− p) relative to (q, 1− q).

Proposition 2.10. Consider p∗ defined by

R[p∗ | p(λτ̃1 , θ1)] = R[p∗ | p(λτ̃1+1, θ1)]

If p1 < p∗ agent 1 experiments forever almost surely. If p1 > p∗ agent 1 stops

experimenting in finite time almost surely.

Under assumption 2.6 proposition 2.10 implies the following corollary: agent

1 experiments forever almost surely if τ̃1 = 1, i.e. if he expects an (impossible)

asymptotic success rate equal to p(λ1, θ1), and agent 1 stops experimenting in

finite time almost surely otherwise.

The intuition for this result is as follows. Standard results in the statis-

tics literature on misspecified learning show that the agent’s limiting beliefs are

concentrated on the distributions that minimize the Kullback-Leibler divergence

relative to the true distribution (Berk, 1966). Translated into our framework, this

result implies that if p1 < p∗, irrespective of the true type j of the environment,

the agent’s beliefs converge almost surely to a limit distribution whose support

is bounded above by p(λτ̃1+1, θ1), which is not large enough to convince him to
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stay in the environment. He therefore exits in finite time with probability 1. If

p1 > p∗, by contrast, the environments of type 1 are good enough to induce him

to stop experimentation with finite probability. Since there are a finite number

of types, the agent would encounter environments of type 1 infinitely often on

his trajectory if he experimented forever, which is therefore a zero-probability

event.

Fudenberg et al. (2016) (claim 3) provide a related result in a different set-

ting. They analyze a continuous-time one-armed bandit problem with Bernoulli

rewards and misspecified prior beliefs. They show that the agent switches to the

known arm in finite time almost surely if the true frequency of success of the

bandit is small enough relative to the agent’s (binary) subjective prior over the

distribution of rewards, and with probability less than 1 otherwise. Although

proposition 2.10 has a similar intuition, the behavioral implications of over- or

underconfidence and the implied learning opportunities are different in the two

situations. In Fudenberg et al. (2016) an agent whose prior beliefs are under-

confident or only mildly overconfident has a positive probability of playing the

unknown arm forever. This leads him to receive an infinite number of signals

whose long-run distribution contradicts his asymptotic beliefs. In our model,

by contrast, this agent settles in a fixed environment in finite time with prob-

ability 1. If λ and θ are not separately identifiable in this environment (e.g.,

under assumption 2.6, or if the support of the agent’s beliefs over the possible

distributions of rewards is sufficiently rich) his beliefs over his future outcomes

might therefore converge to the true value. Conversely, if the agent is severely

overconfident, in the model of Fudenberg et al. (2016) he drops out from the

task with probability 1 and therefore stops learning. In our setting, by contrast,

he endogenously experiments with many different environments and receives an

infinite amount of data—whose distribution contradicts his prior. If the agent

were allowed to reconsider his prior beliefs—which is outside the scope of the

models—we would therefore expect overconfidence to be self-correcting in our

setting but underconfidence to be self-confirming, while the opposite is true in

Fudenberg et al. (2016)’s framework. This difference is due to the fact that in Fu-

denberg et al. (2016) the decision-maker leaves the task entirely when he drops

out, whereas in our setting he enters a new environment in which his ability

continues to condition his outcomes.
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2.7 Discussion and extensions

In this section, we discuss the interpretation of the model in different contexts

and we provide some testable predictions.

2.7.1 Interpretation of λ

Nature of the activity The variable λ can be viewed as the intrinsic diffi-

culty of the task. Assumptions 2.1 and 2.3 then refer to a context where easier

activities are more informative about the agent, for instance because succeeding

in a difficult environment requires exceptional circumstances. The model pre-

dicts that overconfident individuals underestimate the difficulty of the task after

succeeding and overestimate it after failing. If instead assumption 2.5 is satis-

fied, i.e. if the returns to skills are greater for difficult tasks, the prediction is

reversed: overconfident decision-makers attribute their failures to bad luck and

update their beliefs about the task too conservatively, which induces them to

persist too long after failing.

Fairness In broad terms, λ can be viewed as a parameter that measures the

extent to which people are responsible for their own outcomes, as opposed to luck

or other uncontrollable factors. A low-λ environment can for instance refer to

a situation where some social groups are discriminated against because of fixed

individual traits (gender, race, socio-economic background), in which case their

talent and their efforts can do little to compensate the fundamental inequity.

This contrasts with a high-λ environment that describes a society where people

get their just deserts.14

Our model predicts that successful individuals understate the importance of

socio-economic rigidities; believing in a “just world” (Lerner, 1980; Bénabou and

Tirole, 2006), they attribute others’ misfortunes to their own dispositions such

as their supposed lack of ability or willpower. Conversely, they overestimate the

merit of their high-achieving peers. Less successful individuals underestimate the

fairness of the social mobility system and display the opposite attributions.

In addition, if citizens factor distributive-justice concerns into judgment over

redistributive policies (Alesina and Angeletos, 2005), their view of the nature

14The model could easily be extended to allow for heterogeneous values of λ in the population,
reflecting the idea that chances are unequal. Assumptions 2.1 and 2.3 are well suited to describe
an individual growing up in a disadvantaged social group whose prospects are better in a fairer
society.
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of social competition determines their political preferences. Our model predicts

that the rich are too prone to advocate pro-market policies and low levels of

redistribution even if their material interest is not at stake, whereas the reverse

holds for the poor. The experiment by Deffains et al. (2016) offers evidence con-

sistent with this theory. After performing a real effort task whose production

function is uncertain, subjects tend to choose lower redistribution levels for their

peers if they learn that their own performance lies in the top half of the distribu-

tion. In the field, Di Tella et al. (2007) use a natural experiment in Argentina to

document that poor households are significantly more likely to believe in a “just

world” after receiving land property rights from the government.15

Production externalities In a team production context, λ can describe the

performance, intentions or skills of the decision-maker’s co-workers. The model

predicts that attributions of merit and blame in teams depend on the nature of

strategic relationships between the co-workers’ productions. If the returns to a

worker’s talent are increasing in his co-worker’s performance, an overconfident

individual takes out collective failures on his peers, which undermines his moti-

vation to invest in the group’s future projects.16 The model therefore predicts

that overconfident individuals are too quick to put an end to unsuccessful collab-

orations. After succeeding, in contrast, they form overoptimistic beliefs about

their peers and invest too much in the interaction.

The predictions are reversed if individual performances are substitutes. An

overconfident individual takes too much credit for collective achievements and

attributes the failures of his group to transient shocks such as bad luck, thereby

updating too slowly (in both directions) about his peers’ ability.

Information structure Suppose that the agent receives a sequence of infor-

mative signals about his ability, and that the correlation between signals is un-

certain ex ante. The model predicts that an overconfident individual exaggerates

the correlation when he receives a series of bad news, and underestimates it if he

receives a sequence of good news. For instance, consider a student or worker who

15In predicting that people’s redistributive preferences depend upon their own trajectory, our
theory is closely related to the seminal paper by Piketty (1995). The main difference is that,
in our model, self-perceptions influence the formation of beliefs conditional on a trajectory,
leading people to form heterogeneous perceptions of the same reality.

16Childrens’ and teenagers’ tendencies to form hostile and paranoid beliefs about the in-
tentions of the people with whom they interact are a recurrent topic of ethnographic studies
(Donnellan et al., 2005).
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receives feedback on a project from two advisers. His advisers might form their

judgment independently, or the second adviser might simply come round to the

first adviser’s assessment without studying the project. The informativeness of

the feedback is greater in the former case. The model predicts that the student

overestimates the independence of his advisers’ judgments if they both report

favorably on the project, and overestimates their correlation if they both express

adverse opinions.

2.7.2 Task selection

In some contexts, individuals have the opportunity to self-select into their

preferred type of environment. For instance, educational decisions involve choos-

ing between several paths that offer different levels of difficulty and give different

importance on individual ability relative to other factors, such as effort. We

briefly mention here the predictions of our model in the case where the individ-

ual is able to selectively pick a value of λ. Our results are special cases of existing

theorems of the monotone comparative statics literature (Milgrom and Shannon,

1994; Athey, 2002).

Suppose that the individual faces the decision problem

max
λ∈Λ

∫

Θ

p(λ, θ)ydF0,i(θ)− c(λ) (2.1)

where c(λ) is a continuous, increasing and convex cost. Suppose also that p

is concave in λ, thereby ensuring the existence of a unique optimal solution

λ∗
i for individual i. Proposition 2.11 shows that overconfident individuals tend

to invest in activities that are too ability-intensive. On a somewhat counter-

intuitive manner, overconfidence does not necessarily induce individuals to choose

tasks that are excessively difficult. This result is true if λ and θ are substitutes,

in which case the agent thinks that his talent can make up for a low quality-

environment. By contrast, if λ and θ are complements, the returns to effort

are greater in easier tasks and the individual therefore selects a task that is not

challenging enough compared to the optimal choice. Underconfident agents make

the opposite choices and self-select into environments in which ability plays little

role, which also prevents them from correcting their beliefs. To formalize this

intuition, proposition 2.11 compares the decision λ∗
i (i = 1, 2) in problem 2.1 of

two individuals whose prior beliefs are linked by assumption 2.2.
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Proposition 2.11. If p is log-supermodular, λ∗
1 ≥ λ∗

2. If p is log-submodular,

λ∗
1 ≤ λ∗

2.

Proof. See theorem 1 in Athey (2002).

2.7.3 Peer effects

Role models Popular culture frequently showcases the accomplishments of

role models in various domains (sport, science, business, etc.) as a source of

inspiration. The exposure to success stories is thought of as a way to promote

faith in the long-term return to effort, especially for groups who face unfavorable

conditions (ethnic minorities, female scientists, etc.). In this subsection we ana-

lyze how an individual’s beliefs are affected by the outcomes of his peers exposed

to similar conditions.

Consider an individual 1 with (possibly empty) history Ht1,1 = n1 and a

peer, individual 2, whose history Ht2,2 = n2 is observed by both agents. The

pdfs f0,1 and f0,2 describe agent 1’s initial beliefs over θ1 and θ2, respectively.

Both agents face the same value of λ, reflecting the idea that they operate in

similar environments. The variables λ, θ1 and θ2 are independent.

The effect of social learning on agent 1’s beliefs is summarized by the likeli-

hood ratios
gt1,n1 [λ | Ht2,2]

gt1,n1(λ)
and

ft1,n1,1[θ1 | Ht2,2]

ft1,n1,1(θ1)

Observing a successful role model yields good news about λ. If player 1 hasn’t

received any feedback information about his ability so far (t1 = 0), this is the

only effect. Exposure to role models therefore unambiguously fosters optimism

among inexperienced individuals.

If agent 1 already has some experience at the task, receiving information

over λ leads him to reexamine his own history and to update his self-confidence.

The direction of this effect depends on his success ratio and his own history,

as proposition 2.3 suggests. To fix ideas, suppose that individual 1 has failed

repeatedly. If assumption 2.5 is satisfied, the fact that λ is high boosts the agent’s

self-esteem by allowing him to attribute his misfortunes to temporary shocks. If

instead assumption 2.3 is satisfied, observing his peer succeed makes him realize

that the environment is more favorable than he thought, which delivers bad news

about his ability.17 As in proposition 2.6, the overall impact of the role model

17For instance, Lockwood and Kunda (1997) show that exposure to superstars is a positive
reinforcer when their achievements seem attainable to the individual, and a negative reinforcer
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on his perceived probability of success depends on which of these two effects

dominates.

Proposition 2.12. There exists α5, β5, γ5 ∈ (0, 1) such that, if n2 ≥ t2α5,

1. gt1,n1 [. | Ht2,2 = n2] ≽MLR gt1,n1 for all (t1, n1)

2. f0,1[. | Ht2,2 = n2] = f0,1

3. Under assumption 2.3, ft1,n1,1[. | Ht2,2 = n2] ≼MLR ft1,n1,1 if n1 ≤ β5t1

4. Under assumption 2.5, ft1,n1,1[. | Ht2,2 = n2] ≽MLR ft1,n1,1 if n1 ≤ γ5t1

2.7.4 Information avoidance

Besides holding an unrealistic self-view, a significant fraction of individuals

also display an aversion to self-relevant information (see for instance Burks et al.,

2013; Möbius et al., 2011; Eil and Rao, 2011). Under assumption 2.3, this pattern

of preference implies that varying λ has two opposite effects on motivation: a

positive instrumental effect—increasing λ magnifies the chance of success—and a

negative informational effect—increasing λmakes the outcomes more informative

about ability, which is undesirable. If the information aversion is strong enough,

an increase in λ can paradoxically undermine the motivation to exert effort.

Since λ is sometimes chosen or influenced by economic agents, this observation

opens the door to several interesting implications. First, the use of competitive

compensation schemes plausibly makes interpersonal comparisons of ability more

salient than noncompetitive pay-for-performance bonuses. Information-aversion

might lead individuals to reduce their effort provision in such situations, even if

their material incentives to effort are greater. Evidence that competitive rewards

depletes motivation and performance in the classroom is plentiful (Covington,

2000), especially for children who are particularly sensitive to failure. Similarly,

in the experiment by Bracha and Fershtman (2013), a competitive incentive

scheme reorients effort from a “smart” activity where ability is an important

input towards a more automatic task.

Second, in the educational context, the effort decision can itself be manipu-

lated by students in order to strategically influence the amount of information

transmitted to their environment. Information-avoiding individuals might resort

to self-handicapping behavior by working too little, by procrastinating, or by

otherwise.
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selecting into very challenging activities in order to be able to attribute their

failure to their lack of effort or to the difficulty of the task.18 On the other

hand, if effort is sufficient (but not necessary) to succeed, information aversion

generates excessive investment decisions aimed at eliminating any risk of failure

(Covington, 2000). Self-protective strategies might therefore generate both pro-

crastinators and overstrivers, as a function of their initial self-confidence. The

design of optimal feedback procedures to minimize these self-defeating strategies

is an important question, that we leave for future work.

Finally, the model also delivers an informational foundation to explain why

some individuals decide to raise obstacles to their peers’ success. As an illustra-

tion, a particularly striking sociological observation in some African-American

neighborhoods is that hard-working students are victims of harassment from

their classmates unless they decide give up on their ambitions (Austen-Smith

and Fryer Jr, 2005). According to our model, an information-averse individual

has incentives to hinder the achievements of his peers, since observing them suc-

ceed would shed a new (and unpleasant) light on his own outcomes and convey

bad news about his ability.

2.8 Conclusion

This paper shows that overconfidence generates distortions in the process

by which individuals learn about their environment, which can mitigate or even

reverse the behavioral implications of overconfidence in static settings. Our main

result is that an overconfident decision-maker is too easily dissatisfied by his

environment, perseveres too little after failing and tends to experiment too much

relative to the payoff-maximizing behavior.

The analysis can be extended in several directions. In particular, the in-

dividual decision problem can be used as a foundation to study the strategic

interaction between an agent and a principal or an audience. First, the agent

might be motivated by the opportunity to signal his ability to third parties,

as in career concern models. This would influence the type of environment or

tasks in which he strategically self-selects. Second, as our results show, a prin-

cipal tempted to use self-esteem management as a tool to motivate the agent

must take into account the trade-off between the immediate and the long-run

18Self-handicapping first appeared in the experiment by Berglas and Jones (1978), in which
some participants chose to take a performance-impairing drug before a difficult task.
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effects of a boost in self-confidence in the choice of an information disclosure

policy. Finally, information-averse agents might react negatively against the use

of high-powered incentives that reveal too much of their ability, which raises the

question of the optimal incentive scheme. More generally, the interaction be-

tween a principal who can influence the nature of the task or the environment

and an agent subject to ego-related cognitive distortions raises interesting and

important questions, that we leave for future work.
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Appendix

2.A Proofs of section 2.4

2.A.1 Proof of proposition 2.1

Consider the measure νt defined on the Borel σ-algebra of R by

νt(A) = µt({(λ, θ) ∈ Λ×Θ | p(λ, θ) ∈ A})

for every measurable A. This measure is well-defined since p is continuous and therefore

measurable.

The agent gathers an infinite number of i.i.d. binary signals. In addition, given

the assumptions in the main text there exists an open neighborhood O of p(λ0, θ0)

such that ν0(x) > 0 for any x ∈ O. It is a standard result in statistical learning

theory that posterior beliefs are consistent: for every open neighborhood U of p(λ0, θ0),

limt→+∞ νt(U) = 1 almost surely. This proves part 1.

To prove part 2, observe that µt(Λ × [θ0, θ̄]) = 1 at any date t, by Bayes rule.

Therefore

µt([λ,λ0 + ϵ)× [θ0, θ̄]) = 1− µt([λ0 + ϵ, λ̄]× [θ0, θ̄]) (2.2)

In addition, [λ0 + ϵ, λ̄] × [θ0, θ̄] ⊆ {(λ, θ) ∈ Λ × Θ | p(λ, θ) ≥ p(λ0 + ϵ, θ0)} since p is

increasing, and therefore

µt([λ0 + ϵ, λ̄]× [θ0, θ̄]) ≤ νt([p(λ0 + ϵ, θ0), 1]) (2.3)

Notice that the right-hand-side of 2.3 converges to zero almost surely since the set

[p(λ0+ϵ, θ0), 1] is closed and does not contain p(λ0, θ0). Therefore, combining equations

2.2 and 2.3 shows that limt→+∞ µt([λ,λ0 + ϵ)× [θ0, θ̄]) = 1 almost surely.
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2.A.2 Proof of corollary 2.1

Consider for i = 1, 2 the non-empty set

Si = {λ ∈ Λ | ∃θ ∈ supp(f0,i), p(λ, θ) = p(λ0, θ0)})

and define λ1 = sup(S1) and λ2 = inf(S2). There exists (θ1, θ2) ∈ supp(f0,1) ×
supp(f0,2) such that p(λ1, θ1) = p(λ2, θ2) = p(λ0, θ0). Since θ1 > θ2, the monotonicity

of p implies that λ1 < λ2.

Consider ϵ > 0 such that λ1 + ϵ < λ2 − ϵ. The set p([λ1 + ϵ, λ̄]× supp(f0,1)) does

not contain p(λ0, θ0) (and is bounded away from it). By the consistency of posterior

beliefs,

lim
t→+∞

νt[p([λ1 + ϵ, λ̄]× supp(f0,1))] = 0 almost surely

i.e.

lim
t→+∞

µt([λ1 + ϵ, λ̄]× supp(f0,1)) = 0 almost surely

which implies that

lim
t→+∞

µt([λ,λ1 + ϵ]× supp(f0,1)) = 1 almost surely

The same reasoning delivers

lim
t→+∞

µt([λ2 − ϵ, λ̄]× supp(f0,2)) = 1 almost surely

Setting Λ1 = [λ,λ1 + ϵ] and Λ2 = [λ2 − ϵ, λ̄] completes the proof.

2.B Proofs of section 2.5

We write Lt,n(λ, θ) = p(λ, θ)n(1− p(λ, θ))t−n for the (normalized) likelihood func-

tion and we skip the variables (λ, θ) when it is not confusing. We will make extensive

use of the continuous version of Chebyshev’s sum inequality, restated below (see Mitri-

novic et al., 2013, , chapter 9).

Lemma 2.13. Consider a compact interval X ⊂ R. If f, g : X → R are integrable

functions, both nondecreasing or both nonincreasing, and h : X → R+ is integrable,

then ∫

X
f(x)g(x)h(x)dx

∫

X
h(x)dx ≥

∫

X
f(x)h(x)dx

∫

X
g(x)h(x)dx (2.4)

If f is nonincreasing and g is nondecreasing, inequality 2.4 is reversed.
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2.B.1 Proof of claim 2.1

Bayes’ rule yields

ft,n,i(θ) =
f0,i(θ)

∫
Λ Lt,n(λ, θ)dG0(λ)"

Λ×Θ Lt,n(λ, θ′)dG0(λ)dF0,i(θ′)

And therefore

ft,n,1(θ)

ft,n,2(θ)
=

f0,1(θ)

f0,2(θ)

"
Λ×Θ Lt,n(λ, θ′)dG0(λ′)dF0,2(θ′)"
Λ×Θ Lt,n(λ, θ′)dG0(λ′)dF0,1(θ′)

is nondecreasing in θ by assumption 2.2.

2.B.2 Proof of proposition 2.3

The proof proceeds in two steps. First, we show that the likelihood ratio

Lt,n(λ1, θ)/Lt,n(λ2, θ) is nondecreasing in θ for any λ1 > λ2 whenever the success rate

is large enough, and nonincreasing whenever the success rate is small enough. This

property is straightforward for fixed (λ1,λ2); the crux of the proof is to obtain bounds

that are uniform in (λ1,λ2). The second step consists of an application of lemma 2.13.

Claim 2.2. Consider the domain D = {(λ1,λ2, θ) ∈ Λ2×Θ | λ1 > λ2} and the function

ψ defined on D by

ψ(λ1,λ2, θ) =
Lt,n(λ1, θ)

Lt,n(λ2, θ)

There exist α0,β0 ∈ (0, 1) such that if n ≥ α0t (resp. n ≤ β0t), ψ is nondecreasing

(resp. nonincreasing) in θ for any λ1 > λ2.

Proof. ψ is continuously differentiable ψθ is of the sign of

n(1− p(λ1, θ))(1− p(λ2, θ))[pθ(λ1, θ)p(λ2, θ)− pθ(λ2, θ)p(λ1, θ)] (2.5)

− (t− n)p(λ1, θ)p(λ2, θ)[pθ(λ1, θ)(1− p(λ2, θ))− pθ(λ2, θ)(1− p(λ1, θ))]

Consider the function ζ defined on D by

ζ(λ1,λ2, θ) =
pθ(λ1, θ)p(λ2, θ)− pθ(λ2, θ)p(λ1, θ)

pθ(λ1, θ)(1− p(λ2, θ))− pθ(λ2, θ)(1− p(λ1, θ))

By assumption 2.3, the function pθ/p is strictly increasing in λ. In addition, since

pθ/(1− p) = (pθ/p)× (p/(1− p)), the function pθ/(1− p) is also strictly increasing in

λ. This proves that both the numerator and the denominator of ζ take positive values,

which implies that ζ is well-defined and that ψθ and ξ have the same sign.

Our next step is to show that ζ can be extended by continuity to the compact

domain D̄ = {(λ1,λ2, θ) ∈ Λ2 × Θ | λ1 ≥ λ2}. Fix (λ2, θ) and consider a Taylor
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expansion of ζ(·,λ2, θ) at the right neighborhood of λ2. This yields (we drop the

dependence in (λ2, θ) for all functions):

ζ(λ2 + ϵ,λ2, θ) =
(pθ + ϵpλθ + o(ϵ))p− pθ(p+ ϵpλ + o(ϵ))

(pθ + ϵpλθ + o(ϵ))(1− p)− pθ(1− p− ϵpλ + o(ϵ))

=
ϵ(pλθp− pλpθ) + o(ϵ)

ϵ(pλθ(1− p) + pλpθ) + o(ϵ)

→ pλθp− pλpθ
pλθ(1− p) + pλpθ

when ϵ→ 0

We can therefore define ζ(λ2,λ2, θ) = limϵ→0 ζ(λ2 + ϵ,λ2, θ), which is positive by as-

sumption 2.3. The function ζ extended on D̄ is continuous and takes only positive

values, it therefore admits a positive lower bound and a positive higher bound.

Recall that p is uniformly bounded away from 0 and 1. Consider the real numbers

γ0 = (sup p)2/(1−(sup p)2)×1/ inf ζ and κ0 = (inf p)2/(1−(inf p)2)×1/ sup ζ. Equation

2.5 shows that ψ is nondecreasing (resp. nonincreasing) in θ for any λ1 > λ2 as soon

as n ≥ γ0(t − n) (resp. n ≤ κ0(t − n)). Defining α0 and β0 by α0(1 + γ0) = γ0 and

β0(1 + κ0) = κ0 completes the proof.

To prove the proposition, suppose first that n ≥ α0t. Take any λ1 > λ2. By

assumption 2.2, the function f0,1(θ)/f0,2(θ) is nondecreasing in θ, and, by claim 2.2,

the function ψ(λ1,λ2, θ) is also nondecreasing in θ. Lemma 2.13 delivers

[ ∫

Θ

Lt,n(λ1, θ)

Lt,n(λ2, θ)

f0,1(θ)

f0,2(θ)
Lt,n(λ2, θ)dF0,2(θ)

][ ∫

Θ
Lt,n(λ2, θ)dF0,2(θ)

]
≥ (2.6)

[ ∫

Θ

Lt,n(λ1, θ)

Lt,n(λ2, θ)
Lt,n(λ2, θ)dF0,2(θ)

][ ∫

Θ

f0,1(θ)

f0,2(θ)
Lt,n(λ2, θ)dF0,2(θ)

]

Rearranging 2.6 yields

∫
Θ Lt,n(λ1, θ)dF0,1(θ)∫
Θ Lt,n(λ1, θ)dF0,2(θ)

≥
∫
Θ Lt,n(λ2, θ)dF0,1(θ)∫
Θ Lt,n(λ2, θ)dF0,2(θ)

which is simply
gt,n,1(λ1)

gt,n,2(λ1)
≥ gt,n,1(λ2)

gt,n,2(λ2)
(2.7)

Since equation 2.7 is true for any λ1 > λ2, gt,n,1 ≽MLR gt,n,2, which proves part 1.

Part 2 is symmetric given n ≤ β0t.

2.B.3 Proof of proposition 2.4

Since pλθ > 0 by assumptions 2.1 and 2.3 the difference p(λ, θH) − p(λ, θL) is

nondecreasing in λ. Take α1 = α0 and β1 = β0 defined in the proof of proposition 2.3.
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Suppose first that n ≥ α1t. By proposition 2.3, gt,n,1 ≽MLR gt,n,2, which implies

that gt,n,1 ≽FOSD gt,n,2. Thus,

∫

Λ
gt,n,1(λ)[p(λ, θH)− p(λ, θL)]dλ ≥

∫

Λ
gt,n,1(λ)[p(λ, θH)− p(λ, θL)]dλ

which is simply ϑt,n,1 ≥ ϑt,n,2. If n ≤ β1t, we have gt,n,1 ≼FOSD gt,n,2 and therefore the

inequality is reversed.

2.B.4 Proof of proposition 2.5

Consider the function υ defined on Θ by

υ(θ) =

∫
Λ Lt,n(λ, θ)

[
p(λ, θ)−

∫
λ′,θ p(λ

′, θ)dG0(λ′)
]
dG0(λ)

∫
Λ Lt,n(λ, θ)dG0(λ)

We first show that υ is nondecreasing (resp. nonincreasing) in θ when the success

rate is large enough (resp. small enough). The proof of claim 2.2 can easily be adapted

to find α2 such that the ratio Lt,n(λ, θ1)/Lt,n(λ, θ2) is nondecreasing in λ for any

θ1 > θ2, n ≥ α2t. Suppose without loss of generality that α2 ≥ sup(p). Since p is also

nondecreasing in λ, whenever θ1 > θ2 and n ≥ α2t lemma 2.13 yields

[ ∫

Λ
Lt,n(λ, θ1)[p(λ, θ2)−

∫

Λ
p(λ′, θ2)dG0(λ

′)]dG0(λ)
][ ∫

Λ
Lt,n(λ, θ2)dG0(λ)

]
≥ (2.8)

[ ∫

Λ
Lt,n(λ, θ2)[p(λ, θ2)−

∫

Λ
p(λ′, θ2)dG0(λ

′)]dG0(λ)
][ ∫

Λ
Lt,n(λ, θ1)dG0(λ)

]

In addition, since n ≥ sup(p)t the function Lt,n(λ, θ1) is nondecreasing in λ. Since

p(λ, θ1)− p(λ, θ2) is also nondecreasing in λ, by lemma 2.13

∫

Λ
Lt,n(λ, θ1)[p(λ, θ1)− p(λ, θ2)]dG0(λ) ≥

∫

Λ
Lt,n(λ, θ1)dG0(λ)

∫

Λ
[p(λ′, θ1)− p(λ′, θ2)]dG0(λ

′)

i.e.

∫

Λ
Lt,n(λ, θ1)[p(λ, θ1)−

∫

Λ
p(λ′, θ1)dG0(λ

′)]dG0(λ) ≥ (2.9)
∫

Λ
Lt,n(λ, θ1)[p(λ, θ2)−

∫

Λ
p(λ′, θ2)dG0(λ

′)]dG0(λ)

Combining 2.8 and 2.9 delivers υ(θ1) ≥ υ(θ2). Thus, υ is nondecreasing in θ whenever
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n ≥ α2t. By lemma 2.13,

[ ∫

Θ
υ(θ)

f0,1(θ)

f0,2(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

][ ∫

Θ

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

]
≥

[ ∫

Θ
υ(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

][ ∫

Θ

f0,1(θ)

f0,2(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

]

i.e.

"
Λ,Θ Lt,n(λ, θ)[p(λ, θ)−

∫
Λ p(λ′, θ)dG0(λ′)]dG0(λ)dF0,1(θ)"

Λ,Θ Lt,n(λ, θ)dG0(λ)dF0,1(θ)
≥

"
Λ,Θ Lt,n(λ, θ)[p(λ, θ)−

∫
Λ p(λ′, θ)dG0(λ′)]dG0(λ)dF0,2(θ)"

Λ,Θ Lt,n(λ, θ)dG0(λ)dF0,2(θ)

which is simply ϵt,n,1 ≤ ϵt,n,2. Part 2 is symmetric.

2.B.5 Proof of proposition 2.6

If agent i ∈ {1, 2} attempts to do the task after history Ht = n, his subjective

probability of succeeding is given by

ht,n,i =

"
Λ×Θ Lt+1,n+1(λ, θ)dG0(λ)dF0,i(θ)"

Λ×Θ Lt,n(λ, θ)dG0(λ)dF0,i(θ)

Let us write

ξt,n(θ) =

∫
Λ Lt+1,n+1(λ, θ)dG0(λ)∫

Λ Lt,n(λ, θ)dG0(λ)

Proof of part 1 Consider α3 = α2 defined in the proof of proposition 2.5, so that

Lt,n(λ, θ1)/Lt,n(λ, θ2) is nondecreasing in λ if θ1 > θ2 and n ≥ α3t. Since p(., θ2) is

also nondecreasing in λ, lemma 2.13 delivers

[ ∫

Λ

Lt,n(λ, θ1)

Lt,n(λ, θ2)
p(λ, θ2)Lt,n(λ, θ2)dG0(λ)

][ ∫

Λ
Lt,n(λ, θ2)dG0(λ)

]
≥

[ ∫

Λ

Lt,n(λ, θ1)

Lt,n(λ, θ2)
Lt,n(λ, θ2)dG0(λ)

][ ∫

Λ
Lt,n(λ, θ2)p(λ, θ2)dG0(λ)

]

Rearranging and noticing that p(λ, θ1) ≥ p(λ, θ2) for any λ delivers ξt,n(θ1) ≥ ξt,n(θ2).

The function ξt,n is therefore nondecreasing in θ whenever n ≥ α3t. Applying lemma

2.13 again yields

[ ∫

Θ
ξt,n(θ)

f0,1(θ)

f0,2(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

][ ∫

Θ

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

]
≥

[ ∫

Θ
ξt,n(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

][ ∫

Θ

f0,1(θ)

f0,2(θ)

∫

Λ
Lt,n(λ, θ)dG0(λ)dF0,2(θ)

]
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which is simply ht,n,1 ≥ ht,n,2.

Proof of part 2 The proof relies on the idea that asymptotically the agents’ beliefs

over λ put weight on small values of λ only, for which ability does not matter. Formally,

given assumption 2.4, let us differentiate ξn,t with respect to θ and notice that its

derivative is of the sign of

#

λ1>λ+ϵ,λ2

Lt−2,n−1(λ1, θ)Lt−2,n−1(λ2, θ)pθ(λ1, θ)ψt,n(λ1,λ2, θ)dG0(λ1)dG0(λ2)

where

ψt,n(λ1,λ2, θ) = [n+ 1− (t+ 1)p(λ1, θ)]p(λ1, θ)− [n− tp(λ1, θ)]p(λ2, θ)

Fix n. There exists t+(n) ∈ N such that t ≥ t+(n) implies ψt,n(λ1,λ2, θ) < 0 for

all (λ1,λ2, θ) such that λ1 > λ+ ϵ and λ2 ≤ λ+ ϵ/2. This is possible since p is strictly

decreasing in λ, and λ+ ϵ > λ+ ϵ/2. For any t ≥ t+(n), the integral

#

λ1>λ+ϵ
λ2≤λ+ϵ/2

Lt−2,n−1(λ1, θ)Lt−2,n−1(λ2, θ)pθ(λ1, θ)ψt,n(λ1,λ2, θ)dG0(λ1)dG0(λ2)

is negative.

In addition, since p is strictly decreasing in λ, the ratio

"
λ1>λ+ϵ

λ2>λ+ϵ/2

Lt−2,n−1(λ1, θ)Lt−2,n−1(λ2, θ)pθ(λ1, θ)ψt,n(λ1,λ2, θ)dG0(λ1)dG0(λ2)

"
λ1>λ+ϵ

λ2≤λ+ϵ/2

∣∣∣Lt−2,n−1(λ1, θ)Lt−2,n−1(λ2, θ)pθ(λ1, θ)ψt,n(λ1,λ2, θ)dG0(λ1)dG0(λ2)
∣∣∣

converges to 0 when t → +∞. This implies that there exists t̄(n) ≥ t+(n) such that

t ≥ t̄(n) implies

#

λ1>λ+ϵ,λ2

Lt−2,n−1(λ1, θ)Lt−2,n−1(λ2, θ)pθ(λ1, θ)ψt,n(λ1,λ2, θ)dG0(λ1)dG0(λ2) < 0

This is true for all θ ∈ Θ and all t ≥ t̄(n). Thus, ξt,n is nonincreasing in θ when

t ≥ t̄(n). By the same arguments as in the proof of part 1, ht,n,1 ≤ ht,n,2 for any

t ≥ t̄(n).

2.B.6 Proof of proposition 2.7

The proof relies on a claim analogous to claim 2.2. If 1 − p is log-supermodular

we have pλθ(1− p) + pλpθ < 0, which implies that pλθ < 0 and therefore pλθp < pλpθ.
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The function ζ defined in the proof of claim 2.2 has therefore its numerator and its

denominator negative, and ψθ and ζ therefore have opposite signs. The rest of the

proof can then be adapted to find α4,β4 ∈ (0, 1) such that ψ(λ1,λ2, θ) is nonincreasing

in θ for all λ1 > λ2 if n ≥ α4t, and nondecreasing if n ≤ β4t. The remainder of the

proof is identical.

2.C Proofs of section 2.6

2.C.1 Proof of proposition 2.8

Suppose that both agents operate in an environment denoted m. Let us write ν

for the prior probability assigned to m being of type 1, and νt,n,i for the posterior

probability assigned to m being of type 1 by agent i after the history Hm
t = n. By

theorem 5.3 of Banks and Sundaram (1992), it is optimal to play a myopic policy.

Therefore if agent 1 stays in m after witnessing Hm
t = n this implies that νt,n,1 ≥ ν.

By Bayes’ rule,
νt,n,1

1− νt,n,1
=

ν

1− ν

p(λ1, θ1)n(1− p(λ1, θ1))t−n

p(λ2, θ1)n(1− p(λ2, θ1))t−n

The condition νt,n,1 ≥ ν is therefore equivalent to

p(λ1, θ1)n(1− p(λ1, θ1))t−n

p(λ2, θ1)n(1− p(λ2, θ1))t−n
≥ 1 ⇔ n ≥ (t− n)

ln
[1− p(λ2, θ1)

1− p(λ1, θ1)

]

ln
[p(λ1, θ1)
p(λ2, θ1)

] (2.10)

Consider for fixed p ∈ (0, 1) the function a(., p) defined on (0, p) ∪ (p, 1) by

a(x; p) =
ln

[1− p

1− x

]

ln
[x
p

]

The function a can be extended by continuity by setting a(p; p) = p/(1− p). It is then

continuously differentiable in x and its derivative in x is of the sign of

1

1− x
ln

[x
p

]
− 1

x
ln

[1− p

1− x

]
(2.11)

Expression 2.11 is strictly increasing in p on (x, 1), strictly decreasing in p on (0, x)

and it equals 0 when p = x. The function a is therefore strictly increasing in x for any
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p ∈ (0, 1). Hence

ln
[1− p(λ2, θ1)

1− p(λ1, θ1)

]

ln
[p(λ1, θ1)
p(λ2, θ1)

] >
ln

[1− p(λ2, θ1)

1− p1

]

ln
[ p1
p(λ2, θ1)

] >
ln

[1− p2
1− p1

]

ln
[p1
p2

] (2.12)

The first inequality is a[p(λ1, θ1); p(λ2, θ1)] > a[p1; p(λ2, θ1)] and the second inequality

is a[p(λ2, θ1); p1] > a[p2; p1], using the fact that p is strictly increasing in θ. Hence

equations 2.10 and 2.12 imply that

n > (t− n)
ln

[1− p2
1− p1

]

ln
[p1
p2

]

which is equivalent to νt,n,0 > ν. Therefore agent 2 finds it optimal to stay conditional

on Hm
t = n. This completes the proof of the first part.

We now prove the second statement. Since all environments are a prior identical,

there exists β1,β2 independent of the environment such that agent i has a probabil-

ity βi of staying forever in a given environment when he selects it for the first time.

Theorem 5.1 of Banks and Sundaram (1992) shows that β2 > 0 and the first part of

our result shows that β1 ≤ β2. If β1 = 0 the result is clear: the expected number of

environments experimented by agent 1 is infinite while it is finite for agent 2. Oth-

erwise, the probability that exactly M environments are tried by agent i is equal to

βi(1 − βi)M−1, therefore in expectation agent i tries
∑+∞

M=1Mβi(1− βi)M−1 = 1/βi

environments. The result follows from β1 ≤ β2.

2.C.2 Proof of proposition 2.9

First step We first prove that V (θ1) > V (θ2). Agent 1’s subjective prior belief

attaches a weight 1/J on all pj for j ≤ J − 1 and on p(λ1, θ1). Agent 2’s subjective

prior belief attaches a weight 1/J on all pj for 1 ≤ j ≤ J . Since p(λ1, θ1) > p1 > · · · >
pJ−1 > pJ agent 1’s prior dominates agent 2’s prior according to the monotone like-

lihood ratio ordering. Hence after any common history Ht agent 1’s expected reward

from selecting any environment m is strictly larger than agent 2’s expected reward

from m: agent 1’s prior belief is strictly strongly to the right of agent 2’s prior belief

according to Berry and Fristedt (1985)’s terminology. If agent 1 commits to follow-

ing an optimal policy played by agent 2 he therefore expects to reap a strictly higher

expected reward at each period and therefore a strictly higher expected discounted

utility. This is a fortiori true if he follows an optimal policy given his own beliefs.

Therefore V (θ1) > V (θ2).

111



Second step If T (θ1) = ∅ the result is clear. Otherwise consider j ∈ T (θ1) and a

history on which agent 1 stops experimenting in an environment m of type j. Suppose

first that j = J . By the law of large numbers, on this path the success rate converges

to pJ with probability 1, and since pJ < mink∈{1,··· ,J}{p(λk, θ1)} the agent’s beliefs

over the type of m converge to a degenerate distribution on J . By the continuity of

the Gittins index the dynamic allocation index associated with m therefore converges

to p(λJ , θ1). Since this is the lower bound of agent 1’s perceived distribution of rewards

he clearly drops out in finite time. Therefore agent 1 stays in m only if the success

rate does not converge to pJ , which is a zero-probability event. This contradicts the

assumption j ∈ T (θ1). Hence j < J and since pj belongs to the support of agent

1’s prior distribution, agent 1’s beliefs about his future expected reward converge to

pj almost surely. Since it is forever optimal for agent 1 to play arm j, we obtain

pj ≥ V (θ1) which further implies pj > V (θ2).

Our last step is to show that pj > V (θ2) implies that if an environment m is

of type j then agent 2 has a positive probability of staying in m forever if he starts

experimenting in m. To lighten the notation, but without loss of generality, suppose

that m is the first environment selected by the agent. Banks and Sundaram (1992)

prove in their theorem 5.2 that agent 2 has an optimal cutoff strategy defined by the

sequence of thresholds α2: staying in m at date t if
∑t

s=1 πs ≥ α2(t) and switching to a

new environment otherwise is an optimal strategy. Consider ϵ > 0 sufficiently small to

satisfy the following two conditions: (i) pj − ϵ > V (θ2); (ii) if the asymptotic success

frequency equals pj − ϵ agent 2’s beliefs converge to the degenerate distribution δpj .

If the asymptotic success frequency in m equals pj − ϵ it is therefore asymptotically

optimal for agent 2 to stay in m. This shows that

lim
t→+∞

α2(t)

t
≤ pj − ϵ < pj (2.13)

Consider the martingale Yt =
∑t

s=1 [πs − pj ] and the stopping time ι ∈ N ∪ {+∞}
defined by ι = inf{t ∈ N | Yt < 0}. Suppose that ι is finite with probability 1. The

optional stopping theorem implies that E[Yι] = E[Y1] = 0. But since ι is finite with

probability 1 we also have E[Yι] < 0, which is a contradiction. Hence, with some

positive probability ι is infinite, i.e.

t∑

s=1

πs ≥ pjt for all t (2.14)

By 2.13, there exists N ∈ N such that α2(t) < pjt for all t ≥ N . Consider then a

sequence πs such that πs = 1 for s = 1, · · · , N − 1 and
∑t

s=N πs ≥ pj(t −N + 1) for

all t ≥ N . Such a sequence occurs in m with positive probability due to 2.14. On
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this sequence the agent is successful at all dates t < N and therefore it is optimal to

stay in m for all t < N . For all t ≥ N the sequence satisfies
∑t

s=1 πs ≥ α2(t), thus by

definition of α2 it is again optimal to stay in m. Since this is true for all t ≥ N the

agent stays in m forever. This shows that T (θ1) ⊆ T (θ2).

2.C.3 Proof of proposition 2.10

First, notice that p∗ is well-defined: indeed, agent 1 would settle in an environment

of type 1 but not in an environment of type J , which shows that T̃ (θ1) is non-empty

and does not contain J . Therefore 1 ≤ τ̃1 ≤ J − 1.

First case: Suppose that p1 < p∗ and that agent 1 experiments exactly M envi-

ronments. He therefore operates in an environment m for any date t ≥ N for some

threshold N . The environment m is of type j for some j ∈ {1, · · · , J}. Take k ≤ τ̃1

and consider a history (t, n) of number of trials and number of successes obtained in

m. Bayes rule delivers

νt,n,1(k)

νt,n,1(τ̃1 + 1)
=

ν(k)

ν(τ̃1 + 1)

p(λk, θ1)n(1− p(λk, θ1))t−n

p(λτ̃1+1, θ1)n(1− p(λτ̃1+1, θ1))t−n

which implies

1

t
ln

[ νt,n,1(k)

νt,n,1(τ̃1 + 1)

ν(τ̃1 + 1)

ν(k)

]
=

n

t
ln

[ p(λk, θ1)

p(λτ̃1+1, θ1)

]
+

t− n

t
ln

[ 1− p(λk, θ1)

1− p(λτ̃1+1, θ1)

]

Suppose that the asymptotic success rate n/t in m converges to pj . The threshold

p∗ ∈ [p(λτ̃1+1, θ1), p(λτ̃1 , θ1)] is defined by

p∗ ln
[ p(λτ̃1 , θ1)

p(λτ̃1+1, θ1)

]
+ (1− p∗) ln

[ 1− p(λτ̃1 , θ1)

1− p(λτ̃1+1, θ1)

]
= 0

which implies that

p∗ ln
[ p(λk, θ1)

p(λτ̃1+1, θ1)

]
+ (1− p∗) ln

[ 1− p(λk), θ1)

1− p(λτ̃1+1, θ1)

]
≤ 0

since p(λk, θ1) ≥ p(λτ̃1 , θ1) ≥ p∗. Since pj ≤ p1 < p∗ this further implies

pj ln
[ p(λk, θ1)

p(λτ̃1+1, θ1)

]
+ (1− pj) ln

[ 1− p(λk, θ1)

1− p(λτ̃1+1, θ1)

]
< 0

Hence

lim
t→+∞

ln
[ νt,n,1(k)

νt,n,1(τ̃1 + 1)

ν(τ̃1 + 1)

ν(k)

]
= −∞

which implies that the ratio νt,n,1(k)/νt,n,1(τ̃1+1) converges to zero. Since this is true
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for all k ≤ τ̃1, the agent’s beliefs regarding the expected reward in m converge to a

limiting distribution whose support is bounded above by p(λτ̃1+1, θ1).

By continuity of the Gittins index, the Gittins index r(m) associated with the

environment m therefore converges to a value that is lower than p(λτ̃1+1, θ1). By

definition of τ̃1, p(λτ̃1+1, θ1) < V (θ1). Hence the Gittins index r(m) falls strictly below

V (θ1) in finite time, which implies that it is optimal for agent 1 to leave m. Thus the

asymptotic success rate in m does not converge to pj . This is a zero-probability event.

Hence, for any finite M , the agent tries exactly M environments with probability zero.

This proves the first part.

Second case: Suppose that p1 > p∗ and that the agent operates in an environment

m of type 1. Then the asymptotic success rate in m equals p1 almost surely. The

reasoning used in the first part shows that agent 1’s beliefs over the expected reward

in m converge to a limiting distribution whose support is bounded below by p(λτ̃1 , θ1).

By definition of τ̃1 we have p(λτ̃1 , θ1) > V (θ1). Hence, the arguments used in the proof

of proposition 2.9 imply that agent 1 stays forever in m with positive probability.

The rest of the proof follows an argument from Banks and Sundaram (1992) (see their

corollary 5.2). All environments are a priori identical and have a positive probability of

being of type 1. Since agent 1 has a positive probability of staying forever in that case,

there exists β > 0 such that when agent 1 selects a new environment he stays forever

in this environment with probability β > 0. The probability that M environments are

tried along the trajectory is then equal to β(1 − β)M−1, and the expected number of

environments tried equals
∑+∞

M=1Mβ(1− β)M−1 = 1/β which is finite. In particular,

almost surely the agent tries only a finite number of environments.

2.D Proofs of section 2.7

2.D.1 Proof of proposition 2.12

By Bayes’ rule,

gt1,n1 [λ | Ht2,2 = n2] =
g0(λ)

"
Θ2 Lt1,n1(λ, θ1)Lt2,n2(λ, θ2)dF0,1(θ1)dF0,2(θ2)$

Λ×Θ2 Lt1,n1(λ
′, θ1)Lt2,n2(λ

′, θ2)dG0(λ′)dF0,1(θ1)dF0,2(θ2)

And

gt1,n1(λ) =
g0(λ)

∫
Θ Lt1,n1(λ, θ1)dF0,1(θ1)"

Λ×Θ Lt1,n1(λ
′, θ1)dG0(λ′)dF0,1(θ1)
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Thus,

gt1,n1 [λ | Ht2,2 = n2]

gt1,n1(λ)
=

∫

Θ
Lt2,n2(λ, θ2)dF0,2(θ2) (2.15)

×
"

Λ×Θ Lt1,n1(λ
′, θ1)dG0(λ′)dF0,1(θ1)$

Λ×Θ2 Lt1,n1(λ
′, θ1)Lt2,n2(λ

′, θ2)dG0(λ′)dF0,1(θ1)dF0,2(θ2)

Define α5 = sup(p). When n2 ≥ α5t2, the function
∫
Θ Lt2,n2(λ, θ2)dF0,2(θ2) is nonde-

creasing in λ. By equation 2.15, this proves the part 1. Part 2 is clear.

To prove part 3, notice that by Bayes’ rule,

ft1,n1,1[θ1 | Ht2,2 = n2]

ft1,n1,1(θ1)
=

"
Λ×Θ Lt1,n1(λ, θ1)Lt2,n2(λ, θ2)dG0(λ)dF0,2(θ2)∫

Λ Lt1,n1(λ, θ1)dG0(λ)
(2.16)

×
"

Λ×Θ Lt1,n1(λ, θ
′
1)dG0(λ)dF0,1(θ′1)$

Λ×Θ2 Lt1,n1(λ, θ
′
1)Lt2,n2(λ, θ2)dG0(λ)dF0,1(θ′1)dF0,2(θ′2)

The function
∫
Θ Lt2,n2(λ, θ2)dF0,2(θ2) is nondecreasing in λ when n2 ≥ α5t2. In

addition, claim 2.2 can be adapted to find β5 ∈ (0, 1) such that n1 ≤ β5t1 implies that

the function Lt1,n1(λ, θ1)/Lt1,n1(λ, θ
′
1) is nonincreasing in λ for any pair (θ1, θ′1) such

that θ1 > θ′1. For any θ1 > θ′1, lemma 2.13 shows that

[ ∫

Λ
Lt1,n1(λ, θ1)

∫

Θ
Lt2,n2(λ, θ2)dF0,2(θ2)dG0(λ)

][ ∫

Λ
Lt1,n1(λ, θ

′
1)dG0λ

]

≤
[ ∫

Λ
Lt1,n1(λ, θ

′
1)

∫

Θ
Lt2,n2(λ, θ2)dF0,2(θ2)dG0(λ)

][ ∫

Λ
Lt1,n1(λ, θ1)dG0λ

]

which proves that the function

"
Λ×Θ Lt1,n1(λ, θ1)Lt2,n2(λ, θ2)dG0(λ)dF0,2(θ2)∫

Λ Lt1,n1(λ, θ1)dG0(λ)

is nonincreasing in θ1. This property, together with equation 2.16, completes the proof.

The proof of part 4 is analogous.
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Chapter 3

A model of ideological thinking

3.1 Introduction

Standard theories of information processing predict that, if some disagree-

ment between individuals is possible temporarily, exposing them to a sufficiently

large amount of information should eliminate the gap between their beliefs. How-

ever, some socio-economic and scientific issues are still debated among the pop-

ulation in spite of a relatively large consensus among experts. Climate change

offers an important example. While the scientific community has become con-

vinced of the causal influence of human activities on the climate, a substantial

fraction of the population remains skeptical about the validity of the anthro-

pogenic climate change theory.1

An explanation based on bounded rationality and limited understanding

would predict that more educated individuals have more accurate beliefs re-

garding scientific issues. Instead, in several areas, scientific literacy has been

shown to play little role, the strongest predictor of individuals’ opinions being

their political orientation. In the case of climate change, the controversy brings

into opposition liberals, whose majority accepts the scientific evidence, and con-

servatives who tend to reject it (Dunlap and McCright, 2008, 2011).2

A partisan disagreement between pro-regulation and anti-regulation social

groups is observed in a wide range of areas, such as risk perception (e.g. nuclear

1Surveys among climate scientists (Farnsworth and Lichter, 2012; Anderegg et al., 2010)
find that the proportion of dissenters lies between 1% and 5%. By contrast, according to a
Gallup survey, only 57% of the Americans subscribe to the theory of human-induced climate
change (Saad, 2014).

2In 2013, 78% of Democrats and 39% of Republicans agree with the anthropogenic climate
change theory (Saad, 2014). Among Republicans, the skepticism is so strong that only 45%
believe that the climate is warming (Pew Research Center, 2010).
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power, genetically modified organisms), economic issues (e.g. labor market effects

of government intervention) or judicial policies (e.g. effectiveness of gun control

policies). Experimental evidence also indicates that liberals and conservatives

do not only hold different opinions; they also tend to react differently to the

disclosure of balanced information.

This paper aims at explaining these observations. It develops a theory where

individuals depart from Bayes’ rule and resort to motivated reasoning, thereby

generating a causal link from political preferences to information processing. In

contrast to existing explanations, disagreement over scientific issues does not

result from heterogeneity in prior beliefs or private information but reflects an

underlying conflict over the policy implications of scientific arguments. The

model predicts that the disagreement is aggravated by the disclosure of balanced

information but vanishes when strong and unequivocal evidence is presented.

The theory provides a unifying explanation for the prevalence of partisan dis-

agreement over scientific issues, as well as an account of the anomalous updating

behavior reported in experimental studies.

A continuum of voters makes a binary decision a ∈ {0, 1}—e.g. regulating an

industrial activity (a = 0) or not (a = 1)—in a situation of binary uncertainty

w ∈ {L,R}—e.g. whether the activity is polluting (ω = L) or not (ω = R). The

laissez-faire policy produces a common benefit equal to xω, which is positive in

state R and negative in state L. In addition to this common payoff term, voters

have heterogeneous preferences regarding the political decision. Each citizen is

characterized by a preference parameter v that describes her intrinsic ordering

over the courses of political action a. For instance, some individuals oppose gov-

ernment intervention either because of their material interests or on ideological

grounds, whereas the opposite part of the spectrum is prone to support regula-

tion. In state ω and given the political outcome a, the payoff to a voter of type

v equals (v+ xω)a: her preferences over political decisions are state-independent

if |v| is large enough and state-dependent otherwise, in which case she values

public information.

To distinguish the model from existing theories of disagreement, all voters

hold identical prior beliefs and receive a common public signal correlated with

ω. The main assumption of the paper is that individuals have some “cognitive

wriggle room” to interpret the public signal. In line with the experimental evi-

dence on wishful thinking, they have the opportunity to discard the signal—at

some cost—if doing so makes them more optimistic about the future political
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outcome. For instance, individuals endowed with a large v have an incentive to

cast aside the signals advocating regulatory policies (ω = L). In equilibrium, an

agent’s interpretation strategy and posterior beliefs are pinned down by her type

v, leading politically opposed groups to disagree on the state ω even in the face

of common information. For instance, the evidence that documents an environ-

mental threat and suggests public prevention measures is rejected by voters who

oppose regulation and accepted by the rest of the political spectrum. Conversely,

the voters who have a vested interest in public regulation tend to deny the evi-

dence that substantiates the efficiency costs of government intervention. Beliefs

distortion arises on both sides of the political spectrum, particularly among the

types with strong preferences regarding public decisions.

The equilibrium cognitive strategies display some inter-personal linkages. For

instance, by making regulation less likely to be implemented, reality denial wors-

ens the prospects of voters endowed with state-dependent preferences and leads

them, in turn, to deny the evidence. The equilibrium is generally not unique due

to this strategic complementarity. Ideological wishful thinking typically occurs

when the political outcome is not responsive to the evidence, for instance if a

large fraction of the electorate opposes public intervention in spite of the exis-

tence of a risk. The situations considered in this paper (e.g. climate change) are

characterized by the fact that the benefits of wishful thinking are reaped by the

individual, whereas the material costs generated by beliefs distortion fall to all

citizens.

In the case where signals are not subject to ideological denial, public infor-

mation provision produces standard effects: an increase in the quality of public

signals increases the precision of citizens’ posterior beliefs and the welfare of

information-loving voters. These effects are limited or even reversed under ideo-

logical thinking. For instance, in a society characterized by political inertia and

aversion to regulation, providing evidence in favor of risk prevention magnifies

the incentives to deny reality and to avoid thinking about the consequences of

the untreated issue. Following an increase in the quality of information, voters

might then switch from a“realism”equilibrium to a“denial” equilibrium, thereby

becoming less informed and less efficient at making collective decisions.

The theory delivers several testable predictions regarding partisan disagree-

ment, some of which are substantiated by the experimental literature. First, the

opinions of politically opposed voters polarize if the common sequence of signals

contains arguments in favor of both positions, which enables voters to discredit
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preference-inconsistent signals and incorporate preference-consistent evidence in

their cognition. The experimental evidence on polarization relies on such mixed

signals. For instance, in the experiment by Lord et al. (1979), participants’ opin-

ions polarize after they read press articles containing evidence both in favor and

against death penalty. By contrast, the theory does not predict any polarization

if the groups receive clear-cut evidence in favor of one position; in that case,

individuals are unable to find arguments to rationalize their preferred cognition,

and Bayesian constraints force them to update in the right direction. Second, the

disagreement vanishes asymptotically if individuals receive an infinite sequence

of independent and identically distributed signals, which leads them to learn the

state of the world almost surely. The partisan disagreement is therefore tempo-

rary and restricted to issues on which plausible arguments are put forward by

both camps.

Section 3.2 reviews the related literature. Section 3.3 introduces the model.

Section 3.4 studies the equilibria. Section 3.5 provides comparative statics results

and a welfare analysis. Section 3.6 studies the conditions under which ideological

thinking creates a partisan disagreement and a polarization of beliefs. Section

3.7 discusses the assumptions and relates the model to existing explanations.

Section 3.8 concludes. All proofs are in the appendix.

3.2 Related literature

Disagreement over scientific issues The disagreement between laypeople

and experts has been the focus of numerous studies in social sciences, in particu-

lar in the field of risk perception. While early explanations highlighted cognitive

limitations and the use of inappropriate heuristics (Slovic, 2000; Breyer, 1995),

recent theories and observations have drawn attention to the role of political

preferences (see for instance the Cultural Theory of Douglas and Wildavsky,

1982; Douglas, 1994). Liberals and conservatives disagree over the scientific ar-

guments pertaining to several important socio-economic issues, such as climate

change (Dunlap and McCright, 2011), nuclear power (Jenkins-Smith et al., 2011),

nanotechnologies (Kahan et al., 2009), gun control (Kahan, 2012), or stem cell

research (Nisbet, 2005). That heterogeneous political preferences produce a di-

vergence of opinions regarding the appropriate political action is not surprising.

However, the divergence of views regarding objective facts is more puzzling and

represents a challenge for standard theories of information processing.
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Ideological thinking The correlation between political attitudes and scientific

opinions admits several explanations, discussed in section 3.7.2. However, several

experimental results tend to corroborate the role of motivated reasoning and the

causal effect of preferences on beliefs formation which is at the core of the paper.

Whereas Bayes’ rule prescribes that posterior beliefs depend only on the prior

and on the information contained in the signal, experimental evidence indicates

that beliefs formation is affected by the perceived consequences of the signal. As

an illustration, Feinberg and Willer (2011) show that people are more likely to

believe in the conclusions of mainstream climate science when the information

delivers potential solutions (emissions policies, technical innovations, etc.) than

when the message insists on the dire consequences of untreated climate change.

Interestingly, and consistently with the theory developed in the paper, the

partisan gap is affected by the perceived policy implications. In the experiment

by Campbell and Kay (2014), participants read press articles that document

the scientific consensus over climate change and discuss potential solutions. In

one treatment (“free-market”), the proposed solution is that the US becomes

the world leader in green industries without any damage to its economy. In

the other treatment (“governmental regulation”), the proposed solution is that

the US implements mitigation policies. Politically conservative participants are

more likely to believe in the theory of anthropogenic climate change in the first

treatment, namely if the policy implication fits their political preferences. In

the same vein, the partisan gap is attenuated when geo-engineering is presented

as a potential solution, which reduces skepticism among individuals who oppose

regulation (Braman et al., 2012). Several experiments have shown that framing

the information so as to minimize the ideological implications influences beliefs

and attitudes. For instance, conservatives are more likely to endorse a Pigouvian

instrument presented as a “carbon offset” instead of a “carbon tax” (Hardisty

et al., 2010).

The role of motivated reasoning is also substantiated by the fact that both

camps react differently in face of common information (Kahan et al., 2009). In

the experiment by Nyhan and Reifler (2010), participants in the treatment group

read a summary of the Duelfer report whose main conclusion is that Iraq did not

have an active program of weapons of mass destruction in 2003. The treatment

works in the expected way for liberals, who are less likely to believe in the

existence of the program after reading the summary, but in the opposite way for

conservatives. Conversely, liberals who believe that President Bush banned stem
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cell research do not revise their beliefs when they receive evidence to the contrary.

On a related note, people form their assessment about climate change in light of

their personal experience of the climate, but this perception is itself politicized:

Democrats tend to believe that temperatures in their area have recently been

warmer than in the past, while Republicans believe the opposite (Goebbert et al.,

2012; Akerlof et al., 2013). This evidence substantiates the causal link from

preferences to the cognition which is at the core of the paper.

Polarization of beliefs One remarkable experimental finding is that balanced

information provision on a controversial issue does not always reduce the dis-

agreement but sometimes aggravates it (Lord et al., 1979; Munro and Ditto,

1997; Plous, 1991). In the case of climate change, the partisan gap has been

growing between 2000 and 2010 while the scientific community was producing

more evidence of the link between human activities and the climate (Dunlap and

McCright, 2011).3 This finding challenges the common prior assumption and the

use of Bayes’ rule, the two main primitives of standard beliefs formation theories.

The usual interpretation of the polarization of beliefs is that people are prone

to interpreting ambiguous evidence in light of their prior opinion (Darley and

Gross, 1983; Rabin and Schrag, 1999). The theory developed in this paper takes

a different perspective and considers preferences—instead of prior beliefs—as

the source of the assimilation bias. Section 3.6 also clarifies that only certain

types of signals produce a polarization. To facilitate the comparison, existing

explanations for the phenomenon of polarization are discussed in section 3.7.2.

Biased processing of data The theory takes as a primitive the individu-

als’ desire and capacity to forge illusions and repress inconvenient truths at the

service of emotional needs (Kunda, 1990; Festinger, 1957). Distortions in the

updating process over self-relevant characteristics are documented by Eil and

Rao (2011) and Möbius et al. (2013). In both these experiments, participants

receive a sequence of imperfect signals about an important personality dimension

(beauty or IQ). The average updating pattern exhibits some asymmetry, good

news receiving more weight than bad news in posterior beliefs.

The driving force of self-deception is the presence of anticipatory feelings and

the desire to form optimistic beliefs. Based on the observation that unrealistic

3From 2003 to 2013, the fraction of liberals who subscribe to climate science rose from 68%
to 78%, whereas the same number decreased from 52% to 39% among conservatives (Saad,
2013).
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expectations about future life events are widespread (Weinstein, 1980), optimism

is considered as a fundamental psychic need.4 In economics, Mijovic-Prelec and

Prelec (2010) and Mayraz (2011) report that beliefs about an exogenous event

are more optimistic—and less accurate—among participants who have material

stakes in the realization of the event. In the health domain, several real-life

examples of information avoidance and overoptimism are reviewed in Caplin and

Leahy (2001).

Anticipatory feelings have been incorporated into several economic models of

beliefs formation (Brunnermeier and Parker, 2005; Köszegi, 2010; Bénabou and

Tirole, 2011). The majority of this literature considers individual applications

and focuses on the trade-off between the psychic benefits and the material costs

of beliefs distortion. In the situations considered in this paper, the material costs

of self-deception are inconsequential and therefore the incentives to form accurate

beliefs are limited. Collective reality denial is also analyzed by Bénabou (2013),

who shows that the complementarity between the cognitive strategies of individ-

uals engaged in a joint project depends on whether individual self-deception is

beneficial or harmful to other members. Other models of wishful thinking in the

political context are provided by Bénabou (2008) and Levy (2014).

3.3 Environment

Payoff structure The economy is composed of a continuum of agents of mea-

sure 1 who has to make a collective decision (a ∈ {0, 1}): mitigating greenhouse

gases emissions, prohibiting genetically modified organisms, allowing research on

stem cells, etc. The political decision involves some scientific uncertainty summa-

rized by a state variable ω ∈ {L,R}, uniformly distributed. The payoff-relevant

variable X equals xR > 0 in state ω = R and −xL < 0 in state ω = L. The

decision a = 1 is interpreted as the status quo (laissez-faire policy) whereas a = 0

corresponds to a risk-prevention policy. Let

x0 :=
1

2
xR − 1

2
xL

be the common prior expected value of X.

Once the decision is made, all citizens receive their payoff composed of a com-

mon term equal to Xa and of an idiosyncratic term equal to va. The parameter

4Recent exploration in neuroscience suggests a similar asymmetry in the brain activity
regarding good news and bad news (Sharot, 2011).
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v captures an agent’s material or ideological preference regarding the political

decision itself: citizens endowed with v > −x0 tend to support the status quo

whereas those endowed with v < −x0 have an intrinsic taste for regulation.

The variable v is distributed on R according to the atomless probability density

function f .

Information At t = 0, all voters receive a public informative signal about the

state. The signal takes only two values: m = L (“bad news”) or m = ∅ (“no

news”). This assumption is inessential to the main results, and a symmetric signal

structure would deliver similar predictions (see section 3.6). The availability of

public information is measured by the parameter λ while its quality is measured

by π: conditional on ω = L (respectively ω = R), the signal m = L is sent with

probability λπ (respectively λ(1− π)). By Bayes’ rule,

⎧
⎪⎪⎨

⎪⎪⎩

XL := E[X | m = L] = (1− π)xR − πxL

X∅ := E[X | m = ∅] =
1− λ(1− π)

2− λ
xR − 1− λπ

2− λ
xL

(3.1)

Assumption 3.1.

π >
1

2
,λ > 0

Assumption 3.1 impliesXL < x0 < X∅. The signalm = L is to be interpreted

as evidence in favor of the regulation, whereas m = ∅ gives support to the status

quo (“no news is good news”).

Voting The vote takes place at t = 1: each agent selects a ∈ {0, 1}. The proba-
bility with which a political decision is implemented is continuously increasing in

the number of citizens who express this preference, as in Grossman and Helpman

(1996). For instance, if legislative power is allocated according to the propor-

tional representation, the likelihood with which regulatory policies are put in

place increases with the number of representatives who support it. Formally, if

ν is the fraction of citizens who choose a = 1, the probability of implementing

a = 1 is equal to φ(ν), where φ is a continuously differentiable function such that

φ
′
> 0, φ(0) = 0 and φ(1) = 1. This assumption is innocuous for the results but

facilitates the formal analysis. The standard median voter rule can be seen as

the limit of this procedure where φ(ν) = 1ν>1/2.

Since there is a continuum of voters, individual voting decisions are inconse-

quential, for no citizen is ever pivotal. As usual for large elections, voters who
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care only about the political outcome have no strict incentive to vote. Consis-

tently with evidence on expressive voting (Coate et al., 2008; DellaVigna et al.,

2014), citizens derive some intrinsic utility from voting according to their true

preference. Hence, a citizen of type v and whose subjective expectation equals

EX chooses a = 1 if and only if v + EX ≥ 0.5 The thresholds −X∅ and −XL

separate the electorate in three parts: the left-wing fraction characterized by

v < −X∅ chooses a = 0 in all states, the right-wing fraction defined by v ≥ −XL

chooses a = 1 in all states, while the remaining citizens have state-contingent

political preferences and might vote for either policy depending on their beliefs.

Anticipatory feelings The driving force for self-deception is that voters form

expectations about their future prospects and derive anticipatory feelings from

it. At date 1, prior to the vote, an agent of type v contemplates the future

political outcome and receives a flow of anticipatory utility equal to sE[Xa+va].

Self-deception consists in creating some illusory optimism regarding future public

decisions by distorting one’s beliefs over X and a.

Memory management Several modeling strategies are possible to reflect the

distortion in the cognitive process, which are all equivalent provided that they

allow for asymmetric awareness of the signals m = L and m = ∅. I follow the

memory management model proposed by Bénabou and Tirole6. At date t = 0,

each agent can influence the information recalled by her future incarnation at

t = 1. An agent who receives bad news (m = L) can repress this information and

encode m̂ = ∅ at a cost c ≥ 0. In contrast, an agent who does not receive any

information (m = ∅) cannot forge a signal between periods 0 and 1 and always

transmits m̂ = ∅.

A cognitive strategy is a probability σ with which the agent truthfully trans-

mits m̂ = L conditional on m = L. This modeling is a metaphor for the diverse

strategies that individuals can employ to bias their memory or awareness of the

facts in their preferred direction: paying more attention to certain news than to

others, rationalizing preference-inconsistent signals, etc.

In existing models involving anticipatory utility, decision-makers trade off the

pleasure of forming rosy beliefs about their future prospects against the cost of

5The behavior of the agents who are indifferent between a = 0 and a = 1 does not matter,
since they are marginal and have no impact on the political decision. To avoid discussing mixed
strategies, the model is specified by assuming that they vote for a = 1 with probability 1.

6See Bénabou and Tirole (2002, 2011); Bénabou (2013).
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suboptimal decisions that this distortion creates. In this setting, in contrast, each

citizen individually has no influence on the political outcome. As a consequence,

citizens do not take into account any benefit of remaining well informed when

they choose their cognition, and the only force that counterbalances their desire

to distort reality is the cost c associated with cognitive manipulations.

Meta-cognition The equilibrium concept requires that each agent’s cognitive

strategies are sustained in an intra-personal information game. This has two

implications: first, self 1 is sophisticated and does not take the message m̂ = ∅
at face value but infers posterior probabilities for the states m = L and m =

∅ as a function of self 0’s equilibrium behavior σ. Relaxing this hypothesis

and assuming that self 1 does not compute Bayes’ rule after seeing m̂ = ∅
reinforces the results of the paper since self-deception is more effective in that

case. The sophistication hypothesis constitutes a conservative benchmark under

which natural properties of Bayesian updating—in particular, the law of iterated

expectations—are preserved. A second implication is that self 0 finds it optimal

to play the equilibrium action σ conditional on the signal m = L: the agents

cannot commit to a strategy ex ante but react optimally ex post after seeing the

information.

Timeline At date 0, all citizens learn their type v and the state of the world

X is realized. They receive the public message m; in case m = L, they choose

whether to transmit it (m̂ = L) or to conceal it (m̂ = ∅). At date 1, they form

their recollection m̂, update their beliefs aboutm andX, derive their anticipatory

utility sE[Xa + va] and vote. The political outcome and the resulting payoffs

are realized at date 2. The voters discount date 2 payoffs by a factor δ.

t=0 t=1 t=2

- receive v
- receive m
- transmit m̂ = L or m̂ = ∅

- receive m̂
- derive sE[Xa+ va | m̂]
- choose a

- a is realized
- derive Xa+ va

Figure 3.1 – Timeline
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3.4 Equilibrium behavior

3.4.1 Equilibrium concept

It will be apparent below that all equilibria are symmetric in the sense that all

players endowed with the same v play the same strategy σ(v). A Perfect Bayesian

Equilibrium of the game consists of a profile of strategies σ = {σ(v)}v∈R and of

a profile of voting decisions a = {a(v, m̂)}v∈R,m̂∈{L,∅} such that:

1. For all v ∈ R,

σ(v) ∈ argmax
σ∈[0,1]

σsE[Xa+ va | m̂ = L, {σ}]

+ (1− σ) [sE[Xa+ va | m̂ = ∅, {σ}]− c]

2. For all (v, m̂) ∈ R× {L,∅},

a(v, m̂) ∈ argmax
a∈{0,1}

E[X | m̂, σ(v)]a+ va

The expectation E[Xa+va | m̂, {σ}] is conditioned both on the agent’s own equi-

librium cognitive strategy σ(v) and on the other citizens’ strategies {σ(v′)}v′ ̸=v.

The analysis of the equilibrium proceeds in two steps: first, solving for the

individual best response holding fixed the other voters’ behavior, and then finding

a complete equilibrium by means of a fixed-point argument.

3.4.2 Intra-personal equilibrium

The behavior of other players matters only insofar as it influences the relative

likelihood of the political outcomes a = 1 and a = 0. Let νL (respectively ν∅)

be the fraction of citizens who vote for a = 1 if the public message m = L

(respectively m = ∅) has been sent. As shown in the appendix, νL ≤ ν∅ in all

equilibria: regulatory policies receive more support when convincing evidence is

presented.

Consider therefore an individual of type v who receives the signal m = L at

date 0. Fix her cognitive strategy σ(v) and define

U v
1 [m = L] =E [Xa+ va | m = L] = [v +XL]φ(νL) (3.2)

U v
1 [m = ∅] =E [Xa+ va | m = ∅] = [v +X∅]φ(ν∅) (3.3)
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The expression U v
1 [m] represents the agent’s anticipatory utility at date 1 in the

hypothetical situation in which she attaches a probability 1 to the public message

m.

Equations 3.2 and 3.3 yield

I(v) := U v
1 [m = ∅]− U v

1 [m = L] (3.4)

= v[φ(ν∅)− φ(νL)]︸ ︷︷ ︸
idiosyncratic incentive

+X∅φ(ν∅)−XLφ(νL)︸ ︷︷ ︸
common incentive

Two forces influence the individual’s willingness to conceal m = L. The

idiosyncratic incentive is related to the state-independent part of the payoffs.

This term is nonnegative as long as v ≥ 0: right-wing citizens benefit from

encoding m = ∅ since it increases their perceived probability that the decision

a = 1 will be chosen. The common incentive is related to the state-contingent

part of the utility: it is always nonnegative, and equals zero if and only if ν∅ =

νL = 0.

In the following, let

µ(σ(v)) = P[m = L | m̂ = ∅, σ(v)]

=
(1− σ(v))λ

2− λσ(v)

be the ex post probability attached to the public messagem = L by an agent who

receives m̂ = ∅ from her incarnation 0 given her equilibrium cognitive strategy

σ(v).

If the agent truthfully encodes m̂ = L, her self 1 puts probability 1 on m = L,

which delivers her the utility

U v
1 [m̂ = L | σ(v)] = U v

1 [m = L]

If, in contrast, she represses the signal and encodes m̂ = ∅, her self 1 puts

probability µ(σ(v)) on m = L, and 1− µ(σ(v)) on m = ∅, which yields:

U v
1 [m̂ = ∅ | σ(v)] = µ(σ(v))U v

1 [m = L] + [1− µ(σ(v))]U v
1 [m = ∅]

Her choice of the probability of truthful transmission σ maximizes her date
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0 intertemporal utility conditional on σ(v), given by:

U v
0 [σ | σ(v)] = σsU v

1 [m̂ = L | σ(v)] + (1− σ) [sU v
1 [m̂ = ∅ | σ(v)]− c]

= (1− σ)
[ 2− λ

2− λσ(v)
sI(v)− c

]
+ sU v

1 [m = L]

The agent’s best response is a fixed point of the equation σ(v) ∈ argmaxσ U v
0 [σ | σ(v)].

Three cases arise:

• If sI(v) ≤ c, σ(v) = 1.

• If sI(v) ≥ 2c

2− λ
, σ(v) = 0.

• Otherwise, σ(v) is (uniquely) defined by s
2− λ

2− λσ(v)
I(v) = c

Notice that σ(v) is a declining function of I(v) whose variations are given by

equation 3.4. Lemma 3.1 summarizes this result.

Lemma 3.1. Given (νL, ν∅), agent v’s best cognitive response is unique and

1. There exists thresholds sR(v) and sD(v) such that σ(v) = 1 if s ≤ sR(v),

σ(v) is a decreasing function of s if s ∈ [sR(v), sD(v)] and σ(v) = 0 if

s ≥ sD(v).

2. σ(v) is nonincreasing in v, nonincreasing in ν∅ if and only if v +X∅ ≥ 0

and nonincreasing in νL if and only if v +XL ≤ 0.

The second part of the lemma shows how the incentive to repress m = L

varies with the parameters of the model:

Idiosyncratic ideology: σ(v) is nonincreasing with v. The more the individ-

ual’s material or ideological interests are harmed by regulation, the more she

represses the arguments that establish the existence of the risk.

Social ideology: for moderate individuals such that v + XL < 0 < v + X∅,

σ(v) is nonincreasing in both νL and ν∅. The more the society leans towards

the status quo (a = 1), the greater the individual incentive to deny the risks

and to convince oneself that risk prevention is unnecessary. In societies whose

collective ideology opposes regulation, risk denial occurs even among voters who

are themselves not reluctant to government intervention. For voters who prefer
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the status quo in all states (v + XL > 0), an increase in νL makes bad news

more supportable and therefore reduces the incentive to repress it. The case

v +X∅ < 0 is symmetric.

Material stakes: to understand how individual cognition varies with xL, xR, π,λ,

let us focus on two polar cases.

Responsive society : ν∅ = 1, νL = 0. Regulation is implemented if bad news

are provided but not otherwise. In that case,

I(v) = v +
1− λ(1− π)

2− λ
xR − 1− λπ

2− λ
xL

This expression is increasing in xR, the (common) cost of risk prevention if it is

wrongly implemented: the more regulation is socially costly, the more individuals

wishfully contemplate the state m = ∅ in which no regulation is put in place. In

contrast, it is decreasing in xL, the (common) benefit of risk prevention if it is

rightly implemented. Finally, I(v) is increasing in π and in λ: the more public

signals are informative, the higher the common payoff in the unregulated case

m = ∅.

Unresponsive society : ν∅ = νL. The group does not react to the infor-

mation and implements the same policy irrespective of scientific evidence. If

ν∅ = νL = 0, I(v) is constant and equal to zero: if regulation is implemented

with probability 1, the signal m = L does not convey any bad news and is

therefore not repressed by anyone regardless of material payoffs. Otherwise, if

ν∅ = νL > 0,

I(v) = (2π − 1)(xL + xR)

2− λ
φ(ν∅)

This expression is increasing in xL and xR: if society does not react to signals,

the incentive to deny the risk increases with the total stake xL + xR of the

political decision. Finally, I(v) is increasing in both π and λ. Making bad news

more informative makes wishful thinking more appealing, all the more so as the

political status quo opposes prevention policies (i.e. if ν∅ = νL is large).

3.4.3 Inter-personal equilibrium

The equilibrium concept requires that individual cognitive strategies are de-

rived according to lemma 3.1 and that the values of ν∅ and νL are correctly

anticipated by all players. Fix a pair of political outcomes (ν∅, νL). Consider the
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profile of cognitive strategies (σ(v, ν∅, νL))v∈R determined by (ν∅, νL) according

to lemma 3.1 and the function

a(v, m̂, ν∅, νL) =

{
1 if v + E[X | m̂, σ(v, ν∅, νL)] ≥ 0

0 otherwise

The function a describes the vote of an individual of type v who recollects the

signal m̂ given her cognitive equilibrium strategy σ(v, ν∅, νL). The political out-

comes resulting from these individual strategies are

⎧
⎪⎪⎪⎨

⎪⎪⎪⎩

g∅(ν∅, νL) =
∫
a(v,∅, ν∅, νL)f(v)dv

gL(ν∅, νL) =
∫
[σ(v, ν∅, νL)a(v, L, ν∅, νL)

+(1− σ(v, ν∅, νL))a(v,∅, ν∅, νL)]f(v)dv

An equilibrium of the game is characterized by a fixed point of the mapping

(ν∅, νL) → (g∅(ν∅, νL), gL(ν∅, νL)) and by the associated individual strategies

{σ(v, ν∅, νL), a(v, m̂, ν∅, νL)}. The existence of an equilibrium is verified in the

appendix as an application of Brouwer’s fixed-point theorem.

Proposition 3.2. There exists an equilibrium of the game. In any equilibrium,

there exist some thresholds (v− < v+) such that σ(v) = 1 if v ≤ v−, σ(v) is a

linearly decreasing function of v if v ∈ [v−, v+], and σ(v) = 0 if v ≥ v+.

v

σ(v)

v− v+

Figure 3.1 – Equilibrium cognition

In any equilibrium, as proved by lemma 3.1, the cognitive strategy is mono-

tonic in v. The fact that a higher v is associated with a greater propensity to

wishful thinking is an artifact of the asymmetric signal structure considered. A

symmetric information structure comprising a signal m = R substantiating the

efficiency cost of public regulation would lead to a similar denial by the left of the

political spectrum. Such a signal structure and its implications for disagreement

and polarization are considered in section 3.6.
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3.5 Comparative statics and welfare analysis

This section considers examples where the distribution of political preferences

follows simple patterns in order to characterize the equilibria of the cognition

game and to analyze the welfare effect of public information provision. For

simplicity, the exposition focuses on pure strategy equilibria. The appendix

provides a complete treatment.

3.5.1 Homogeneous society

Let us first focus on the case where all individuals share the same political

preference v. The group is initially unfavorable to risk prevention: v + x0 ≥ 0.

3.5.1.1 Equilibria

Two cases arise depending on whether bad news are convincing enough to

counteract the group’s preference.

First case: v ≥ −XL. All individuals vote against regulation irrespective of

their beliefs at date 1. The political outcomes are therefore ν∅ = νL = 1. By

equation 3.4,

I(v) = X∅ −XL

The analysis of the equilibrium is then similar to the intra-personal equi-

librium studied in 3.4.2. The equilibrium is unique: there exist two thresholds

sR < sD such that σ = 1 if s ≤ sR, σ = 0 if s ≥ sD, and σ ∈ (0, 1) is a declining

function of s on (sR, sD).

Second case: v < −XL. The political decision in state m = L depends on

the group’s cognition. If individuals remain realistic, the political outcomes are

ν∅ = 1 and νL = 0. By 3.4,

I(v) = v +X∅

Realism is an equilibrium if and only if s(v+X∅) ≤ c. This condition defines

a threshold sR(v) declining with v such that σ = 1 is an equilibrium if and only

if s ≤ sR(v).

If all voters discard bad news, the political outcomes are ν∅ = νL = 1 and

the analysis is similar to the case v ≥ −XL.
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For small values of v, there exists a nonempty range of values of s such that

both σ = 0 and σ = 1 are equilibrium strategies. In the realism equilibrium,

voters hold correct beliefs and support regulation. The incentive to engage in

wishful thinking is low since risk prevention policies are implemented. In the de-

nial equilibrium, voters reject the evidence and support the laissez-faire policy.

Since risk prevention is neglected, the evidence m = L conveys alarming infor-

mation and the incentive to self-deceive is high. Since wishful thinking leads

citizens to vote poorly, reality denial is contagious as in Bénabou (2013).

For large values of v, the group attaches less importance to the state-contingent

part of the payoff and the cognitive interdependencies are limited. The equilib-

rium is unique in that case. Proposition 3.3 summarizes this result.

Proposition 3.3. Suppose that v+x0 ≥ 0. There exist threshold functions sR(v)

and sD(v) such that realism is an equilibrium if and only if s ≤ sR(v), and denial

is an equilibrium if and only if s ≥ sD(v). In addition, there exists a threshold

v∗ ∈ (−x0,−XL) such that:

1. If v > v∗, realism and denial do not coexist: sR(v) < sD(v). There exists

at least one mixed strategy equilibrium for any s ∈ (sR(v), sD(v)).

2. If v ≤ v∗, realism and denial coexist as equilibria on a non-empty interval:

sD(v) ≤ sR(v).

sD(v)

sR(v)

vRealism

Denial

v∗ −XL

s

Figure 3.1 – Cognitive equilibria in a homogeneous group.

3.5.1.2 Welfare

One question of interest is whether information makes the group better off

as in a standard model absent ideological thinking. This subsection analyzes

how the welfare of the group, computed from the ex ante perspective, evolves as

the signals become more informative in the Blackwell order following an increase

138



in π or in λ. The analysis proceed in two steps: studying how variations in

(π,λ) affect the equilibrium strategies, and then analyzing how welfare varies

with (π,λ) depending on the nature of the equilibrium.

First case: v ≥ xL. In a standard model without reality denial, the group is

information-neutral in that case. The political outcomes are fixed to ν∅ = νL = 1

irrespective of (π,λ). As discussed in 3.4.2, I(v) is increasing in π and in λ: the

more informative the signals, the greater the misalignment between the group’s

decision and the state of the world, and the greater the incentive to engage in

wishful thinking. Increasing π or λ unambiguously makes the group more likely

to repress bad news.

Let us now analyze a realism equilibrium with parameters (π,λ). Welfare in

state ω = R equals

W r(π,λ, R) =λ(1− π) [s(v +XL) + δ(v + xR)]︸ ︷︷ ︸
state m=L

+ [1− λ(1− π)] [s(v +X∅) + δ(v + xR)]︸ ︷︷ ︸
state m=∅

whereas in state ω = L

W r(π,λ, L) = λπ [s(v +XL) + δ(v − xL)]︸ ︷︷ ︸
state m=L

+(1− λπ) [s(v +X∅) + δ(v − xL)]︸ ︷︷ ︸
state m=∅

Aggregating across states yields

W r(π,λ) =
W r(π,λ, R) +W r(π,λ, L)

2

= (s+ δ)(v + x0) (3.5)

In a denial equilibrium with parameters (π′,λ′),

W d(π′,λ′, R) =λ′(1− π′) [s(v + x0) + δ(v + xR)− c]︸ ︷︷ ︸
state m=L

+ [1− λ′(1− π′)] [s(v + x0) + δ(v + xR)]︸ ︷︷ ︸
state m=∅
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and

W d(π′,λ′, L) =λ′π′ [s(v + x0) + δ(v − xL)− c]︸ ︷︷ ︸
state m=L

+ (1− λ′π′) [s(v + x0) + δ(v − xL)]︸ ︷︷ ︸
state m=∅

Thus

W d(π′,λ′) = (s+ δ)(v + x0)−
λ′

2
c (3.6)

This expression is strictly decreasing in λ′, the probability of receiving and re-

pressing m = L. Comparing 3.5 and 3.6 shows that W d(π′,λ′) < W r(π,λ). All

in all, the welfare of the group is nonincreasing in π and λ for two reasons: first,

because increasing π or λ fosters collective denial and leads all members to pay a

cognitive cost to conceal alarming signals; second, because in a denial equilibrium

an increase in λ magnifies the frequency with which bad news are provided and

repressed. The group is information-averse due to motivated reasoning, strictly

so in some regions.

Second case: −x0 < v < xL. This case is more interesting since the group

would strictly value public information absent ideological thinking. The discus-

sion in 3.4.2 shows that I(v) increases with π and λ in both types of equilibria:

increasing the informativeness of bad news fosters collective denial.

The analysis of a denial equilibrium is identical to the case v ≥ xL. Consider,

in contrast, a realism equilibrium in which π is high enough to satisfy v <

πxL − (1 − π)xR. In that case, the information plays an instrumental role and

an increase in (π,λ) is beneficial to the group—conditional on accepting the

evidence. To see this, notice that

W r(π,λ, R) = λ(1− π) 0︸︷︷︸
state m=L

+[1− λ(1− π)] [s(v +X∅) + δ(v + xR)]︸ ︷︷ ︸
state m=∅

and

W r(π,λ, L) = λπ 0︸︷︷︸
state m=L

+(1− λπ) [s(v +X∅) + δ(v − xL)]︸ ︷︷ ︸
state m=∅
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Thus,

W r(π,λ) = (s+ δ)(1− λ

2
)(v +X∅)

= (s+ δ)(1− λ

2
)(v +

1− λ(1− π)

2− λ
xR − 1− λπ

2− λ
xL)

This expression is increasing in π and in λ. All in all, an increase in (π,λ) affects

welfare differently depending on the value of s. If s is low enough, the group

remains realistic for any (π,λ), and more informative signals make individuals

better off by improving their collective decision. Howeer, for any v, there exists

values of (s, π,λ, π′,λ′) such that switching from the less informative signals

(π,λ) to the more informative signals (π′,λ′) leads the individuals to switch from

realism to denial, which makes their posterior beliefs less precise and reduces their

welfare. The standard effects of information provision can therefore be reversed

due to motivated cognition.

Proposition 3.4. If v ≥ xL, the information has no instrumental value and

W (π,λ) is nonincreasing in π and in λ. If −x0 < v < xL,

1. There exists s∗ > 0 such that, for any s ≤ s∗, realism is the only equi-

librium for all (π,λ). In that case, the group’s posterior beliefs are more

informed in the Blackwell order for larger values of π and λ, and W (π,λ)

is nondecreasing in π and in λ.

2. There exists s, π,λ, π′,λ′ such that π′ > π and λ′ > λ, and: (i) realism is

the only equilibrium in (π,λ), and the group chooses a = 1 in state m = L;

(ii) denial is the only equilibrium in (π′,λ′), and the group votes a = 0 in

state m = L; (iii) the group’s posterior beliefs are more informed in (π,λ)

than in (π′,λ′); (iv) W (π,λ) > W (π′,λ′).

3.5.2 Polarized society

This subsection analyzes the interplay between information-loving voters and

information-neutral voters. A fraction α of citizens are endowed with vR ≥ −XL

and always oppose regulation. The remaining voters have moderate preferences

−X∅ ≤ vM < −XL and follow public recommendations. The presence of un-

responsive voters imposes a lower bound α on the share of ballots in favor of

the status quo. The analysis focuses on the moderates’ cognition and political

behavior as a function of α, restricting attention to pure strategies.
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Proposition 3.5. Suppose that −X∅ ≤ vM < −XL. There exists threshold

functions sR(α) and sD(α) such that realism is an equilibrium if and only if

s ≤ sR(α), and denial is an equilibrium if and only if s ≥ sD(α). In addition,

1. Collective denial increases with α: sR is strictly decreasing in α, and sD is

nonincreasing in α.

2. If vM < −x0, or vM > v∗, realism and denial do not coexist: sR(α) < sD(α)

for all α.

3. If −x0 ≤ vM ≤ v∗, there exists α∗ ∈ [0, 1] such that realism and denial

coexist for α ≤ α∗ (sR(α) ≥ sD(α)) but not for α > α∗ (sR(α) < sD(α)).

The main result of proposition 3.5 is that moderate voters are more likely to

downplay the risks when the number of opponents to regulation is large. The

larger α, the more social inertia is costly to moderate voters, which reinforces

their incentives to engage in wishful thinking. Ideological denial is the strongest

on issues for which the distribution of preferences makes the political response

unlikely to be implemented. An extreme example is the contagion of reality denial

in totalitarian regimes with slim prospects for political change. If vM ∈ [−x0, v∗],

the cognitive strategies of moderate citizens are strategic complements, which

creates multiple equilibria if they represent a large fraction of the electorate,

as analyzed in 3.5.1.7 If vM < −x0, the group votes for regulation in a denial

equilibrium, which eliminates the strategic complementarity.

sD(α)

sR(α)
αRealism

Denial

α∗

s

Figure 3.2 – Cognitive equilibria among moderate voters (−x0 ≤ vM ≤ v∗).

3.6 Polarization and disagreement

This section explores under which conditions this model of motivated rea-

soning can explain the polarization of beliefs documented experimentally. The

7Recall that v∗, defined in proposition 3.3, is the threshold below which multiple equilibria
coexist for a homogeneous group.
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Figure 3.3 – Cognitive equilibria among moderate voters (vM < −x0).

information structure used in sections 3.3, 3.4 and 3.5 is enriched so that the sig-

nals are symmetric: m ∈ {L,R,∅}. With probability λ, a message m ∈ {L,R}
is sent, in which case m = ω with probability π. With probability 1 − λ, the

message m = ∅ is sent.

A cognitive strategy profile is now a pair (σ−, σ+) of probabilities of trans-

mitting the signals m = L and m = R respectively. Consider two individuals

or groups with opposite political preferences who play pure cognitive strategies:

group R denies arguments in favor of regulation and accepts evidence against it

(σR
− = 0, σR

+ = 1) whereas group L plays the opposite strategy (σL
− = 1, σL

+ = 0).

Beliefs are summarized by the random variable ξ = P[ω = R]. The groups’

prior beliefs are written ξ0R and ξ0L. Both groups receive a common sequence of

public signalsMn = {m1, · · · ,mn} and form their recollections M̂ i
n = {m̂i

1, · · · , m̂i
n}

according to their cognitive strategies. Their posterior beliefs are written

ξi(Mn) := P[ω = R | M̂ i
n, σ

i
−, σ

i
+]

A first observation, provided without proof, is that beliefs follow a martingale

process in spite of ideological thinking. The law of iterated expectations applies

due to the sophistication hypothesis: the expectation of individual’s beliefs fol-

lowing a sequence of i.i.d signals is equal to their prior. There is therefore no

systematic drift towards preference-consistent opinions. As shown below, this

does not preclude ex post polarization and disagreement conditional on a se-

quence of signals.

Proposition 3.6.

E[ξi(Mn)] = ξ0i for i ∈ {L,R}
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3.6.1 Polarization

Definition 3.1 is adapted from Baliga et al. (2013) and Benôıt and Dubra

(2015): beliefs polarize if, given an initial disagreement between the two groups,

their beliefs move in opposite directions after they both receive the same piece

of information.

Definition 3.1. Suppose that 0 < ξ0L < ξ0R < 1. Beliefs polarize following the

sequence Mn if ξL(Mn) < ξ0L < ξ0R < ξR(Mn).

The information contained in the sequence Mn is summarized by the vector

(nR, nL, n∅) that comprises the number of signals equal to m = R, m = L and

m = ∅ respectively. A member of group R converts the signals m = L into

m̂ = ∅ and therefore recollects nR signals m̂ = R and nL + n∅ signals m̂ = ∅.

Bayes’ rule yields

ξR(Mn)

1− ξR(Mn)
=

ξ0R
1− ξ0R

[ π

1− π

]nR
[ 1− λπ

1− λ(1− π)

]nL+n∅
(3.7)

A member of group L recollects nL signals m̂ = L and nR+n∅ signals m̂ = ∅.

By Bayes’ rule,

ξL(Mn)

1− ξL(Mn)
=

ξ0L
1− ξ0L

[1− π

π

]nL
[1− λ(1− π)

1− λπ

]nR+n∅
(3.8)

Comparing equations 3.7 and 3.8 delivers the conditions under which beliefs

polarize. Let

α := ln
[ π

1− π

]
and β := ln

[1− λ(1− π)

1− λπ

]

be the posterior log-likelihood ratios conditional on receiving, respectively, a

message m̂ ∈ {L,R} or m̂ = ∅. Assumption 3.1 implies that α > β > 0.

Proposition 3.7. Beliefs polarize following the sequence Mn if and only if

min
[ nR

nL + n∅
,

nL

nR + n∅

]
>

β

α
(3.9)

Notice that condition 3.9 depends on Mn and on the information parameters

(π,λ) but not on the prior beliefs ξ0L and ξ0R. Polarization occurs whenever nL and

nR are both large compared to n∅, that is, whenever the information contained

in Mn delivers arguments in favor of both opinions. Corollary 3.1 draws the

implications of this result in simple cases.
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Corollary 3.1. Beliefs polarize if the evidence is perfectly mixed (nR = nL, n∅ =

0) but not if the evidence is unequivocal (min{nR, nL} = 0).

Consistently with experimental evidence, opinions polarize if mixed argu-

ments are provided to the two groups but not if the information unambiguously

recommends one position: the divergence of opinions requires that arguments ad-

vocating both policy orientations are provided, so that each group can rationalize

its preferred opinion.

Let ξ(Mn) denote the posterior beliefs formed following the sequence Mn by

an individual who is not subject to any updating distortion and correctly encodes

all signals.

Proposition 3.8.

1. If ξ0R = ξ0L = ξ0 = 1/2, then ξR(Mn) > 1/2 > ξL(Mn) if and only if Mn

satisfies 3.9. In that case, both groups are overconfident:

ξR(Mn) > ξ(Mn) > ξL(Mn)

2. If ξ0R = ξ0L = ξ0 ∈ (0, 1), then ξR(Mn) > ξ0 > ξL(Mn) if and only if

min
[ nR

nR + n∅
,

nL

nL + n∅

]
>

β

α
(3.10)

Under condition 3.9, starting from uniform prior beliefs, each group becomes

convinced that the available evidence justifies its preferred policy orientation

(part 1). Their beliefs are too confident (i.e. further away from 1/2) relative to a

dispassionate statistician. More generally, a partisan disagreement results from

information provision under condition 3.10, which is weaker than 3.9 (part 2).

Polarization results only from certain sequences of signals. For instance, if n =

2, the only sequences that satisfy condition 3.9 are (L,R) and (R,L). From the ex

ante perspective, if the signals result from an i.i.d. process, information provision

generates some polarization with probability 2λ2π(1 − π) only. Ideology-driven

disagreement and polarization is more likely to be observed when λ is large and π

is low, so that arguments in favor of both positions exist and enable each group to

form preference-consistent beliefs. As an illustration, proposition 3.9 establishes

that, for a fixed quality of information π, ideology-driven disagreement is the

norm rather than the exception when arguments are easy to find.
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Proposition 3.9. Suppose that ξ0R = ξ0L ∈ (0, 1), and fix n. Then

lim
λ→1

P[ξR(Mn) > ξL(Mn)] = 1

3.6.2 Asymptotic learning

The next result examines the asymptotic properties of the learning process

from the ex ante point of view. Consider infinite sequences {Mn} of i.i.d. signals.

Proposition 3.10 analyzes the limit properties of posterior beliefs for a given state

X when n becomes asymptotically large.

Proposition 3.10. Suppose that ξ0i ∈ (0, 1) for i = L,R. Then:

1. If ω = R, limn→+∞ ξi(Mn) = 1 almost surely for i = L,R;

2. If ω = L, limn→+∞ ξi(Mn) = 0 almost surely for i = L,R;

3. There exists n∗ ∈ N such that ξR(Mn) > ξL(Mn) almost surely for any

n ≥ n∗.

Proposition 3.10 establishes the consistency of posterior beliefs (parts 1 and

2). Disagreement and divergence of opinions can occur on the path but van-

ish when groups are provided with a sufficiently large number of signals. Large

samples convey overwhelming evidence in favor of the true hypothesis and the

disagreement is therefore eliminated asymptotically due to the fact that self-

deception is limited by Bayesian constraints. The speed of convergence is, how-

ever, heterogeneous in the population (part 3): the group R becomes convinced

that ω = R faster than the group L, and vice versa for ω = L. Notice that part

3 is true even if ξ0R < ξ0L.

3.7 Discussion

3.7.1 Assumptions

Beliefs distortion Anticipatory feelings are the driving force of self-deception,

but there exist other plausible channels through which political preferences might

influence the cognition. For instance, ideological thinking can also be driven by

a “moral wriggle room” phenomenon according to which individuals selectively

alter their beliefs in order to alleviate the cognitive dissonance (Festinger, 1957)
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created by the conflict between their self-interest and the socially optimal ac-

tion.8 According to this explanation, individuals deny the pieces of evidence

that would lead them to recognize that their preferred political orientation is so-

cially harmful. This mechanism also transforms an underlying political conflict

into a scientific disagreement, and the results in section 3.4 and 3.6 are preserved,

whereas the comparative statics observations in section 3.5 are peculiar to the

explanation based on anticipatory feelings.

In the model, cognitive distortions arise conditional on a public message

through memory management. Alternatively, a model where voters can acquire

information through directed search, as in Dewatripont and Tirole (1999), also

generates some ex post disagreement and polarization. To see why, suppose that

voters can selectively look for a signal (m = R or m = L). If the evidence exists,

they find it with probability 1; otherwise, they do not find any evidence and

receive m = ∅. Suppose that each group looks for congruent signals, and that

both types of evidence are available. The members of group R, who find a signal

m = R, become more convinced that ω = R than the members of group L who

find a signalm = L. Exactly as in the memory management model, disagreement

and polarization occur ex post under some contingencies even though individ-

uals are Bayesian, but opinions do not polarize if only unequivocal evidence is

available.

Instrumental incentives The theory assumes that individuals are marginal

in the vote. As a consequence, they have no incentives to form precise beliefs

when they choose whether to deny the evidence or not. The theory concerns large

elections where individuals vote for reasons distinct from instrumental concerns

(social norms, intrinsic utility of expressing one’s opinion, social pressure, etc.)

as documented for instance in Coate et al. (2008) and DellaVigna et al. (2014).

Adapting the theory to a small group where each individual has a non-negligible

probability of being pivotal requires to take into account this extra incentive as

a limit for self-deception.

To see why this assumption is crucial, let us assume that all agents also

make private decisions that affect their payoffs on top of voting. This choice

concerns all citizens for issues where private prevention means are available (e.g.

8Dana et al. (2007) and the subsequent literature (for instance Grossman and Van der
Weele, 2013) show that people frequently display information aversion about the externalities
generated by their actions. Di Tella et al. (2015) demonstrate that individuals facing a social
dilemma distort their beliefs about the consequences of their choices, possibly to justify their
selfish behavior.
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vaccination) or some categories of the population who have personal stakes in the

event (e.g. farmers decide whether to switch crop in response to climate change

or not). Formally, at date 1, on top of voting, each agent makes a private decision

y leading to a private payoff equal to −k(y − X)2. The parameter k measures

the importance of the private decision relative to the political outcome.

t=0 t=1 t=2

- receive v
- receive m
- transmit m̂ = L or m̂ = ∅

- receive m̂
- derive sE[Xa+ va | m̂]
- choose a and y

- a is realized
- derive Xa+ va
−k(y −X)2

Figure 3.1 – Timeline

This term introduces another cost of cognitive distortion on top of the direct

psychic cost c, since denying the evidence leads the agent to make poor individual

decisions. When this cost is large enough, wishful thinking disappears entirely

due to the fact that all citizens have greater incentives to form accurate beliefs.

The theory developed in this paper therefore predicts that wishful thinking is

restricted to social or economic issues where individual actions are insignificant

compared to political decisions.9

Proposition 3.11. Fix v. There exists a threshold k∗ > 0 such that, for any

k ≥ k∗, realism (σ(v) = 1) is the only intra-personal equilibrium.

3.7.2 Alternative theories

Polarization of beliefs Most existing explanations for the phenomenon of po-

larization consider an exogenous disagreement and propose a history-dependent

updating rule. By contrast, in this paper, disagreement arises endogenously

through motivated reasoning and perpetuates itself through the polarization of

beliefs even if the groups have the same prior opinions and receive the same piece

of information. In particular, the updating process is history-independent, as in

Bayes’ rule, but depends on preferences.

Rabin and Schrag (1999) provide the first economic model of confirmatory

bias. In their theory, individuals misinterpret the signals that contradict their

current opinion and encode it, with some probability, as confirming rather than

9For instance, most American farmers believe that climate change is occurring without
acknowledging the influence of human activities; as a consequence, they support adaptation
practices but reject public mitigation policies (Arbuckle et al., 2015).
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disconfirming evidence. In Fryer Jr. et al. (2015), individuals interpret mixed

evidence as a function of their beliefs and recall only their interpretation instead

of the raw signals, which provides a foundation for the updating rule used in

Rabin and Schrag (1999). In both these papers, the misperception can persist

indefinitely and individuals can end up believing with certainty in a false hy-

pothesis. The results of section 3.6 are close to these two papers, except for two

important differences. First, as noted above, the updating distortion is affected

by preferences and not by prior beliefs: first impressions do not matter, but pref-

erences do. Second, individuals are sophisticated about their bias and do not

take their encoded memory at face value. In particular, their beliefs satisfy the

law of iterated expectations. The results of section 3.6 show that this restriction

on beliefs formation does not preclude polarization. Relaxing the sophistication

hypothesis would deliver stronger results, except that the convergence property

of proposition 3.10 might fail if the level of naiveté is large enough.

Other explanations involve departures from the expected utility framework

or the common likelihood ratio paradigm. Baliga et al. (2013) provide a theory

of polarization based on ambiguity aversion. In their model, individuals try to

hedge against the uncertainty when they make their predictions. Groups with dif-

ferent prior beliefs are (endogenously) averse to different directions of ambiguity,

which is why they update in different directions. Andreoni and Mylovanov (2012)

show that, if the state of nature is multidimensional, the disagreement can be

reinforced by the provision of unidimensional signals. Benôıt and Dubra (2015)

assume that individuals disagree about the likelihood ratios associated with the

signals; if the groups have already been exposed to some information, their id-

iosyncratic interpretation of the signals conditions both their current opinion and

their response to new information, which creates a spurious correlation between

beliefs and updating patterns. Relatedly, Acemoglu et al. (2016) show that stan-

dard convergence results such as the asymptotic elimination of disagreement are

violated if individuals disagree on the interpretation of the signals.

The preference-based theory of polarization developed in this paper differs

from existing history-based explanations in its predictions and in its applications.

First, the theory requires that individuals have personal stakes in the out-

come. It is therefore unable to explain polarization in situations where partic-

ipants have to predict an event that does not affect their well-being, as in the

experiment by Darley and Gross (1983) in which subjects are asked to assess a

schoolgirl’s academic skills.
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Second, unlike existing explanations, the model predicts the first movement

of beliefs if people have uninformed prior opinions and receive balanced evidence

as a first piece of information. For instance, it explains why pro- and anti-

regulation individuals disagree about the risks associated with nanotechnologies

after receiving information but not prior to it, as documented by Kahan et al.

(2009).

Third, the theory predicts a confirmatory bias if groups have already formed

preference-consistent opinions, but not otherwise. To see why, imagine that

both groups have identical prior beliefs ξ0L = ξ0R = 1/2 and receive a first

preference-inconsistent signal: all members of group L receive m = R, whereas

all members of group R receive m = L. Similarly to existing theories, the

present model predicts that posterior beliefs move in the direction of the sig-

nal: ξL(R) > 1/2 > ξR(L). Suppose now that all individuals receive a pub-

lic message containing mixed evidence, for instance a sequence (R,L). Prior-

based theories of polarization predict that each group interprets the new ev-

idence as a confirmation of their prior opinion, which reinforces the disagree-

ment: ξL(R,R, L) > ξL(R) > ξR(L) > ξR(L,R, L). The model of section 3.6

instead predicts that groups update according to their preference irrespective of

their current opinion. This reduces (or even reverses) the discrepancy of views:

ξL(R,R, L) < ξL(R) and ξR(L,R, L) > ξR(L).

Disagreement There exist competing explanations for the prevalence of par-

tisan disagreement. A first natural explanation is that beliefs over objective facts

causally determine political orientation: liberals and conservatives have different

prior beliefs or private information regarding scientific facts, which causes them

to express different preferences regarding political decisions. Several facts are in-

consistent with this explanation and tend to corroborate the reverse causal link.

First, this mechanism cannot rationalize the experimental evidence reviewed in

section 3.2 on polarization and disagreement. In particular, liberals and conser-

vatives react differently to information over new issues on which they have little

prior knowledge (e.g. nanotechnologies). Furthermore, people are more prone

to accept the evidence if the perceived policy implications are compatible with

their political orientation (Campbell and Kay, 2014; Braman et al., 2012). Sec-

ond, voters’ opinions over a range of scientific debates are remarkably correlated

with each other: conservatives and liberals consistently disagree with each other

about environmental threats (climate change, nuclear power), economic ques-
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tions (efficiency of redistributive policies, sources of inequalities) and judiciary

issues (deterrent effect of capital punishment, efficiency of gun control policies).

This stylized fact is inconsistent with a model where individuals’ preferences are

determined by independent prior beliefs or private signals. In contrast, it can

be rationalized by the theory developed in this paper under the assumption that

people’s preferences on these different dimensions (economic policies, judicial

policy, regulation) exhibit some positive correlation. Third, a theory in which

beliefs determine political preferences predicts that more educated individuals

hold more precise beliefs since they are more efficient at understanding the sci-

entific arguments. Kahan (2012) shows instead that the disagreement between

liberals and conservatives on climate science is higher among more educated in-

dividuals.10 This fact is consistent with a motivated reasoning explanation under

the assumption that a higher scientific education reduces the cost c of ideological

thinking by making individuals more effective at manipulating the arguments.

A second important explanation for the gap between individuals’ beliefs and

experts’ opinions is that the state of science is misrepresented by the media.

Shapiro (2015) develops a model in which newspapers’ reputation incentives lead

them to present mixed evidence even if the scientific diagnosis is unequivocal,

which causes readers to misperceive the scientific consensus. Bramoullé and Orset

(2016) analyze firms’ incentives to “manufacture doubt” (Oreskes and Conway,

2010) and shape public perception in order to influence regulation. These expla-

nations can account for a general misperception of scientific knowledge among

laypeople but do not capture the heterogeneity in opinions; the focus on dis-

agreement and polarization in this paper therefore takes a complementary per-

spective to these theories. In particular, while the models by Shapiro (2015)

and Bramoullé and Orset (2016) can explain the attitude of firms and media

outlets regarding scientific knowledge, it does not capture demand side effects in

information processing as evidenced by the experimental literature reviewed in

section 3.2 in which the signals are controlled by an experimenter.

3.8 Conclusion

On a final note, it is worth emphasizing that the theory developed in this

paper predicts some disagreement if the information provided to the groups is

10A Gallup survey also documents that skepticism regarding climate science is the highest
among college-educated Republicans (Newport and Dugan, 2015).
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balanced but not if the signals unambiguously substantiate one theory, as ex-

plained in section 3.6. In particular, a consensus over the objective facts can

be reached across the political spectrum if strong arguments are conveyed. In

the case of climate change, many studies have shown that individuals vastly un-

derestimate the scientific consensus, and that setting the record straight causes

a significant increase in the acceptance of climate science and in the support

for public action (Lewandowsky et al., 2013; Myers et al., 2015; van der Linden

et al., 2015; van der Linden, 2016). Remarkably, this communication strategy

is also effective among conservative citizens. The influence of ideological think-

ing on beliefs formation should therefore not be overestimated. It is likely to

be restricted to contentious issues that receive a balanced treatment in the me-

dia, either because the scientific evidence is scarce or controversial or because of

newspapers’ and firms’ incentives and practices (Shapiro, 2015; Bramoullé and

Orset, 2016; Oreskes and Conway, 2010).
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Appendix

3.A Proofs of section 3.4

Lemma 3.12. For any intra-personal equilibrium strategy σ(v),

E[X | m̂ = L,σ(v)] ≤ E[X | m̂ = ∅,σ(v)]

Proof. By Bayes’ rule,

E[X | m̂ = L,σ(v)] = XL

whereas

E[X | m̂ = ∅,σ(v)] = µ(σ(v))XL + [1− µ(σ(v))]X∅

The result follows from XL ≤ X∅.

Lemma 3.13. In any equilibrium, ν∅ ≥ νL.

Proof. Consider a profile of equilibrium cognitive strategies σ(v) and the associated

votes:

a(v, m̂) =

{
1 if v + E[X | m̂,σ(v)] ≥ 0

0 otherwise

Lemma 3.12 implies that a(v,∅) ≥ a(v, L) for all v. The equilibrium political

outcomes are given by

ν∅ =

∫ +∞

−∞
a(v,∅)f(v)dv

and

νL =

∫ +∞

−∞
[σ(v)a(v, L) + (1− σ(v))a(v,∅)]f(v)dv

which delivers ν(∅) ≥ νL.

Proof of lemma 3.1 The thresholds defined in part 1 are given by

⎧
⎪⎪⎨

⎪⎪⎩

sR(v) =
c

I(v)

sD(v) =
2c

(2− λ)I(v)

if I(v) > 0
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and sR(v) = sD(v) = +∞ otherwise. The comparative statics results of part 2 follow

from equation 3.4.

Proof of proposition 3.2 The function g : (ν∅, νL) → (g∅(ν∅, νL), gL(ν∅, νL))

maps the convex and compact set {(α,β) ∈ [0, 1]2 | α ≥ β} into itself, as shown by

lemma 3.13. The next step is to prove that g is continuous in order to apply Brouwer’s

theorem and find a fixed point of g.

To prove the continuity of g, notice that the function (v, ν∅, νL) → σ(v, ν∅, νL)

is continuous by the construction of lemma 3.1. As a consequence, the function

(v, ν∅, νL) → v + E[X | m̂,σ(v, ν∅, νL)] is also continuous for m̂ ∈ {∅, L}. Let us

rewrite g∅ as

g∅(ν∅, νL) =

∫

v:v+E[X|m̂=∅,σ(v,ν∅,νL)]≥0
f(v)dv

which shows that g∅ is continuous in (ν∅, νL) (remember that f is continuous). A

similar argument proves the result for gL.

3.B Proofs of section 3.5

Proof of proposition 3.3 Following the discussion in the main text, for any

v ≥ −x0, denial is an equilibrium if and only if

s ≥ sD(v) :=
2c

(2− λ)(X∅ −XL)

Realism is an equilibrium for v ≥ −XL if and only if

s ≤ sR(v) :=
c

X∅ −XL

and for v < −XL if and only if

s ≤ sR(v) :=
c

v +X∅

The function sD is constant in v, whereas sR is strictly decreasing in v on [−x0,−XL]

and constant in v on [−xL,+∞]. The threshold v∗ ∈ [−x0,−XL] is defined by

sR(v∗) = sD(v∗), which after some algebra yields

v∗ = −λ
2
X∅ − (1− λ

2
)XL

Notice that

v∗ > −x0 = −(1− λ

2
)X∅ − λ

2
XL
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which shows that the interval [−x0, v∗] is non-empty. If v > v∗, sD(v) > sR(v) and

therefore realism and denial do not coexist. If v ≤ v∗, sD(v) ≤ sR(v) and both

strategies are equilibrium strategies.

It remains to show that there exists a mixed-strategy equilibrium if v∗ < v and

sR(v) < s < sD(v). If v ≥ −XL, the analysis is similar to the intra-personal case in

subsection 3.4.2. Consider therefore v < −XL and a tentative equilibrium strategy

σ ∈ (0, 1). Since −x0 ≤ v < −XL, an individual who recollects m̂ = ∅ votes a = 1,

whereas an individual who recollects m̂ = L votes a = 0. Hence, νL = 1 − σ and

ν∅ = 1, which yields

I(v) = v +X∅ − (v +XL)φ(1− σ)

σ is an equilibrium strategy if and only if

s
2− λ

2− λσ
I(v) = c

which we rewrite

σ =
1

λ

[
2− s

2− λ

c
[v +X∅ − (v +XL)φ(1− σ)]

]
(3.11)

Consider the function κ defined on [0, 1] by

κ(σ) =
1

λ

[
2− s

2− λ

c
[v +X∅ − (v +XL)φ(1− σ)]

]

The function κ is continuous and increasing in σ since v < −XL. In addition,

κ(σ = 0) =
1

λ

[
2− s

2− λ

c
(X∅ −XL)

]

=
2

λ

[
1− s

sD(v)

]
≥ 0 since s < sD(v)

Moreover,

κ(σ = 1) =
1

λ

[
2− s

2− λ

c
(v +X∅)

]

=
2− λ

λ

[
1− s

sR(v)

]
+ 1 ≤ 1 since s > sR(v)

Thus, the function κ is continuous and maps the compact and convex set [0, 1] into

itself. By Brouwer’s fixed-point theorem, it admits a fixed point σ. Equation 3.11

shows that σ is an equilibrium strategy.
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Proof of proposition 3.4 The case v ≥ xL is handled in the main text. Fix v

such that −x0 < v < xL. To prove part 1, consider

s∗ =
c

v + xR

This definition implies that s ≤ sR(v) for any s ≤ s∗,π,λ. In addition, v > −x0

implies that

s∗ <
c

xR − x0

≤ 2c

xR + xL

≤ 2c

(2π − 1)(xR + xL)
since π ≤ 1

This is true for any (π,λ). Hence, realism is an equilibrium if s ∈ [0, s∗] but denial is

not for any (π,λ). In that case, it is straightforward to see that the group’s posterior

beliefs are more informed (in the Blackwell order) for larger values of (π,λ). The

variation of W r(π,λ) with (π,λ) is proved in the main text.

To prove part 2, let us show that there exists (s,π,λ,π′,λ′) such that π′ > π,

λ′ > λ and:

v + (1− π)xR − πxL < 0 (3.12)

s
[
v +

1− λ(1− π)

2− λ
xR − 1− λπ

2− λ
xL

]
≤ c (3.13)

s(2π − 1)(xR + xL) < 2c (3.14)

s
[
v +

1− λ′(1− π′)

2− λ′
xR − 1− λ′π′

2− λ′
xL

]
> c (3.15)

s(2π′ − 1)(xR + xL) ≥ 2c (3.16)

Condition 3.12 states that π is large enough for the signal m = L to counteract the

group’s preference: conditional on m̂ = L, the group votes a = 0. Conditions 3.13 and

3.14 mean that realism is an equilibrium if the parameter values are (s,π,λ), but denial

is not. Conditions 3.15 and 3.16 mean that denial is an equilibrium if the parameter

values are (s,π′,λ′), but realism is not. If such a vector (s,π,λ,π′,λ′) exists, in (π,λ)

all agents accept the signals m = L and vote a = 0; in (π′,λ′) the agents deny the

signals, their posterior beliefs remain uninformed and they vote a = 1 irrespective of

m. Conditions (i)− (iv) in the statement of the proof are then satisfied for this vector.

To obtain the existence of a vector satisfying equations 3.12-3.16, define πv implic-

itly by

v + (1− πv)xR − πvxL = 0
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Observe that

lim
π→πv ,λ→0

[
v +

1− λ(1− π)

2− λ
xR − 1− λπ

2− λ
xL

]
= v +

xR − xL
2

lim
π→πv ,λ→0

[(2π − 1)(xR + xL)

2

]
= v +

xR − xL
2

lim
π′→1,λ′→1

[
v +

1− λ′(1− π′)

2− λ′
xR − 1− λ′π′

2− λ′
xL

]
= v + xR

lim
π′→1,λ′→1

[(2π′ − 1)(xR + xL)

2

]
=

xR + xL
2

In addition, since v < xL,

v +
xR − xL

2
< min

[
v + xR,

xR + xL
2

]

Hence, choosing π close to πv, λ close to 0, and π′ and λ′ close to 1, there exists a non-

empty interval S such that equations 3.12-3.16 are satisfied for s ∈ S. This completes

the proof.

Proof of proposition 3.5 Let us first consider the case vM ≥ −x0. Realism is an

equilibrium if and only if

s ≤ sR(α) :=
c

vM +X∅ − (vM +XL)φ(α)

Denial is an equilibrium if and only if

s ≥ sD(α) :=
2c

(2− λ)(X∅ −XL)

The function sD is constant in α, whereas sR is strictly decreasing in α (recall that

vM +XL < 0). In addition,

sR(α = 0) =
c

vM +X∅

≥ 2c

(2− λ)(X∅ −XL)
if and only if vM ≤ v∗ = −λ

2
X∅ − (1− λ

2
)XL

whereas

sR(α = 1) =
c

X∅ −XL

<
2c

(2− λ)(X∅ −XL)

The two curves intersect on [0, 1] if and only if vM falls into the region [−x0, v∗] where

multiple equilibria are possible.
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In the case vM < −x0, realism is an equilibrium if and only if

s ≤ sR(α) :=
c

vM +X∅ − (vM +XL)φ(α)

whereas denial is an equilibrium if and only if

s ≥ sD(α) :=
2c

(2− λ)(X∅ −XL)φ(α)

It is straightforward to show that sR(α) < sD(α) for all α in that case.

3.C Proofs of section 3.6

Proof of proposition 3.7 Let us rewrite equations 3.7 and 3.8 as

ln
[ ξR(Mn)

1− ξR(Mn)

]
= ln

[ ξ0R
1− ξ0R

]
+ αnR − β(nL + n∅) (3.17)

and

ln
[ ξL(Mn)

1− ξL(Mn)

]
= ln

[ ξ0L
1− ξ0L

]
− αnL + β(nR + n∅) (3.18)

The condition ξR(Mn) > ξ0R is therefore equivalent to

αnR − β(nL + n∅) > 0

whereas ξL(Mn) < ξ0L is equivalent to

−αnL + β(nR + n∅) < 0

This proves the result.

Proof of proposition 3.8 Consider part 1. Given ξ0R = ξ0L = 1/2, 3.17 shows

that ξR(Mn) > 1/2 is equivalent to nRα > (nL + n∅)β, whereas 3.18 shows that

ξL(Mn) < 1/2 is equivalent to nLα > (nR +n∅)β. Therefore ξR(Mn) > 1/2 > ξL(Mn)

is equivalent to 3.9.

In addition, Bayes’ rule yields

ln
[ ξ(Mn)

1− ξ(Mn)

]
= ln

[ ξ0

1− ξ0

]
+ (nR − nL)α

Thus, using 3.17 and 3.18, ξR(Mn) > ξ(Mn) > ξL(Mn) is equivalent to 3.10, which is

implied by 3.9. The proof of part 2 is similar.
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Proof of proposition 3.9 By 3.17 and 3.18, the condition ξR(Mn) > ξL(Mn) is

equivalent to
nR + nL

nR + nL + 2n∅
>
β

α

This inequality is satisfied for any sequence Mn such that n∅ = 0. Thus,

P[ξR(Mn) > ξL(Mn)] ≥ P[n∅ = 0] = λn

which implies

lim
λ→1

P[ξR(Mn) > ξL(Mn)] = 1

Proof of proposition 3.10 To prove part 1 (part 2 is symmetric), suppose that

ω = R and consider an agent belonging to the group R. Consider an infinite sequence of

messages {mt}+∞
t=1 and, for every n ≥ 1, the random variables nR =

∑n
t=1 1m̂t=R, nL =

∑n
t=1 1m̂t=L and n∅ =

∑n
t=1 1m̂t=∅. By the law of large numbers, with probability 1

lim
n→+∞

nR

n
= λπ (3.19)

Consider an infinite sequence that satisfies property 3.19. Let us rewrite equation

3.7 as
1

n
ln

[ ξR(Mn)

1− ξR(Mn)

]
=

1

n
ln

[ ξR
1− ξR

]
+

nR

n
α− n∅ + nL

n
β

which implies

lim
n→+∞

1

n
ln

[ ξR(Mn)

1− ξR(Mn)

]
= λπα− (1− λπ)β (3.20)

Consider the right-hand side of 3.20 as a function of π, substituting α and β for

their expressions in (π,λ). This function is differentiable in π and its derivative equals

λ ln
[ π

1− π

1− λ(1− π)

1− λπ

]
+

λ

1− π
− λ(2− λ)

1− λ(1− π)

For any π > 1/2,λ > 0,

π

1− π

1− λ(1− π)

1− λπ
> 1 and

λ

1− π
>

λ(2− λ)

1− λ(1− π)

and therefore the right-hand side of 3.20 is increasing in π on [1/2, 1]. In addition, the

right-hand side of 3.20 equals zero whenever π = 1/2. Hence, λπα− (1−λπ)β > 0 for

any π > 1/2. Thus,

lim
n→+∞

1

n
ln

ξR(Mn)

1− ξR(Mn)
> 0

which implies that ξR(Mn) →n→+∞ 1. This is true for any infinite sequence that

satisfies 3.19, i.e. almost surely.
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The proof of lim
n→+∞

ξL(Mn) = 1 is identical, the relevant inequality being

−λ(1− π)α+ [1− λ(1− π)]β > 0

In the case ω = R, part 3 is proved similarly by noticing that, almost surely,

⎧
⎪⎪⎨

⎪⎪⎩

1

n
ln

[ ξR(Mn)

1− ξR(Mn)

]
∼

n→+∞
λπα− (1− λπ)β

1

n
ln

[ ξL(Mn)

1− ξL(Mn)

]
∼

n→+∞
−λ(1− π)α+ [1− λ(1− π)]β

and that

λπα− (1− λπ)β > −λ(1− π)α+ [1− λ(1− π)]β
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